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Abstract. This paper describes the design prin-
ciples of k2e (Knowledge to Ease), a new Knowl-
edge Engineering Environment (kee) based on
modeling patterns currently under development at
the European Space Agency (ESA). This environ-
ment aims at assisting the operational engineers in
designing, maintaining, and updating the models
during the whole life cycle of current and future
AI Planning and Scheduling systems. The work is
motivated by the distance between primitives usu-
ally available for modeling domains and problems
in AI planning systems and the real needs of the fi-
nal users of these technologies, the operational en-
gineers. Despite the efforts devoted to the adop-
tion of expressivemodeling languages, this distance
is still quite big, leading to the need of modeling
experts to assist continuously the user during the
whole life-cycle of the application. Our goal is
to introduce a kee to bridge the gap between the
planning languages currently used by AI technolo-
gies, based on constraints, resources and timed au-
tomata, and the current practice in the operational
context, based on procedures, imperative primi-
tives, and temporal synchronizations among pro-
cesses.
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1 Introduction

Space has been often a fertile field for the introduction
of novel AI based planning and scheduling technologies.
In fact, the AI model-based approach allows reusing of
software modules across different missions because of
the great flexibility introduced by the symbolic repre-
sentation of goals, constraints, logic, parameters to be
optimized and so on. The great advantage of model-
based, domain independent planning technologies is the
possibility of using a software not designed to achieve
(possibly parameterized) goals in a given domain but for
manipulating symbolic entities. Thismakes the software
deployment and test substantially independent from the
specific mission. As a drawback, when proper symbolic
constructs are not available for modeling, a great effort
and amount of time are in general necessary to under-
stand domains and problems, to capture all the charac-
teristics, and to eventually create the model. Another
issue is the performance of domain independent plan-
ners. Infact the performances of P&S systems, at a large
extent, depend on how problems and domains are for-
mulated. These systems often show poor performances
iwhen compared with ad-hoc, domain specific applica-
tions. The mix of modeling difficulties and performance
issues constitutes a not trivial barrier for the practical
adoption of AI model-based P&S technologies, seri-
ously harming the great advantage that, in theory, the
approach could bring.
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To cope with modeling issues, the cognitive distance
between the modeling primitives of the AI system and
the objects to be modeled has to be as small as pos-
sible. For this reason the timeline based paradigm has
proved to be particularly suitable for space applications,
being very close to the way problems and constraints are
naturally represented in space applications. In timeline
based planning the analogy with problems commonly
handled in space applications is more obvious than for
other AI planning paradigms (like PDDL [14] for in-
stance). However, the distance between primitives usu-
ally available for modeling and the real needs of poten-
tial users of these technologies is still quite big, leading
to the need of modeling experts to assist the user during
the whole life-cycle of the application.
This paper presents the initial results of a research ac-

tivity currently ongoing at ESA-ESOC.The approach
is based on modeling patterns derived from languages
for defining procedures. Instead of modeling the prob-
lem in terms of generic timed automata, temporal syn-
chronizations and constraints among timelines, the user
composes themodel bymeans of a set of pre-defined au-
tomata (the patterns) and connect them with a reduced
set of temporal and logical primitives. The patterns al-
low modeling concepts like tasks, procedures, impera-
tive rules, cycles, conditional branches and resource al-
locations. The output of the process is a specification
in timeline-based planning language that can be used to
feed a domain independent timeline planner.

2 Languages for AI planning in space

The principles behind AI planning and scheduling in
space applications inherit from control theory. In fact
a common background among all the AI planning and
scheduling systems currently in use in the major space
agencies is an underlying assumption that the world is
modeled as a set of entities whose properties can vary
in time (such as one or more physical subsystems) ac-
cording with some internal logic or as a consequence of
external inputs. The intrinsic property of these entities,
represented by means of timelines, is that they evolve
over time concurrently, and that their behaviors can be
affected by external inputs. The analogy with control
theory can be extended to conceive the problem solv-
ing with timelines as a problem of controlling compo-
nents with external inputs in order to achieve a desired
behavior. Hence different types of problem (e.g., plan-
ning, scheduling, execution or more specific tasks) can

be modeled by identifying a set of inputs and relations
among them that, once applied to the componentsmod-
eling a domain with a given initial set of possible tempo-
ral evolutions, will lead to a set of final behaviors which
satisfy the requested properties (for instance, feasible se-
quences of states, or feasible resource consumption, as
well as more complex properties¹).

The analogy with problems commonly handled in
space applications is obvious. In fact there are al-
ready software and platforms in use at NASA and ESA
(Europa[13], Aspen[12], Apsi[16], Goac[9]) based
on timelines. Unfortunately these systems do not use a
standardized language to model problems and domains,
with a consequent objective difficulty in spreading and
re-using information, models and software solutions.
Nevertheless these platforms provide a set of similar ser-
vices to implement planning and scheduling algorithms
as well as complete end-to-end applications [11].

Moreover, the languages currently in use for defin-
ing planning and scheduling problems (not only for
space applications) are based on different assumptions.
Some languages are based on the notion of action and
state, like the Planning Domain Definition Language
(PDDL [14]), others are based on the notion of time
intervals and values, like the Europa’s New Domain
Definition Language (NDDL[5]) or the Apsi’s Domain
Definition Language (DDL[19]), some are based on
the notion of activities decomposition and resource us-
age, like the Aspen Modeling Language (AML[24]).

These languages are actually in use, i.e., there are
solvers able to find plan/schedules for domains and
problems represented in these languages. This is due
to the fact that these languages have been either de-
ployed together with (or on purpose for) the related
software platforms (as in the case of NDDL/Europa,
AML/Aspen and DDL/Apsi) or they have been de-
signed targeting a specific community of experts to en-
tail planners comparison and compatibility (as in the
case of PDDL ). No or little attention has been de-
voted to the usability or suitability of these languages out
of the specific community/environment for which they
have been originally designed. In other words, these
languages have been designed having in mind the plan-
ner and the planner experts more than the modeler and
the domain experts, resulting in the need of an expert of
the language (and often an expert of the planner to be

¹A detailed description of the timeline based approach, state of the
art of the technologies in use and basic concepts like timeline, state
variable and resource is out of the scope of this paper. More informa-
tion can be found for example in [22, 15, 19] among the others.
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used as well) to practically use them.
Recently the interest in the usability of AI planning

and scheduling tools is growing up and the research in
the areas lying between planning & scheduling technol-
ogy on the one side, and practical applications and prob-
lems on the other is gaining more and more interest. In
particular the focus is on the area covering the acquisi-
tion, formalization, design, validation and maintenance
of domain models, and the selection and optimization
of appropriate machineries to work on them.
Recent works aimed at putting together themost use-

ful features (for applicative domains) of the different
proposals, with the ambitious goal of defining languages
able to represent all the different aspects of domain and
problems. The Action Notation Modeling Language
(ANML[4]) is an example of such an effort. ANML
derives features from PDDL , NDDL and AML to
represent actions, conditions and effects, rich tempo-
ral constraints, activities, resource usages and HTN de-
compositions. This is certainly a prominent direction to
bridge the gap between the problem and the technol-
ogy, but does not solve the core problem yet: the need
of an expert of the language to model the problem.
On the other side, an alternative solution could be to

use the languages designed for domain experts and op-
erators (see for instance the Spacecraft Command Lan-
guage scl[8], the Procedure Representation Language
prl[20] and the Procedure Language for Users in Test
and Operations, pluto[1]). This approach simplifies
the problem from the user’s perspective, and in fact thre
are both translations of procedural languages into plan-
ning languages (see for instance [7]) as well as attempts
of direct using procedural languages in mission planning
systems (see [6] for instance). The main problem, at
the current stage of deployment of AI solvers, is that it
is very difficult to use directly languages not based on
strong theoretical assumptions like (temporal) logic or
constraint satisfaction problems. In fact the use of these
languages for AI planning poses problems with the un-
derlying semantic of the procedures[23].
A possible different approach is to investigate how to

translate typical modeling primitives used in the opera-
tional context into fragments of domains represented in
languages used for timeline based planning. The advan-
tage is to make available these primitives without giv-
ing away all the advantages of the languages close to
the planning technology. In other words, we are not
proposing a translation of a language into another one,
but a conceptual mapping of some primitives not usually
available in languages for planning and scheduling into

P(?x)

ϭ͕ь

Q(?y)

ϯ͕͍Ǉ
R(?z)

ϭ͕ϯ

Sequence

Constraint

Value
Duration

?x > ?z

@?x > 0

@t<2

Guards

Figure 1: State Variable

fragments of domains specified in a language for plan-
ning and scheduling. This of course does not solve the
modeling problem per se, in fact there is no direct trans-
lation of a language into another one, but it can pro-
vide modeling primitives which are semantically closer
to user’s knowledge.
In the following section we first focus on timeline-

based planning briefly discussing the modeling primi-
tives they provide, then we introduce the concepts be-
hind the k2e knowledge engineering environment un-
der deployment.

3 Modeling P&S Problems with Timelines

State-of-the-art timeline-based planning languages are
based on a few modeling primitives: state variables, re-
sources, temporal/value synchronizations among differ-
ent timelines and hierarchical decomposition primitives.
State variables represent components that can take

sequences of symbolic states subject to various (possi-
bly temporal) transition constraints. This primitive per-
mits the definition of timed automata as the one repre-
sented in Figure 1; here the automaton represents the
constraints that specify the logical and temporal allowed
transitions of a timeline. A timeline for a state variable
is valid if it represents a timed word accepted by the au-
tomaton.
The automaton models: (1) the values that the time-

line can take, possibly as function of numeric or enu-
merated parameters; (2) transition constraints on these
values, possibly with additional constraints that restrict
the transition to a subset of the possible values that the
parameters can take (in the example in Figure 1 the tran-
sition from P(?x) to R(?z) imposes that ?x>?z); (3)
temporal constraints that state the minimal and maxi-
mal temporal duration of a value and (4) guards that re-
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strict the applicability of a transition, either based on the
value of a parameter (in the example the transition from
P(?x) to Q(?y) is allowed only if ?x>0) or on the
relative timing of the transition (in the example the tran-
sition from R(?z) to P(?x) is allowed only if R(?z)
has been maintained for less than 2 time units).
The timed automaton (i.e., state variable) is a very

powerful modeling primitive, widely studied both at
theoretical level (see [3] for instance) and for which ex-
ist implemented algorithms to find valid timelines. In
fact all the planning architectures mentioned above are
able to calculate valid timelines for timed automata, with
some restrictions on the type of values and constraints
specified for the parameters, and under certain assump-
tions on the number of states and structure of the tran-
sitions.
A resource is any physical or virtual entity of lim-

ited availability, such that its timeline (or profile) rep-
resents its availability over time, a decision represents a
quantitative use/production of the resource over a time
interval. A reusable resource (as in [10]) abstracts any
real subsystem with a limited capacity cmax, an activ-
ity uses a quantity of resource during the limited in-
terval. For example, an electric generator has a max-
imal available power Pmax (its capacity). An activity
uses power during an interval of time and as soon as the
activity ends, the amount of resource can be reused by
other activities. A set of activities are feasible when for
each time t the aggregate demand p(t) (or profile) is
below or equal to the resource capacity cmax. A con-
sumable resource (as in [21]) abstracts any subsystem
with a minimum capacity cmin and a maximum capac-
ity cmax, consumptions and productions consume and re-
store a quantity of the resource in specific time instants.
For example, a battery has a minimum amount of charge
that has to be guaranteed (can be more than 0 for op-
erational or security reasons) and a maximum capacity.
Operations can either consume (e.g., by using payloads)
or recharge (e.g., by using solar arrays) the battery. A
set of productions and consumptions are feasible when
for each time t the aggregate use u(t) (or profile) is in
between the resource minimum and maximum capac-
ity (i.e., cmin ⩽ u(t) ⩽ cmax). All the architectures
mentioned above have the capability of representing and
solving scheduling problem with resources. This is a
crucial capability for modeling and solving planning and
scheduling problems in space, since the need of repre-
senting and reasoning efficiently on time and resources
is a must in this field.
In timeline-based modeling the physical and tech-

nical constraints that influence the interaction of the
sub-systems (modeled either as state variables or re-
sources) are represented by means of temporal and log-
ical synchronizations among the values taken by the
automata and/or resource allocations on the timelines.
Languages for timeline-based planning have constructs
(as the synchronization in DDL or the compatibility in
NDDL, see [22, 19] for formal definitions) to repre-
sent the interaction among the different timelines that
model the domain. Conceptually these constructs de-
fine valid schema of values allowed on timelines and
link the values of the timelines with resource allocations.
Despite the syntactic differences, they allow the defi-
nition of Allen’s[2] like quantitative temporal relations
among time points and time intervals as well as con-
straints on the parameters of the related values. As an
example to clarify the concept, let us present a synchro-
nization in a robotic domain.

Let’s consider a rover equipped with a stereo camera,
an on-board memory and a communication facility. The
rover is able to autonomously navigate the environment,
to take pictures (storing them in the on-board mem-
ory) and to send files to a remote orbiter. In order to
model the rover domain, the following subsystems are
considered: a mobility systemms, a camera cam, a com-
munication system comm and a memory mem². In the
model, we also assume the rover able to move between
two points in space. Hence the mobility system can be
modeled as a state variable which can assume the fol-
lowing values: at(?x, ?y) when the rover is standing in
⟨x,y⟩ and goTo(?x, ?y) when the rover is moving to-
ward ⟨x,y⟩. A transition goTo(?x, ?y) → at(?x, ?y)
denotes a successful move to ⟨x,y⟩ and a transition
at(?x, ?y)→ goTo(?x ′, ?y ′) denotes the rover starting
to move from a point ⟨x,y⟩ to a point ⟨x ′,y ′⟩.

The rover camera can take pictures (in the current po-
sition of the rover) and store each picture on an on-board
memory with a given file id. Hence the camera can be
modeled as a state variable which can take the following
values: camIdle(), when the camera is not taking pic-
tures and takePic(?file_id) when the unit is taking a
picture that will be stored in a file with id = ?file_id.

The communication system can dump a file with a
given id. Hence it can be modeled as a state variable
which can take the following values: commIdle(), the
idle status, and dump(?file_id) when the unit is dump-
ing a picture stored in a file with id = ?file_id. We

²This is just an excerpt of a real domain. See [17] for an extensive
description of the domain and the model.
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assume a timeline vw modeling the availability of a vis-
ibility window between the rover and the orbiter.
Thememory has a fix amount of cells available to store

pictures. A cell is occupied when a picture is stored and
freed when a picture is transmitted to the orbiter. Hence
it can be modeled as a consumable resource with unary
consumption and production events.
A goal takePicture(?x, ?y, ?file_id) can be

achieved by the rover by: (a) taking a picture with id =
?file_id, with the rover in ⟨?x, ?y⟩ and (b) dumping
the picture. The sub-goal (a) of taking a picture in a
given position can be achieved by synchronizing the
value cam.takePic(?file_id) of the camera timeline
with the value ms.at(?x, ?y) of the mobility system
timeline. The sub-goal (b) of dumping a picture with
a given id can be achieved by synchronizing the value
comm.dump(?file_id) of the communication timeline
with a value vw.available() of the visibility window
timeline. The memory management is modeled by
synchronizing a memory consumption at the start of
the task of taking a picture and a memory production
at the end of the dumping task.

This mix of causal and temporal relationships among
the operations can be stated with the following synchro-
nizations in DDL³:

synchronize MissionTimeline {
value takePicture(?x, ?y, ?file_id) {

op cam.takePic(?file_id);
op comm.dump(?file_id);

op ms.at(?x, ?y);
ref contains [,+INF] [,+INF] op;
ref contains [,+INF] [,+INF] op;

op before [, +INF] op;
op during [, +INF] [, +INF] op; }}

synchronize comm {
value dump(?file_id) {

op vw.available();
ref during [, +INF] [, +INF] op; }}

synchronize comm {
value dump(?file_id) {
op mem.produce();
ref end-at op; }}

synchronize cam {
cam.takePic(?file_id) {
op mem.consume();
ref start-at op; }}

HTN is one of the most used planning techniques in
real world applications, in part because it allows to ef-
fectively encode knowledge into domain-independent

³We use here the APSI platform modeling language as a reference
because this is the syntax we are more familiar with. This choice is
only for convenience, since we are using standard primitives available
in any language for timeline based P&S.

planners. It is based on the differentiation between
primitive tasks that can be directly executed and com-
pound tasks, which must be decomposed in primitive
tasks. The organization of tasks in hierarchies helps to
simplify the modeling, which is one of the major prob-
lems that engineers need to face to deploy automated
tools and at the same time allows for more understand-
able plans for the human expert. Some of the lan-
guages currently in use provide primitives for decompos-
ing tasks into sub-tasks. Such a primitive differ concep-
tually from the synchronization because the reference
activity is not justified by the sub-goals but is actually
meant to be substituted by the sub-goals.
The modeling primitives introduced so far, although

simple and intuitive, proved to be not so straightfor-
ward for users without a specific knowledge in advanced
planning. In fact it is not obvious how to express cer-
tain constraints or imperative primitives very common
in operational contexts. More in general even though
there are common structures in practical problems that
can be modeled with timed automata, resources, syn-
chronizations and decompositions, it is not obvious for
not experts how to do it. And the resulting models are
difficult to be specified and managed if constructs at the
proper level of abstraction are not made available.
Last but not least, even for experts, it is difficult to

manage domains when the number of states, synchro-
nizations and decomposition grows up, often leading to
a situation where even experts have problem in under-
standing the logic of the domains if they have to be up-
dated or fixed after the initial design. This is a typical
problem in programming, and modeling for AI systems
can be considered conceptually similar to programming.
For this reason, the assumption is that techniques widely
used in traditional programming can be adapted and ap-
plied to the design and maintenance of models in AI
planning.

4 Pattern-BasedModeling

A well established methodology for simplifying the
problem of writing and maintaining code is the use of
patterns. In software engineering, a design pattern is “a
general reusable solution to a commonly occurring prob-
lem within a given context in software design. A design
pattern is not a finished design that can be transformed
directly into source or machine code. It is a description
or template for how to solve a problem that can be used
in many different situations” (from Wikipedia).
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The same principle can be applied to the problem of
designing and maintaining models of AI planning and
scheduling technologies. Instead of modeling the prob-
lem in terms of generic timed automata, temporal syn-
chronizations and constraints among timelines, the user
composes themodel bymeans of a set of pre-defined au-
tomata (the patterns) and connect them with a reduced
set of temporal and logical primitives. The k2e environ-
ment allowsmodeling concepts like processes, tasks, im-
perative constructs, cycles, conditional branches, con-
currency and resource usages. The output of the process
is a specification in timeline-based planning language
that can be used to feed a domain independent timeline
planner.
From the point of view of the methodological ap-

proach, to use patterns with AI models, we need to: (a)
identify “common occurring problems” in P&S and Ex-
ecution, (b) design and test (with the planner) model-
ing patterns for these problems, (c) classify an instance
of a real problem to be modeled as one of the “common
occurring problems” identified at point a) and (d) in-
stantiate the pattern into a fragment of the real model
specified in the target language.
Let’s think for instance to processes that cyclically

need to interrupt the sequence of states they’re going
trough to get a specific status before re-starting the se-
quence (like processes that cyclically need to shut down
an instrument to avoid overheating for instance). Con-
ceptually such a process can be defined as: (1) a set of
operational states si cyclically taken by the process and
the growth of temperature ∆i after the execution of a
task si; (2) the condition on the temperature to detect
the need for interrupting the sequence, like for instance
the maximum temperature tmax allowed for operating
the instrument and (3) the special status r that restore
the safety conditions when the sequence is interrupted.
From the modeling point of view these processes when
modeled with a state variable need to have a transition
from any operational status to the shut down status (to
entail the interruption of the activities from any opera-
tional status) and a transition from the shut down status
to all of the operational states (to entail the re-start of
the operation after the shut down). In addition to that,
proper constraints need to be added to the transitions to
entail the correct logic of interrupt and re-start.
Such an automaton is difficult to be specified man-

ually in the model because of the combinatorial explo-
sion of the number of the transitions and constraints to
be added in order to enforce the correct logic, and be-
cause there are elements that requires careful modeling.

S0(?t0)

S1(?t1)

Sn(?tn)

?t1 = ?t0 + ∆0

?tn = ?t(n-1) + ∆(n-1)

t 0
=

 t
n

+
 ∆ n

@?t0 + ∆0 < tmax

@?tn + ∆n < tmax

R(?v)
?v = s1

@?t0 + ∆0 ≥ tmax

@?t1 + ∆1 ≥ tmax

@?t1 + ∆1 < tmax

@?v = sn

?t0 = 0

@?v = sn-1

?tn = 0

Figure 2: Interrupt Pattern

In this case for instance, since the process interrupted
has to re-start from different states depending on when
it has been interrupted, it is necessary to add a purely
syntactical parameter to the idle status to keep track of
the break point (see Figure 2).

This is a good candidate for a pattern: it is general
enough because it is parametric with respect to the states
and the conditions that interrupt the sequence; it is sig-
nificant because this is a common behavior of a wide
range of processes; can be translated automatically into
a timed automata and specified with the planner lan-
guage and, last but not least, it adds semantic value to
the model allowing the modeler to immediately iden-
tify the logic behind all the states and constraints of the
automata.

One more example of pattern could be related to the
need of synchronizing a process with contingent values
known at execution time, to obtain for instance the exe-
cution of specific tasks to recover from a error conditions
driven by the actual status of the platform. In this case
we assume that the plan will be executed, and during the
execution the values of the telemetry of the platform that
is executing the process are made available to the execu-
tor. We want to model a process that is able to react to
some values of the telemetry, i.e., a process that by de-
fault executes a specific task, and can execute some other
tasks in response to contingent situations. This scenario
is more complex than the one presented above, because
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the planner does not have, at planning time, all the in-
formation needed to choose the right set of tasks to be
executed. For this reason, a nominal plan has to be cal-
culated for this scenario, but the model has to be robust
enough to enforce the proper reaction (by re-planning)
if, at execution time, the value of the telemetry is differ-
ent from the one supposed at planning time.
Hence we need to model at least two different sce-

narios: a “nominal” one, i.e. what is the configuration
⟨TD,vD⟩ of task TD and telemetry value vD expected
in default conditions and (2) one (or more) not nomi-
nal scenarios vi →Ti, i.e., what are the telemetry values
that require a reaction and what task has to be executed
to react. There is a number of requirements for the plans
that can be generated from the model to guarantee the
correctness of the behavior that can be obtained execut-
ing these plans. First of all a nominal plan has to fail if
the telemetry configuration changes during the execu-
tion of the nominal task TD into a status that require to
execute a different task (this is to enforce the reaction, if
the envelope for the nominal plan accidentally contains
configurations of the telemetry that needs a reaction,
the platform might not react when needed). Secondly,
a plan to react to a given configuration of the teleme-
try must fail with any other configuration (included the
nominal one), to ensure the right reaction of the plat-
form and to avoid an “over-reaction” (i.e. a reaction in
nominal conditions). Finally, any plan for the not nom-
inal conditions has to interrupt the nominal task and
restore the status after its execution (to handle multiple
reactions).
To translate this pattern into timelines, we need to

add to themodel also synchronizations among the time-
line TLP of the automata that models the process and
the timeline TLT that models the telemetry. To TLP

we associate an automata with at least one status TD.
To react to a generic value vi we conceptually add to the
automata the paths TD →I→Ti →R→TD, where the
states I (for Interrupt) and R (for Restore) aim a model-
ing the procedures to interrupt the current activities and
to restore the default status of the platform(see Figure
3, top).
Besides that, we synchronize the values of TD and Ti

with the values of the timeline TLT that triggers the
reactions. In order to guarantee at the modeling level
that nominal plan must fail if the telemetry configura-
tion changes during the execution into a status that re-
quire a reaction, we force the nominal task TD to occur
during the value vD of TLT . In order to ensure that a
plan for a reaction Ti will fail with any other configu-

Figure 3: React Pattern

ration of telemetry than vi, Ti will be synchronized to
occur during vi. Finally, to guarantee that the platform
will be able to perform TD after Ti, R will be synchro-
nized to restore the value vD at its end (see Figure 3,
bottom)⁴.
This is also a good candidate for a pattern. This is a

typical behavior of systems that can get into not nomi-
nal states that require reactions. The pattern can be de-
scribed with a reduced set of information, basically the
pair ⟨TD,vD⟩ that model the nominal conditions and
the list of reactions vi →Ti. Having that, the automata
and the synchronizations of the model can be derived
automatically.

5 The k2e Knowledge Engineering
Environment

Thek2e kee under deployment is based on the notion of
process and task. A domain is made of a set of processes,
supposed in execution concurrently (for each process
there is one timeline in the model). Each process can
be decomposed into sub-processes and tasks (which in
turn can be again decomposed into sub-tasks) by apply-
ing decomposition patterns. At each process correspond a
timed automaton. For each task there is a status in the

⁴An application of this pattern in a real robotic domain can be
found in [18].
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Figure 4: Use case: P&S Expert

automaton plus some other states that depends on the
decomposition pattern applied to generate the automa-
ton.
In addition to that there are symbolic and numeric

variables. Variables can be of two types: controllable
and uncontrollable. Controllable variables are associated
to one or more processes. The actual value of control-
lable variables is given by the tasks of the processes to
which the variables are associated. Uncontrollable vari-
ables model the telemetry of the physical system being
modeled as well as any other exogenous event pertinent
to the model. The values of uncontrollable variables can
be either unknown at planning time (like the telemetry
for instance) or provided with the specific instance of a
problem (like orbital events for instance).
The structure of the automaton associated to a process

can be designed by decomposing it into tasks applying
decomposition patterns or structural patterns. These pat-
terns can be applied recursively to the tasks to further
decompose them into sub-tasks or to the whole pro-
cess to decompose it into concurrent processes. Pro-
cesses can be synchronized by applying synchronization
patterns. Resource usages are modeled by applying re-
source allocation patterns to the tasks of one or more pro-
cesses.
Decomposition patterns allow the definition of se-

quences of tasks, alternative tasks, if-then-else branches,
for and while loops. Regarding the decomposition of
a process into concurrent sub-processes, the patterns
allow the definition of fork/join structures. At the
branching points, conditions on both controllable and
uncontrollable variables can be specified. In the first
case, branches are translated directly into constraints on
the timed automata that represents the process (an ex-
ample of this type of branching is the variable t in the
automaton in Figure 2, which is controllable because its
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Figure 5: Use case: Domain Expert

value depends on the planned tasks), in the second case
synchronizations are added to the model to enforce the
right logic (an example is the value of the telemetry vari-
able in the pattern in Figure 3).

Structural patterns allow the definition of entire
blocks (like the twos described in Section 4). Combined
with decomposition patters, structural patterns can be
used to enforce a structure to the whole process or to
the sub-tasks of a process. The structural pattern can be
designed and tested directly into the environment, mak-
ing available an evolving repository of patterns that can
be used to compose increasingly complex domains.

Resource allocation patterns allows the definition of
set of tasks that concurrently requires amounts of a given
resource or sets of tasks that produce or consume a given
resource. The translation of these patterns is done by
synchronizing in the model the tasks with activities to
be allocated on the resource (the first case) or produc-
tion/consumption events for consumable resources (the
second case).
The k2e environment uses the services provided by the
ESA’s Apsi framework to compile fragments of DDL
into Apsi domains. The P&S solvers and the execution
platform of the Apsi framework can be used to test the
patterns and the domains.

Possible k2e’s use-cases depend on user’s class. When
the user is a planning and scheduling expert, k2euses the
environment to design and test patterns (see Figure 4).
A new pattern can be designed in the environment by
analyzing the code of existing patterns and DDL speci-
fications in the repository and building the new pattern
either as a composition of existing ones or by direct ma-
nipulation of the DDL code (see Figure 4). This is the
only type of user that directly manipulate the DDL lan-
guage (if needed). Themodeling expert uses the planner
to test the code associated to the pattern. The output of
the process is a new pattern in the repository as well as
a fragment of DDL for that pattern.
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When the user is a domain and procedure expert,
k2euses the environment to design models by compos-
ing patterns and/or analyzing/updating existing models
in the repository (see Figure 5). The planner and ex-
ecutor in this case is used to test the domain model on
testing problems. The output of the process is a DDL
specification of the domain that can be used with any
Apsi based application.

6 Conclusions

This paper presents the initial design of k2e, an ESA
Knowledge Engineering Environment to deal with the
acquisition, design and maintenance of domain models
for current and future AI application for mission plan-
ning. The aim of k2e is to simplify modeling for the
users, without loosing or harming the modeling power
or the properties of the modeling language directly used
by the planner.

The concept of k2e is to make the domain expert in-
dependent from the actual language used by the under-
lying AI technology. For this purpose, the environment
is based on patterns that the modeler composes to de-
fine the domain. The output of the process is a machine
generated specification in timeline-based planning lan-
guage that can be used to feed the domain indepen-
dent timeline planner. The set of proposed patterns is
still initial, nevertheless is already possible to manage a
subset of interesting features of real domains in mission
planning. Moreover, k2e is designed also as a support
for P&S experts for designing new patterns.

An environment to generate automatically domains
inevitably induces an increased level of complexity in
the problems managed by the AI technology. As a side
effect, such a tool induces the need for increasingly ef-
ficient solvers, resulting not only in a new technology
(hopefully) useful in operational contexts, but also as a
leverage to foster research in domain independent plan-
ning and scheduling. In our case, since one of the main
advantages of the pattern-based design is the strong se-
mantical connotation of domain fragments, the possi-
bility of using the additional information (induced by
the structure of the patterns) to speed the search of the
domain independent planner is also currently being in-
vestigated.
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