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ABSTRACT
The space close to our planet is getting more and more pol-
luted. Orbiting debris are posing an increasing threat to op-
erational orbits and the cascading effect, known as Kessler
syndrome, may result in a future where the risk of orbiting
our planet at some altitudes will be unacceptable. Many ar-
gue that the debris density at the Low Earth Orbit (LEO)
has already reached a level sufficient to trigger such a cascad-
ing effect. An obvious consequence is that we may soon have
to actively clean space from debris. Such a space mission
will involve a complex combinatorial decision as to choose
which debris to remove and in what order. In this paper, we
find that this part of the design of an active debris removal
mission (ADR) can be mapped into increasingly complex
variants to the classic Travelling Salesman Problem (TSP)
and that they can be solved by the Inver-over algorithm im-
proving the current state-of-the-art in ADR mission design.
We define static and dynamic cases, according to whether
we consider the debris orbits as fixed in time or subject to
orbital perturbations. We are able, for the first time, to
select optimally objects from debris clouds of considerable
size: hundreds debris pieces considered while previous works
stopped at tens.

Categories and Subject Descriptors
I.2.8 [Artificial Intelligence]: Problem Solving, Control
Methods, and Search—Heuristic methods
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1. INTRODUCTION
Four years after the first artificial satellite was success-

fully launched in 1957 (Sputnik-1), a catastrophic explosion
of an orbiting human-made object created more than 300
trackable pieces of orbital debris. Over the next decades, a
steady increase in the use of artificial satellites resulted in
more than 200 of these events and in a current population
of roughly 10000 fragmentation debris. A major threat they
pose is that of creating a cascading effect, first described
by Kessler and Cour-Palais [1], that will eventually com-
promise the utilization of operational orbits. According to
NASA scientists [2] the Low-Earth-Orbit region (LEO) has
already reached such a critical state and its debris popu-
lation will thus keep increasing even if no further launches
will be made. Removing well chosen pieces of debris from
a given contaminated orbital environment may then be the
only option to continue exploiting near-Earth space. Previ-
ous works have considered, at a preliminary stage, the de-
sign of an Active space Debris Removal (ADR) mission. A
spacecraft would be launched and rendezvous with the se-
lected debris object to then de-orbit it by means of robotic
manipulators, electrodynamic tethers, ion thrusters or some
other technology. The same spacecraft would then move to
the next piece of debris. Choosing the sequence of debris to
be removed is a crucial part of the design for such missions.
It has been already noted recently how the debris selection
problem bears strong similarities to the Travelling Salesman
Problem (TSP) [3, 4, 5]. One of the main differences is
that “debris”, unlike cities, are moving and the value of a
visiting sequence thus depends on the visiting schedule (i.e.
the exact epochs of rendezvous and departure from each de-
bris). While for simple cases a brute force approach is viable
to plan a debris removal tour [3], more complex cases have
been approached applying simulated annealing [5], genetic
algorithms [6] or the Series Method approach [4] (essentially
a nearest neighbourhood search) but always on problems of
moderate size (on the order of tens of debris) and, in any
case, not exploiting the connection to the TSPs.

In this paper we introduce two new variants to the TSP
classic formulation: the TSP city selection (TSP-CS) and
the dynamic TSP city selection (TSP-DCS). We show how
they relate to the design of ADR missions, and more gen-
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erally to problems where the travelling salesman needs to
select which cities to visit within a given budget and in a
scenario where the cities are moving. We create a number of
test-instances of these problems considering orbiting debris
clouds created by past fragmentation events and we solve
them applying an evolutionary technique (the inver-over al-
gorithm [7]) and the Series Method approach [4]. We also
formalize the very same problems as tree search problems
and solve them using a breadth-first search (also known as
”beam search”) with fixed frontier, a popular approach in the
context of interplanetary trajectory design (and yet never
used for the design of ADR missions). Unlike previous work
[4, 5, 3, 6] we consider large size debris collections.

The rest of the paper is organized as follows. In section
2 we discuss the used debris cloud data and their orbital
characteristics. Section 3 explains the algorithms used. In
section 4 we explain how the problem of finding a trajectory
for an active debris removal mission can be modeled as a
variation of the classic TSP. Further we test the performance
of the algorithms described in section 3 on a spacial static
case of the problem. In section 5 we consider the debris
pieces as moving objects. We analyse this dynamic problem
and again discuss the performance of our algorithms.

2. THE DEBRIS CLOUDS
In this section we introduce the orbital characteristics of

three different debris clouds (i.e. sets of orbiting space de-
bris originated from some past fragmentation event). We
will be using these to create our test-instances. We consider
the database of all orbiting objects visible to radar observa-
tions1. The orbital elements for each object in the database,
in the two-line element (TLE) format, are periodically re-
leased by NORAD as to maintain a reasonable prediction
capability on the position of all space objects. The released
elements can then be used in a SGP4 orbital propagator [8]
to predict the future position and velocity. In order to build
some fictitious test scenarios we select three separated sets
of orbiting objects deriving from distinct recent catastrophic
collision events and containing the resulting fragmentation
debris. We consider the 2009 Iridium 33-Cosmos 2251 col-
lision and the 2007 Fengyun-1C event caused by a Chinese
anti-satellite missile test. These fragmentation events cre-
ated debris clouds that are a daily threat to all active satel-
lites sharing the same orbital environment. In Table 1 we
show the number of fragmentation debris belonging to each
cloud at three different epochs: at breakup, as of 01/2015
and as of 01/2025 (decayed orbits were predicted using the
SGP4 propagator). Due to the Earth’s gravitational field
and the effect of the residual atmospheric drag, the orbits
of the debris change with time and some of them are nat-
urally removed by decaying in the atmosphere. In Figure
2 we show, for the three debris clouds, the distribution of
the orbital parameters (see Figure 1 for their definition) as
of 01/2015. On the left column we show the Gabbard dia-
gram, widely used to characterize fragmentation events [9]
and showing the perigee and apogee of all fragments against
their orbital period. On the right column we show the dis-
tribution of inclinations , i, versus the Right Ascension of
the Ascending Node (RAAN), Ω. The importance of the Ω
and i distributions derive from their importance in the com-

1The SATCAT catalogue can be downloaded from http://
celestrak.com/pub/satcat.txt

number of fragmentation debris
(at breakup) (1/2015) (1/2025)

Iridium-33 598 368 191
Cosmos-2251 1603 1128 781

Fengyun 3312 2651 2363

Table 1: The cloud size slowly decreases as debris orbit nat-
urally decay with time.

Figure 1: Orbital parameters for an Earth-bound orbit. The
RAAN is denoted by Ω, the argument of perigee by ω and
the orbital inclination by I, or i in the text.

putation of orbital transfers. A large contribution of such a
cost derives from the relative orbital inclination which can
be computed as:

cos ∆i = cos i1 cos i2 + sin i1 sin i2 cos Ω1 cos Ω2+

+ sin i1 sin i2 sin Ω1 sin Ω2 (1)

It is the orbital transfer cost that is the equivalent of the city
distance in classic TSPs: debris orbits having a large ∆i are
thus to be considered as distant, while debris orbits having
a small ∆i are to be considered as possibly close. Since we
will eventually want to visit (and thus remove) the largest
pieces of debris, we also show, in Figure 2, the dimension of
each fragment of the debris cloud, as measured from radar
observations and extracted from the SATCAT catalogue.

3. METHODOLOGY
A classic TSP can be formulated as the problem of finding

a minimum weight Hamiltonian path in a complete weighted
graph G := {V,W}, where V is the set containing the ver-
texes (cities) and W := V×V → R+ is a map that associates
to each ordered vertex pair a positive real number called edge
weight and representing the distance between cities.

Here we define a TSP variant as an optimisation problem
concerned to find the best possible Hamiltonian path in a
graph, with respect to some predefined criteria. We indicate
with n the cardinality of V (i.e. the number of cities), and we
label each vertex in V with an increasing natural number,
i.e. 1, 2, ..., n. A Hamiltonian path is then to be encoded
by a permutation of the set containing the first n natural
numbers. Note that, in a classic TSP cycling a chosen per-
mutation does not change the fitness function (i.e. the path
length), but in the more complex variants introduced here
this no longer needs to be the case. For example, [1,2,3] can
have a different fitness with respect to, say, [3,1,2].

http://celestrak.com/pub/satcat.txt
http://celestrak.com/pub/satcat.txt


Figure 3: Best Hamiltonian tours found for the three debris clouds in the classic TSP variant. Each node represents an orbital
debris. Node positioning given by a spring model (see text for details). As the problems are all non-metric, edges can cross.
The color of each node is related to the RAAN of the debris it is representing.

Figure 2: Distribution of the orbital parameters for the three
debris clouds as of 01/2015: 2009 Iridium 33 (top), Cosmos
2251 (mid) and Fengyun 1C event (bottom). The marker
size is proportional to the debris size as measured by radar
observations (from SATCAT catalogue).

3.1 Inver-over algorithm
The Inver-over operator is a well established evolutionary

technique that provides a powerful genetic operator for clas-
sic TSPs [7]. We used a slightly different version of the al-
gorithm with respect to the originally proposed Inver-over.
The version we implemented takes care of not making in-
version of sections including the edge from the last city to
the first one, a modification that improves considerably per-
formances in the TSP variant that are not invariant to cy-
cling. The algorithm’s pseudo-code is sketched in Algorithm
1. The termination-condition could be a maximum amount
of generations and ri denotes the chance of a random in-
version and is thus called mutation probability. Note that

without mutation the algorithm constructs an offspring by
only using edges from the previous generation. Consider,
as an example, the first iteration of the for loop given the
following fictitious population of a five city problem:

S1 = [1, 5, 2, 3, 6, 4, 7], S2 = [3, 6, 1, 5, 7, 4, 2],
S3 = [2, 5, 4, 7, 6, 3, 1], S4 = [7, 2, 3, 6, 1, 4, 5],
S5 = [4, 1, 3, 2, 7, 6, 5].

Since we look at the first iteration of the for-loop,

Stmp = S1 = [1, 5, 2, 3, 6, 4, 7].

We select randomly a city from Stmp, lets say c1 = 5. Next,
assume our sampled uniformly distributed random number
is larger than the mutation probability ri. Therefore we
randomly select an individual, say S5 = [4, 1, 3, 2, 7, 6, 5] and
look which city is following 5. In our case that would be
c2 = 4, since in the case of a closed TSP each individual is
represented as a circular array. Since 5 is not an adjacent
city of 4 in Stmp we invert the segment from the city next
to 5, namely 2, to city 4. We obtain

Stmp = [1, 5, 4, 6, 3, 2, 7].

We proceed by setting c1 to the city that followed c2 = 4 in
Stmp before we inverted, namely 7 and by going back to the
beginning of the repeat-loop. Assume that we again do not
chose c2 randomly. Therefore we select a random individual,
say S3 = [2, 5, 4, 7, 6, 3, 1]. The city following c1 = 7 is 6.
We set c2 = 6 and observe that c2 = 6 occurs before c1 = 7
in Stmp. In contrast to the previous repeat-loop iteration,
where c2 was in front of c1 in Stmp, we invert the section
from c2 to the city coming before c1, namely 2. We get

Stmp = [1, 5, 4, 2, 3, 6, 7].

For the following repeat-loop iteration we obtain c1 = 4.
That is the city that comes previous to 6 before the inversion.
Assume our random generator returns a number larger than
ri. We randomly select an individual from the population
say S4 = [7, 2, 3, 6, 1, 4, 5] and check which city comes next
to c1 = 4. It is city 5. We set c2 = 5 and after observing
that c2 is already next to c1 in Stmp we exit the repeat-loop



Initialization of the population P ;
while termination-condition is not satisfied do

for each individual Si ∈ P do
Stmp = Si;
select randomly a city c1 from Stmp;
repeat

if rand() < ri then
select randomly a city c2 6= c1 from Stmp;

else
select randomly an individual S` 6= Si

from P ;
select the city that follows c1 in S` and
name it c2;

end
if c2 is adjacent c1 in Stmp then

exit from repeat loop;
else

if c2 comes after c1 in Stmp then
invert section from the city that
comes after c1 until c2;
c1 gets assigned the city that was
moved to the position of c2 by the
previous inversion;

else
invert section from c2 until the city
that is previous to c1;
c1 gets assigned the city that comes
previous to c2 before the inversion
was performed;

end

end

until;
if objfun(Stmp) < objfun(S`) then

S` = Stmp;
end

end

end
Algorithm 1: Inver-over algorithm used.

and check if our newly generated Stmp represents a better
solution than S1 with respect to our objective function. If
so, we replace S1 by Stmp. The algorithm will proceed with
a new iteration of the for-loop, this time trying to evolve
S2. In our experiments we use a population size of 100 and
a mutation probability ri = 0.05. We stop the algorithm
when no improvements are made to the objective function
for more than 20000 iterations.

3.2 Nearest Neighbour Search
The nearest neighbour (NN) algorithm is well known in

the context of classic TSPs. It returns solutions using small
computational effort and that are quite close to the optimal
solution, typically within some 20%. Interestingly, a sub-
stantially equivalent version of this algorithm is called Series
Method and has been used for the design of ADR missions
[4]. In trajectory design problems, the computation of the
orbital transfer (i.e. the weights of the graph) can be quite
demanding, thus methods that are able to return reasonable
solutions computing a small number of these transfers are
still of interest, which may justify its use in some special
cases. The edge length, as commonly done in TSP studies,
is used to define the nearest neighbour.

3.3 A Tree Search approach
The design of a mission for the removal of multiple or-

biting debris is remarkably similar, from a trajectory design
point of view, to the design of missions involving multiple
asteroids rendezvous, or fly-bys. These missions have been
the subject of extensive research in the past decade and, in
particular, the design of their trajectories defined most of
the problems released to the international community dur-
ing the Global Trajectory Optimisation Competitions2. All
of the solution methods of the most successful teams, in
these competitions, were based on standard tree-searches
(breadth-first with fixed frontier, depth-first with branch
pruning, etc.). We thus implemented a simple breadth-first
tree search with fixed frontier size FS (i.e. only the best FS
solutions found at each depth are kept for further branch-
ing) to search for solutions to our TSP variants. While in
the classic TSP case this algorithm is not likely to be compa-
rable to known approaches, in the TSP variants introduced
here, where not all cities are “scored”, it actually may pro-
vide an efficient mechanism to select which cities to visit. A
frontier size FS = 10 is considered for all tests performed.

4. STATIC CASE
How is an active debris removal (ADR) mission related to

the TSP? In this section we formalize such a relation starting
from the classic TSP and then introducing the City Selection
TSP variant (TSP-CS). Given a set V of orbiting debris, any
ADR mission will consist of one or more spacecraft that will
have to visit all or part of the considered debris in order to
de-orbit them. Such spacecraft will thus have to rendezvous
and de-orbit each selected debris in a given order. When
these orbits are considered as Keplerian, ignoring all pertur-
bations acting upon them, we speak of a “static” case as the
orbital parameters a, e, i,Ω, ω are considered as constants.

4.1 ADR as a classic TSP
We assume that we can model the propellant cost to trans-

fer between orbits as a function W : V × V → R+. We con-
sider one spacecraft with unlimited fuel budget (this very
restrictive hypothesis will be discarded later when we will
introduce variants to the classic TSP) and we ask ourselves
what would the optimal visiting order be in order to min-
imize the cumulative transfer cost. Clearly, this creates a
classic TSP where G := {V,W}. The function W can be
computed with the aid of basic spacecraft mechanics compu-
tations and with different degrees of approximations. Low-
thrust transfers can be modelled using the Edelbaum ap-
proximation [10] or equivalents, while chemically propelled
transfers can be modelled, at a preliminary mission design
phase, using multiple impulse approximations. In this pa-
per we use the widely used three impulse approximation (see
[3] for example) where the first and last impulses are used
to match the apogee and perigee of the orbits and the mid
impulse is used to cancel the orbits’ relative inclination (i.e.
matching both i and Ω). Note, though, that our method-
ology can easily accommodate different choices. The classic
TSP thus created is symmetric and non-metric. Let us con-
sider three different instances: one for each of the selected
debris clouds . Since the resulting problem dimensions are
not exceedingly high3, we are able to get convergence in all

2http://sophia.estec.esa.int/gtoc portal/
3The full problem dimensions are 232, 533 and 1550 as we

http://sophia.estec.esa.int/gtoc_portal/


Total ∆V [km/sec]
Inver-over RAAN Nearest

tour walk Neighbourhood
Iridium-33 47.169 47.424 53.46

Cosmos-2251 63.19 65.63 89.21
Fengyun 155.29 186.9 199.39

Table 2: Summary of the results for the classic TSP case

algoritmic runs within a few minutes of CPU time4. In or-
der to visualize the best tours found, we define on a 2-D
plane the positions of the nodes representing the orbital de-
bris as those defined by running a spring model on the fully
connected graph G with spring constants inversely propor-
tional to the edge weights. This ensures that orbiting debris
having a small transfer cost will be occupying close-by po-
sitions. In Figure 3 we show the best tours found in the
three cases. Each node of the graph, representing an orbital
debris, was colored using the RAAN value. Surprisingly, we
note how the optimal tour is such that the RAAN gradually
increases (or decreases). We define a Hamiltonian path with
a monotonously increasing Ω as“RAAN walk”. In Table 2 we
compare the total lengths (measuring the total mission ∆V
[km/s]) of the tours found by inver-over to those defined by a
RAAN walk and to those obtained running a nearest neigh-
bourhood search. We find that the RAAN walk strategy is
an extremely good guess on all three problems, significantly
outperforming the nearest neighbourhood solution both in
terms of quality and computational efficiency, requiring only
one sorting. In Figure 4 we show, for the Fengyun-1C debris
cloud, the RAAN along the three different tours. While the
RAAN walk tour and the optimal tour are visually quite
close, the nearest neighbour solution departs significantly
from being monotonous. The ∆V values found are too high
to be considered for any realistic space mission, but they
are nevertheless useful to evaluate quantitatively the pollut-
ing effect of a given fragmentation event. With this metric,
we can say that the Fengyun-1C fragmentation debris are
roughly twice as hard to clean as those deriving from the
Iridium 33 and Cosmos-2251 collision, which gives a quan-
titative measure of the impact of that fragmentation event.

4.2 ADR as a “City Selection” TSP
Consider the problem of a spacecraft with a limited ∆V

capability, tasked to de-orbit multiple orbital debris cho-
sen from a set V as to remove the maximum amount of
collision risk from orbit. We consider the debris orbits as
perfectly Keplerian and estimate the transfer cost via the
three impulses approximation. Formally, this problem may
be conveniently expressed as a problem in graph theory. We
introduce a complete weighted graph G := {V,W,p} and we
assign to each vertex Vi ∈ V a corresponding value pi ∈ p.
We search in G for the open walk having the maximum pos-
sible cumulative vertex value p, under the constraint that
the cumulative edge weight is less than an assigned amount
`. We indicate with N the number of vertexes visited by
the open walk. In TSP terminology, each city has a dif-
ferent value and the travelling salesman can only cover a

consider only debris orbits that do not decay within the next
r weeks, where r is the debris cloud size as of 01/01/2015.
4All experiments in this paper were performed on a modern
desktop machine equipped with i7 processors.

Figure 4: The RAAN walk strategy is very close to the
optimal path

Figure 5: TSP-CS: Example of a maximal open walk (color
red) embedded in a Hamiltonian path. Cities have different
sizes to indicate their different value.

limited number of kilometers. He is then asked to select
which cities to visit and in what order as to maximize the
cumulative value of the cities visited in an open tour of lim-
ited length. We refer to this problem as to a city selection
TSP (TSP-CS) problem. While it is not in the scope of this
paper to rigorously analyze its complexity, we note that for
each possible subset of cities, one still has to solve a classic
TSP in order to find the best possible open walk. We also
note that if we indicate with h the cumulative edge weight of
the minimum weight Hamiltonian path in G, then if ` ≥ h a
TSP-CS solution is the minimum weight Hamiltonian path
(i.e. the problem becomes essentially a classic TSP). If we
indicate with wm the length of the shortest edge in G, for
` < wm the TSP-CS admits only the trivial solution ∅. This
newly introduced TSP variant has, thus, a complexity that
is related to the parameter `. In the ADR application ` rep-
resents the spacecraft ∆V and the city values are the hazard
risk they pose to the orbital environment, which is directly
related to the cross-section area A [m2].

4.2.1 The maximal open walk
In a TSP-CS we are looking for an open walk in a graph
G. To encode an open walk, we use the idea of having un-
expressed genes in a chromosome of fixed length. We still
encode the full Hamiltonian path (length h), but we only
express, in it, the contiguous part having maximum cumu-
lative vertex value p and cumulative weight ~ < `. We
will refer to it as to the maximal open walk embedded in a
Hamiltonian path. In Figure 5 we visualize an example of
a Hamiltonian path and its maximal open walk. While idea



Name Debris Cloud Size ` [km/s]
ir33 100 Iridium-33 100 1
ir33 200 Iridium-33 200 1

ir33 Iridium-33 232 1
cos 100 Cosmos-2251 100 1
cos 200 Cosmos-2251 200 1

cos Cosmos-2251 533 1
fen 100 Fengyun-1C 100 1
fen 200 Fengyun-1C 200 1
fen 400 Fengyun-1C 400 1

fen Fengyun-1C 1550 1

Table 3: Problem instances considered.

of having hidden genes during the evolution of spacecraft
trajectory encounters is not new as it was explored in [11,
12] for different missions, its use to decode a Hamiltonian
path into an open walk is original with this work.

4.2.2 An equivalent formulation
Given the definitions above, we may restate the TSP-CS

as the problem of maximizing the cumulative vertex value of
the maximal open walk embedded in a Hamiltonian path of
G. In other words, we search for a Hamiltonian path, eval-
uating its value by computing its maximal open walk. This
equivalent formulation of the problem allows us to apply
the Inver-over algorithm also to this case. The only differ-
ence being that the fitness evaluation of a Hamiltonian path
now requires us to find its embedded maximal open walk.
During the evolutionary process, there will be offspring that
have the very same maximal open walk, but still differ sig-
nificantly in the unexpressed part of the chromosome. This
suggests the idea to use the total length of the Hamiltonian
path as a tie-breaker to accelerate evolution by biasing selec-
tion towards good unexpressed genes. This has an increasing
importance for small values of `, when one is choosing a few
cities out of a large set and most of the chromosome is thus
unexpressed.

4.2.3 Experiments
To instantiate a TSP-CS one needs to select V, W, p

and `. Similarly to what was done for the classic TSP case,
we use the three debris clouds introduced (Iridium 33, Cos-
mos 2251 and Fengyun) to define V and the three impulse
approximation to define W. For p we use the radar cross-
section area as reported in the SATCOM satellite catalogue.
We consider several different problem instances of different
complexity. In Table 3 we report some defining properties
of the problem instances selected. The ir33, cos and fen in-
stances were generated by downloading the TLE files from
NORAD on January 2015 and removing all debris that do
not decay within the next r weeks, where r is the debris
cloud size as of 01/01/2015. The XXX cases were gener-
ated considering only the largest XXX debris. The results
are shown in Table 4. The best out of five runs is reported
(only for inver-over, as the other approaches are determinis-
tic). In all problem instances the inver-over outperforms or
is equal to the other two approaches. The performance dif-
ference becomes more significant as the problem dimension
increases.

IO NN TS
A [m2] N A [m2] N A [m2] N

ir33 100 3.0538 20 3.0538 20 3.0538 20
ir33 200 3.1103 27 2.4942 23 3.0238 28

ir33 3.1103 27 2.3914 24 2.9862 22
cos 100 2.5714 12 2.3659 11 2.3659 11
cos 200 2.6568 15 2.4513 14 2.6568 15

cos 2.6661 16 2.2485 23 2.3224 18
fen 100 1.8644 8 1.8644 8 1.8644 8
fen 200 1.9783 10 1.9158 11 1.9158 11
fen 400 2.2858 19 2.1585 22 2.1585 22

fen 2.2963 28 1.5337 26 1.7675 30

Table 4: Performance of Inver-Over (IO), Nearest Neigh-
bour (NN) and Tree Search (TS) in the City Selection TSP
problem.

5. DYNAMIC CASE
The TSP-CS may have several applications to real world

problems, but as far as ADR missions are concerned, the
hypothesis of Keplerian orbits is to be considered as very
restrictive. Removing this hypothesis increases the prob-
lem complexity considerably, but it is necessary if we want
results to have a useful quantitative value for actual ADR
missions. We must thus consider our cites as moving objects
(dynamic TSP5) and select not only the city sequence to
visit, but also the visiting epoch of each city. An A-B-C-D
visit subsequence may then be very good or very bad de-
pending on when A,B,C and D are visited and this is bound
to make evolutionary operators developed for the static case
less efficient. One option to formalize this type of dynamic
TSP, pursued for example in [5], is to consider the orbital
transfer cost as a function of the starting debris orbit, a
starting epoch, the target debris orbit and an arrival epoch.
The resulting problem is of great complexity and only small
debris clouds could be analyzed in that work. We here follow
a rather different approach as we assume that the transfer
cost between orbiting debris only depends on the orbit ge-
ometry at the time of transfer (phase-less approximation)
and not on the exact starting and arrival epochs. An ADR
mission is infact unlikely to remove more than one piece of
debris per week (already a rather optimistic number), while
the duration of an orbital transfer between successive orbits
is of a much shorter time-span (the period of debris in LEO
is of a few hours). It is thus reasonable to assume that,
within a week, a transfer opportunity will arise whose cost
is very close to that evaluated by a phase-less approxima-
tion. Under this hypothesis, we only need to account for the
changes in orbital parameters a, e, i,Ω, ω deriving from the
orbital perturbation and we do not take care, at this level,
for the positioning of the debris along the orbit.

5.1 ADR as a “Dynamic City Selection” TSP
The TSP variant that arises from our hypothesis will be

called Dynamic City Selection TSP (TSP-DCS). It is sim-
ilar to the TSP-CS variant, except that the city positions
are computed at a time ti, where i is the positional index
of the city in the selected encoding representation. We keep

5A TSP variants called dynamic was already introduced in
past work[13, 14], but referring to a quite different problem
where all cities are to be visited at t and thus not applicable
here.



Figure 6: TSP-DCS: Example of a maximal open walk (color
red) embedded in a Hamiltonian path. Cities have different
sizes to indicate their different value.

Figure 7: Transfer cost of all ir33 transfer pairs with ∆V ≤
200 m/s plotted at t0 against ti ∈ {7, 56, 112}.

the idea of the maximal open walk and are therefore able
to search for Hamiltonian paths using a fixed length rep-
resentation. In Figure 6 we visualize a maximal open walk
embedded in a Hamiltonian path for the TSP-DCS problem.
Formally, we introduce the ordered set of admissible epochs
T := ti, i = 0..n− 1 having the same cardinality as V. Sim-
ilarly to the static cases, we introduce a complete weighted
graph G := {V,W,p}, where W : V × V × T → R+ repre-
sents the cost of transferring between two orbits when such
a transfer is initiated at one of the admissible epochs.

5.1.1 Experiments
We follow the approach described for the static case to de-

fine a number of DCS-TSP problems (see Section 4.2.3). In
order to define the transfer cost W, we compute the orbital
elements of the departure and arrival debris at the relevant
epoch using the SGP4 orbital propagator [8] and we then ap-
ply the three-impulses approximation to compute the ∆V
required to perform the orbital transfer6. The results are
shown in Table 5. Inver-over performs favourably in most
cases, but the solution quality is impacted by an increase in
problem complexity. In the static case we have seen an in-
crease in area A for increasing problem dimension, e.g. from
fen 100 to fen 200 trough fen (with 1550 debris pieces). This
is to be expected, as including additional (yet smaller) de-
bris pieces will always lead to an equal or better solution. In
the dynamic case we see multiple instances where inver-over
does not find a better or the same solution when allowing
the complete debris set. Specifically, performance degrades
from ir33 200 to ir33, from cos 200 to cos and from fen 400
to fen. As the increase in problem dimension did not consti-
tute a problem in the static case we proceed with analysing
the dynamic property of the problems and what causes the
performance of the inver-over operate to degrade for larger
debris sets.

6We thus assume that the relative orbits geometry do not
vary significantly between ti and ti+1

IO NN TS
A [m2] N A [m2] N A [m2] N

ir33 100 3.0538 20 3.0268 19 2.8928 18
ir33 200 3.0820 22 2.6155 22 2.9933 24

ir33 3.0039 22 2.5857 23 2.8823 23
cos 100 2.5040 11 2.3659 11 2.3827 11
cos 200 2.6174 14 2.4513 14 2.4681 14

cos 2.5237 8 2.4899 18 2.4578 14
fen 100 1.8644 8 1.8644 8 1.8644 8
fen 200 2.0818 12 2.0818 12 2.0818 12
fen 400 2.6603 15 2.5926 15 2.7950 21

fen 2.4874 12 2.4360 29 2.0015 31

Table 5: Performance of Inver-Over (IO), Nearest Neighbour
(NN) and Tree Search (TS) in the Dynamic City Selection
TSP problem.

5.1.2 How dynamic is our problem?
As debris orbits evolve over time the cost for transferring

between two orbits changes as well. In order to quantify this
dynamic property for various TSP-DCS problem instances,
we use the following analysis. For each problem, we enumer-
ate all possible pairs of debris. We evaluate the transfers at a
reference epoch t0 with the three-impulse approximation and
select the transfers with a cost below ∆Vmax = 200 m/s.
Subsequently, each transfer pair gets re-evaluated at later
epochs ti∀i > 0. Figure 7 shows the transfer cost of all 1014
transfer pairs with less than 200 m/s cost for the ir33 prob-
lem instance (i.e., 3.78% off all possible unique transfers).
The ∆V of each pair at t0 = 5500 [MJD2000] is plotted
against the transfer cost one week, 8 weeks and 16 weeks
later. All points above (below) the solid line represent trans-
fers that are more (less) costly at ti compared to t0. Even
after a relatively short time frame, some of the transfers in-
cur costs that are twice as high compared to the reference
epoch, thus showcasing how dynamic the problem really is.

For short time shifts (e.g. 7 days), there is a clear pos-
itive correlation between the cost of transfers. One might
ask, up to which point this trend will persists and if it dif-
fers across problems. The operators of inver-over profit from
any positive correlation between transfer cost at an earlier
and later time, not necessarily a linear trend. We thus com-
pute the Spearman’s rank correlation coefficient ρ between
the transfer cost for pairs at t0 and ti. The Spearman coeffi-
cient ρ ∈ [−1, 1] is a measure of the dependence between two
variables; if the relation between the two variables can be
described by a monotonically increasing (decreasing) func-
tion the Spearman’s correlation is at its extreme +1 (-1).
Figure 8 shows the Spearman’s rank correlation coefficient
as a function of ti for all three problems and dimensions.
Smaller problems with dimension 100−200 retain a correla-
tion of ρ = .9 up to ≈ 50 days, while larger problems become
more “dynamic” over the same time frame. The problem cos
shows overall the steepest decline in correlation over 50−100
days, which, assuming one visit per week, corresponds to a
sequence of length ≈ 15.



Figure 8: Spearman’s rank correlation ρ as a function of
time shift ti for all three problems in various dimensions.

6. DISCUSSION
In previous works dealing with comparable ADR mission

designs, brute force [3] or the Series Method approach (that
is Nearest Neighbour) [4] were used to select and design the
encounter sequence. In the scenario considered here, brute
force would not be an option and NN reveals to be not a
good approach as it performs consistently worse than our
evolutionary approach or the fixed frontier tree search. Dif-
ferences of up to 30% in the removed cross-section area were
recorded. The approach of modelling the problem as a TSP-
DCS and evolving its solution using the proposed inver-over
algorithm seems overall very promising, while it reveals its
limits as the evolutionary inver-over operator is tailored to
static problems where edges retain their distances regardless
of their position in the sequence. This calls for the design of
better genetic operators for the dynamic case, likely to fur-
ther improve performances and advance the TSP approach
to ADR mission design to a point where it should be pre-
ferred, in all cases, to tree search methods. To facilitate this
task, we made the problem instances available at the follow-
ing address: http://www.esa.int/gsp/ACT/mad/projects/
debris removal.html

7. CONCLUSIONS
We have introduced a new methodology to design the de-

bris removal sequence in an active debris removal mission.
Our method is based on the formalization of the problem
as a new variant to the Travelling Salesman Problem, which
we call TSP-DCS (dynamic city selection), and on the use of
a small modification to the inver-over evolutionary method.
After instantiating a few test-cases we compare our approach
to algorithms previously used to solve similar problems in
the context of spacecraft mission design. We are able to se-
lect sequences of debris encounters choosing from large sets:
we consider sets containing hundreds of debris while only
tens could be considered in previous works on ADR mis-
sion design. Our results suggest that the use of evolutionary
techniques on the proposed TSP variant is superior to cur-

rent approaches, and call for the development of even better
evolutionary operators, tailored for this domain.
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