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Project Summary 
 

Objective 

 The objective of this study is to develop, implement and evaluate the performance of 

a deep artificial neural network for the on-board optimal control of a quadcopter or 

similar MAV.  
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Study Objective 

The objective of this study is to develop, implement and evaluate the performance of a deep neural 

network (here referred to as G&CNET) on board of a quadcopter or similar Micro Air Vehicle (MAV).  

The purpose of the G&CNET is to map from the state of the MAV provided by the sensor inputs of the 

navigation system to the optimal actions (e.g. thrust and body angular velocity). Once deployed on the 

MAV, a series of experiments should observe and document the resulting behaviour during proposed 

tasks like landing, obstacle avoidance or other interesting cases. The reality gap between the simulated 

and the actual trajectories shall be studied.  

In particular, the following points need to be addressed by flight experiments: 

 What is the difference in the observed behaviour in a simulated and real trajectory – if any, and 

what are its causes? 

 To what extent the observed MAV manoeuvres are optimal with respect to the objective used 

during the G&CNET training phase? 

 What are the limits of the hardware resources that can be deployed for on-board computation 

of the G&CNET, i.e. which G&CNETs architectures are best usable in real-time settings? 

 How robust is the G&CNET controller against perturbations, e.g. sudden gusts of air, 

imbalances, obstacles, etc. 

 For which type of conditions outside of the training set does the G&CNET still provide a 

reliable control? 



Background and Study Motivation 

Optimal manoeuvring of a spacecraft is in many situations based on closely following a nominal 

trajectory or a pre-computed guidance profile. Typical on-board hardware is rarely suited to perform 

expensive optimization procedures that require repeated evaluations for quickly changing conditions. 

Consequently, nominal trajectories are provided to the spacecraft off-line (i.e. computed on the ground 

and uploaded). These nominal trajectories are designed to minimize certain costs involved in 

manoeuvring (like mass, power or time) and the on-board control task reduces to make sure the 

spacecraft trajectory tracks the nominal one. Similar to aerial vehicles, the control system of the 

spacecraft will then use a separate feedback loop able to track any changes from the nominal trajectory 

and apply necessary corrections if deviations occur due to the inherent model dynamics or the physical 

environment, which could not be taken into account at the time the nominal trajectory was generated. 

While the guidance and control architecture described above is successfully operated in many missions, 

it does result in a non-adaptable plan that will be unstable when the deviation from the nominal profile 

gets too large. In such cases, the conditions under which the nominal trajectories were computed become 

invalid. Given long round-trip times involved for communication in missions that explore increasingly 

distant targets of our solar system, important time-windows, events and opportunities might be missed, 

mission delays may accumulate and a reliable update with a fresh nominal trajectory needs to be 

performed, creating challenges for operations. The possibility to have, instead, the guidance profile 

continuously computed on board offers some advantages. One approach for on-board computation is 

non-linear model predictive control (NLMPC) [1]. NLMPC does not rely on nominal trajectories as the 

optimal control problem is solved on board for each current state. Consequently, there is significant 

computational burden on the hardware of the spacecraft as optimal control problems have to be solved 

fast in order to keep up with the current flight dynamics. For example, Dueri et al. [2] designed an on-

board guidance algorithm for planetary descent that achieves runtimes in the order of magnitude of 0.7s. 

However, fast computations in general come at the price of accuracy (and thus optimality). Simplified 

model dynamics may result in an unacceptable loss of resources due to suboptimal solutions and 

numerical issues associated with the optimal control solvers could lead to catastrophic failures. 

An alternative has been recently proposed [3-6] and studied in the context of planetary landings, 

interplanetary orbital changes and quadcopter dynamics. The new approach represents a condensed 

collection of optimal guidance control profiles on board by a deep feed-forward neural network, which 

we will call G&CNET in this proposal. By training the G&CNET off-line with a large number of 

nominal trajectories derived from different initial conditions, the system is able to quickly compute 

guidance profiles with respect to its current situation without spending excessive computational power 

for solving the optimal control problem. The resulting guidance and control architecture is thus greatly 

simplified, resulting in a single G&CNET taking care of transforming the inputs from the navigation 

system into optimal actions. Consequently, a real-time feedback control becomes feasible even for 

limited hardware, as evaluation of a trained neural network is straightforward, fast and no longer 

requires solving optimization problems. 

Results obtained by simulation in [3-6] are encouraging: when applying the method to the domain of 

terminal landing (including quadcopter pinpoint landing with time and power-optimal control as well 

as mass-optimal spacecraft landing) a success rate of 100% for landings was observed with only a 

negligible overhead in optimality. Furthermore, the results indicate that the G&CNET was not merely 

memorizing the trajectories provided, but learned structural properties of optimal control, as it was able 

to perform successful manoeuvres even when initial conditions were outside the region which was 

sampled in order to generate its training set. 

Proposed Methodology 

Due to restricted on-board computational capabilities, drones are good analogues for far more expensive 

spacecraft systems, and can thus be used as a gym to test and develop software for space applications. 



First, one (or multiple) quadcopter systems or MAVs allowing for on-board computations of deep feed-

forward neural networks need to be identified. The proposal should thus contain a description of a 

suitable system, including a discussion on the navigation to be used to reconstruct the MAV state and 

on how to transfer from G&CNET outputs (e.g. thrust and angular velocity) to the actual actuation 

commands (e.g. blades angular velocities), as well as of potential manoeuvres and tasks of interest.  

The system of differential equations describing a simplified MAV dynamics need to be outlined in order 

to assess the challenges for supervised learning of the optimal controls for the G&CNET. Once a 

dynamical model for the MAV is chosen and agreed, the tasks (e.g. landing, randezvous, avoidance, 

etc.) and the objective (e.g. time, power) need to be chosen, including initial conditions for the 

generation of a training set. The training set will contain a sufficiently large collection of optimal 

trajectories generated by state-of-the art methods. The resulting optimal state-control pairs shall be used 

to train the corresponding G&CNETs to be tested in flight.  

After the training of the G&CNETs, they will be deployed on board where they will drive the MAV 

autonomously in real-time. The behaviour of the MAV shall be observed and documented in a suitable 

environment and setup, whose design is part of the proposal. The collected data of the experiments will 

be used to answer the questions outlined under study objectives. Further design of experiments for 

testing the robustness of the MAV should be devised and conducted. We encourage to include additional 

objectives in the proposal and to point at interesting aspects worth investigating within this frame. 

Creative ideas for possible applications of the G&CNET are welcome. 

ACT Contribution 

All the necessary G&CNETs will be provided and trained by the ACT at ESA. This includes the 

generation of the optimal control trajectories used to train the G&CNET. The details of the deep 

architecture design, the dataset and the actual optimal control problem studied will be discussed with 

the study partner. 
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