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Foreword

T third workshop on AI in Space was organized in the context of the International
Joint Conference on Artificial Intelligence (IJCAI) conference held in Barcelona
in July 2011. e Advanced Concepts Team (www.esa.int/act) of the European

Space Agency and the Artificial Intelligence Group http://www-aig.jpl.nasa.gov/) of the
Jet Propulsion Laboratory of the National Aeronautics and Space Administration organized
the “AI in space”-workshop in order to look at the most recent applications and advances
related to artificial intelligence and space, reviewing the current state of the dialogue between
the two domains and discussing its perspectives.
At the end of the 2011 workshop we found ourselves with a collection of good papers and
presentations containing what we thought were “ideas worth spreading”, hence we encour-
aged all participants to further improve the quality of their contributions, complete the
numerical results (where relevant), and submit an updated copy of their contribution to this
special issue of the Acta Futura journal. e result is this “pink issue” that contains a nice
overview of space-related AI research both in areas where it is well-established and in novel
areas where AI does not play a significant role yet.
In particular, the issue contains quite a few papers on novel approaches to planning, a strong-
hold of AI. Articles in this issue explore this matter at different levels of detail, ranging
from rover trajectory planning (Yao et al.) to the optimal placement of bases on another
planet (Ceselli et al.). In addition to fully automated approaches, there is an increasing
interest in mixed human-computer systems. is is perhaps most evidently treated in this
issue by Strenzke and Schulte, who study a human-machine mixed initiative interaction
approach. Another area in which AI has already showed some merit in space is that of
machine learning. is issue contains two articles that address the classification of Mars
McMurdo panorama images and the classification of sources of ionizing radiation.
A rather novel application of AI is that of swarming techniques to vision tasks – represented
by two articles in this issue. Simoes et al. apply Particle Swarm Optimization to real-time
landing site selection. e algorithm shows optimal performance, while non-exhaustively
exploring the search space. is leads to a computational efficiency that permits the exe-
cution of the algorithm on space-certified hardware. Shahamatnia et al. apply swarming
techniques to the problem of automatic sunspot tracking.
Concerning groups of agents in space, the work of van der Horst and Noble on task al-
location is interesting. ey explore one of the specific properties of satellite networks in
space: the connection structure of such networks is dynamic since the satellites are subject
to Keplerian dynamics. e authors investigate how these dynamics affect the structure and
hence optimal communication strategies.
In short, this special issue contains an interesting mix of ideas that we hope will both
strengthen and expand the future role of Artificial Intelligence in space.

Guido de Croon and Dario Izzo
(Guest Editors)
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Abstract. is paper presents a modular de-
sign concept of autonomous navigation software
for planetary rovers. e software covers major
navigation functions such as autonomous locali-
sation and mapping, visual rock detection, and
path planning. e proposed design includes a
generic data pipeline which produces a sequence
of data products based on sensory raw data. To
effectively and efficiently integrate the various de-
sign elements, Robot Operating System (known
as ROS) is used as the middleware framework to
implement the generic data pipeline and synthe-
size various navigation functions in terms of ROS
nodes. e paper also presents test results of the
proposed software implemented within the Sur-
rey Rover Autonomous Software and Hardware
Testbed (SMART) based on real and artificial data.

1 Introduction

For planetary rovers, autonomous navigation is desir-
able since responsive remote operation is not possible
due to communication latency. Design of onboard au-
tonomous navigation software is therefore important
to effective operation of the rover. Advanced naviga-
tion software should allow the rover to autonomously
build maps of its environment, identify its own location

*Corresponding author. E-mail: yang.gao@surrey.ac.uk

within themap, and be able to plan an optimal path for a
given target. ese functions involve processing sensory
data from different sources, at different frequencies and
qualities. Traditionally the data processing is designed
independently within each navigation function and not
shared between functions [11]. is can cause duplica-
tion of data products or prevent useful data product to
be shared by more than one function. is paper ad-
dresses this issue by proposing a generic data pipeline
process that links all the key navigation functions such
as localization, mapping, and path planning, etc. ese
functions are effectively integrated using strategy pat-
tern design (see [1]) into software modules for encapsu-
lating interchangeable algorithms.

As navigation software frequently embraces new al-
gorithms and techniques, it is also useful to employ
a generic and modular framework at the software ar-
chitectural level so that the system can be easily re-
configured to add or remove algorithms without dra-
matic change of the software architecture. is is in line
with the general concept of common data pipeline men-
tioned above. anks to latest development of Robot
Operating System (ROS) [15] for terrestrial robotics, a
common software framework can be designed in a sim-
ilar manner and hence demonstrated based on ROS. In
this paper, algorithms for three major navigation func-
tions are implemented in software modules or ROS

9
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nodes, which are also used to demonstrate the generic
data pipeline products for rover environment modelling.

Section 2 of the paper outlines the challenges for de-
signing rover autonomous navigation software and lit-
erature work. Section 3 presents the proposed design
method to achieve standard data pipeline and module
design for the navigation software. In Section 4 imple-
mentation using SMART is described including exam-
ples of experimental results obtained in laboratory con-
ditions. Finally, Section 5 gives a conclusion and sug-
gests possible future work.

2 RelatedWork

For a planetary rover, the mission is normally a goal to
reach a specific location in its surrounding area where
subsequent in-situ scientific investigation and sample
collection is required, as outlined in [17]. Autonomous
rover navigation often makes use of waypoint navigation
that integrates different sources of sensory data. is is
a procedure that guides the rover movement by defining
a sequence of waypoints as a route to accomplish. e
rover navigation system has always been divided into
various functions or tasks essential to the navigation pro-
cess. Typically, the functions are for path planning, rock
detection, localisation, mapping and mission control for
goal designation [11]. Each function requires particular
processing of the raw sensor data for further real-time
decision-making [10, 9, 3].

Most rover navigation combines autonomous func-
tions with sporadic human inputs from ground con-
trol as described in [7]. In most cases human inter-
vention is limited and delayed. Reliable autonomous
navigation is highly desirable but it also means that the
rover needs to rely on exhaustive methods for analysing
terrain conditions to generate a safe route and motion
plan [14]. In recent work [4], long-range navigation
strategies have been introduced to rovers which con-
dense visual information into representative data struc-
tures. Work by [20] focuses on prototyping new rover
navigation software for long distance traversal with ap-
plication to future missions such as Exomars, making
use of experience from terrestrial applications.

e work presented in this paper focuses on navi-
gation software design that facilitates interactions be-
tween individual functions. Also, modular real-time
processes are described by communicating standardised
data products, as in [2]. e data products derived from
camera [19] and/or LIDAR scans provide models of

the rover environment. e model built on exchange-
able data products are integrated into different software
modules using ROS open source framework [15]. As a
result, the proposed software design offers a generic ap-
proach for implementing navigation system and a data
processing pipeline.

3 Proposed data pipeline &modular design

Figure 1 illustrates the proposed data pipeline from sen-
sor calibration (for acquiring raw data) to higher level
data products. e pipeline standardise the sequence of
data processing so that generic data products can be gen-
erated systematically to serve multiply navigation func-
tions, such as localization, mapping, obstacle detection
and path planning. Some data products can be related
to environment models for the rover (such as keypoints
and maps). Within the same level of product, data fu-
sion could have been performed if more than one type of
sensory data is used such as using Data Fusion process
model described in [6].

In this specific design, data processing goes through
three broad stages in order to generate a map for rover
navigation. It begins with pre-processing of raw sen-
sor data (or data enhancement) and the sensor calibra-
tion to remove systematic and random noise. After-
wards, the enhanced data is redefined in its size and for-
mat according to relevant navigation function. e data
product of the second stage transforms raw data into
features describing rover environment. e last stage
makes use of space projections in 2D/3D to generate
distinctive map(s) for each navigation function. e fi-
nal data product is therefore a map or model of the rover
environment. e map is constantly updated.

e strategy pattern design methodology described
in [1] is used to integrate the data pipeline with different
navigation functions. ere are three patterns involved
in the proposed design (see Figure 2):

• Strategy: Also known as policy, is a class that con-
tains a definition of the stages of data processing.

• Concrete Strategy: ese are elements that imple-
ment specificmethods for data control according to
autonomous navigation functions.

• Context: In this use case, the class context contains
a ROS node for its interaction and communication
with messages/services within other strategies.

Effectively, a general strategy is used to represent
the proposed data pipeline process. ree concrete

10 DOI: 10.2420/AF05.2012.9
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F . A data pipeline process of rover navigation with relations to three navigation functions

strategies are defined with their individual specifications
and requirements to represent three different navigation
functions and also to encapsulate relevant algorithms in
a changing context. To standardise such concrete strate-
gies, the input and output of data products are described
as system states. As a result, the pattern definition is
realised according to the requirements of independently
processed functions. e overall process produce in each
step a data product within the pipeline and will generate
an environment model of the rover.

is modular software design is realized using ROS
which is an open source midware or meta-OS for robots
(http://ros.sourceforge.net, [5, 15]). Interfaces for data
transitions are asynchronously communicated by pub-

lishing existent data in particular data flows, following
data architecture defined in ROS. e data products are
generated by interfaces of each transition step defined
for autonomous functions that are implemented accord-
ing to the general policy. e implementation of these
interfaces standardises the data product transitions and
facilitates the organisation of information in a pipelined
process. Each concrete policy is also implemented as
a ROS node. A ROS node is defined by a base class
definition in which the general policy is implemented.
Finally, the pattern context is placed in a ROS node that
makes the publishing of available information through
a pipeline process. e overall software is conformed
by independently executed ROS nodes that generate

DOI: 10.2420/AF05.2012.9 11
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F . System overview of general strategy (upper left block),
concrete strategies (lower blocks) and context (upper right block).

generic data products as topics. However, the content
of each topic is specified by each navigation function.

4 System implementation & testing

e proposed software design is implemented within
the Surrey Rover Autonomous Software and Hard-
ware Testbed (SMART). Figure 3 shows its software
overview. e SMART implements major navigation
functions with atuation and sensory functions all as soft-
ware modules on-board its rover platform.

4.1 Localisation andMapping

Within SMART, this module uses a SLAM (Simul-
taneous Localisation and Mapping) approach that pro-
vides a reactive calculation of the rover position and
heading while building a sparse map of visual features
using an information filter [18]. emodule uses SURF
features [8] as visual key points and translates them to
3D landmarks once they are filtered from noise and
it obtains values of their uncertainty. Figure 4 illus-
trates how the SURF feature points (in green) are ex-

F . Software system overview of SMART

tracted from the images producing 3D landmarks (in
red) through matching and triangulation. Figure 5
presents an example output representing a sparse 3D
map of the environment and the corresponding rover
trajectory.

4.2 Rock Detection

is robot function detects rocks within the rover’s field
of view by a supervised learning process using image data
(see details in [16, 13]). Rocks are detected by finding
changes in intensity and size from input examples and
learning a binary classification for the pixels. A linear
Support Vector Machine (SVM) classifier is used to lo-
cate rock features in image data by running a binary clas-
sification of pixels. A set of rock features is subsequently
interconnected through a standard breadth-first search
algorithm. is process offers a mask to the input image
with rock candidates. Each individual group of candi-
date pixels from the rock masks is checked for corre-
spondence to a rock. is procedure is realised through
heuristic methods that operate on the shape and the tex-
ture of the candidate rock’s image region. e gener-
ated data product is a list of rocks from a candidate rock
mask. Finally, the centre point of each detected rock is
transformed from image-view 2DR coordinates to 3DW

world coordinate system. Since the depth information is
not available from the 2D image, it is assumed that a set
of observable stable 3D key points and their locations in
the image is given (i.e. by invoking a Depth Estimation
component of the Localisation and Mapping module).

e output of rock detection function is presented
in 6.

12 DOI: 10.2420/AF05.2012.9
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F . Image sequence acquired from the PANGU simulator [12] with overlaid SURF key points (green) and triangulated 3D
landmarks (red).

F . Example SLAM output: sparse map of visual land-
marks and the estimated rover trajectory.

4.3 Path Planning

is module is a route generator to reach a pre-located
goal in a simulated planetary environment. e route is
obtained as a result of calculating the minimal cost be-
tween distances from available waypoints with a graph
search algorithm. In the scope of this research, the way-
points are considered as coordinates that identify posi-
tions in robot’s physical space during terrestrial naviga-
tion. In specific, this function aims to produce a route
as a collection of waypoints that guide the rover to its
goal by avoiding rocks and obstacles

e algorithm’s objective is to estimate the robot’s
control actions by defining a world state according to its
wheel velocities, position and available space informa-
tion found in maps. is information is asynchronously
provided as input by the robot functions. Furthermore,
we make use of an agent to collect the information and

F . Tested images showing detected rocks (in green), missed
rocks (in red) and sky (in blue).

find the actions to follow the route and produce robot
mobility.

e methods’ performance is measured by properties
that characterise its efficiency by a) Priority buffer, b)
Amount of visited cells during route generation, c) En-
durance of the algorithm in total cycles for replanning
and d) Route length bymeasuring the total steps as route
sections to cover. e experiment setting up is defined

DOI: 10.2420/AF05.2012.9 13
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F . Graphs for metrics of path planning: Priority buffer, amount of visited cells, amount of cycles after each re-planning total
requires steps.

by incrementally discovered maps and rock-based cost
maps for generating a search space comparison among
the a AStar (A*), Dijkstra and light Dstar (LD*) meth-
ods.

e methods functionality is graphically described in
Figure 8. On the one hand, the functionality of Dijk-
stra methods shows an initialisation that requires plenty
of robot’s search space. Moreover, AStar (A*) and light
Dstar (LD*) methods maintain a lower proportion of
use of resources for path planning. On the other hand,
the incremental search characteristics of Dstar (LD*)
method accumulate search space size over time. e
methods performance comparison is presented in Fig-
ure 7

As a result, we identify the importance of initialising
the search space with as much cells as possible and to
make use of re-planning with a reduce search space. In
specific, we made use of A* for initial propagation and
keeping cost of the shortest path (G-value) from the ex-
plored cells based on a map. Moreover, experimental
testing shows that by using Light D* with a re-planning
based on the potential field constructed by new and pre-

viously updated cells.

5 Conclusions & future work

e proposed design provides a generic framework to
navigation software making use of data pipeline to
generate environment models from independently pro-
cessed navigation functions. On the one hand, software
modules are built using ROS protocols such as defin-
ing concrete policies for each navigation function. ROS
is the middle-ware to encapsulate different algorithms
for the functions. On the other hand, the functions
are also part of a pipeline process to standardise sensor
data into data products. e overall performance dur-
ing rover navigation describes the robot state with a col-
lection of performance variables updated through sen-
sory data. e software design was implemented within
SMART and test results were shown based on both sim-
ulated and real data.

In the future, more integrated tests should be per-
formed to demonstrate the system-level performance

14 DOI: 10.2420/AF05.2012.9
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F . Search space for different path planning algorithms:
First row is Dijkstra; Second row is A* and the last line is light
DStar (LD*)

including integrated data products. e current data
pipeline design only covers data from exteroceptive sen-
sors which can be extended to include proprioceptive
sensor data.
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Abstract. In this work we present an exact opti-
mization algorithm for a profitable vehicle routing
problem arising in the context of planetary explo-
rations, where sites of potential interest need to be
visited for collecting data. e problem requires
to place bases on the planet surface, and organize
missions, assigning routes to a set of agents, cop-
ing with limited resources. We present a branch-
and-cut-and-price algorithm to compute provably
optimal solutions, where the pricing subproblem
is solved through advanced dynamic programming
techniques with bi-directional label extension and
state space relaxation. Heuristic and tabu-search
based techniques are also employed to speed up the
computation. Experimental results show that our
algorithm is able to provide proven optimal solu-
tions to instances of real size in reasonable com-
puting time.

1 Introduction

In the last couple of decades the exhaustive surface ex-
ploration of planetary bodies has become one of the
main concerns of any space agency on Earth. In par-
ticular, starting from the late 90’s the surface of Mars
has attracted renewed attention after almost fifteen years
from the conclusion of the NASA’s highly successful
Viking program that brought two lander on the Mar-
tian ground and that was, from 1975 and for the follow-

*Corresponding author. E-mail: alberto.ceselli@unimi.it

ing 20 years, the main source of facts and information
about the red planet. Next step in the exploration of
the planetary surface was made again by the US’ space
agency in the summer of 1997 when, as part of the
Discovery program, the Pathfinder spacecraft success-
fully succeeded in landing and deploying a base station
with roving probe, called “Sojourner”, on Mars. After
that day there have been several other attempts to bring
on the Martian soil robotized vehicles and in particu-
lar the famous rovers “Spirit”, “Opportunity” [8] rep-
resent a very successful story and a giant advancement
in the exploration of the red planet. Nowadays, after a
few other missions, among which the ESA’s “Mars Ex-
press” is one of the most representative [5], the inter-
est is not over. In fact, two other rovers are scheduled
to be deployed on Mars, “Curiosity” at the end of 2011
and later, in 2018, a vehicle designed by ESA and called
“ExoMars” [6]. All the data gathered by rovers and lan-
ders along with the informations collected by the sev-
eral spacecrafts orbiting around Mars allowed NASA to
identify more than one hundred and fifty sites of inter-
est on the Martian surface that would be worth being
carefully explored [2]. Every site represents a poten-
tially enormous source of scientific knowledge and so
various stakeholders are competing in order to head the
exploration toward the zones of the red planet that their
perceive as more appealing for their scientific interests.
Unfortunately, due to technological and budget limita-
tions, it would be impossible to visit all the sites and for

17
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this reason decisions have to be made about which sites
to examine and how to carry on the exploration. More-
over, it is worth noting that Mars is only the first major
planetary body whose soil has received lots of attentions,
in fact, the exploration of the surface of other planets
has already been taken into account, E.G. ESA’s mis-
sion “BepiColombo” was supposed to bring a rover on
Mercury in 2014 [14], and will become one of the main
space activities involving collaborations among different
space agencies.

Such a strong interest in very complex tasks as cam-
paigns of planetary surface exploration, along with
the increasing concern about economics constraints
most certainly, calls for the use of operations research
methodologies and techniques to optimize the explo-
ration plans maximizing the scientific profit collected
without exceeding scheduled budgets. In particular, [2]
formalize the surface exploration problem as a General-
ized Location Routing Problem with Profits (GLRPP).
e authors introduce an extended Integer Linear Pro-
gramming formulation for this GLRPP and propose
single-phase and three-phase decomposition heuristics,
which are able to provide feasible solutions for instances
involving up to 100 potential base locations and 1000
exploration sites. e quality of these solutions is as-
sessed a-posteriori, through the computation of suitable
metrics.

In this paper, we propose a GLRPP model similar
to [2], and we design exact optimization algorithms; our
algorithms are able to tackle real size instances, provid-
ing also a-priori guarantees on the optimality of the so-
lutions produced. In Section 2 the key problem features
are revised; in Section 3 a mathematical formulation of
the GLRPP is provided and in Section 4 we present our
algorithms. Finally, in Section 5 we discuss computa-
tional results on realistic instances, and in Section 6 we
briefly draw some conclusions.

2 ProblemDescription

Before diving into the description of our surface explo-
ration problem, we review the terminology used in [2],
as these terms will be extensively used in the paper. A
site is a place of interest that has been identified on the
surface of the planet; a profit is associated to every site,
that represents a numerical quantification of the scien-
tific value collected by exploring the site itself; since ad-
ditional visits add no scientific value, it is useless to visit
each site more than once. An agent is a robotic vehicle

designed to operate on the planet ground that is able to
visit sites, collecting the associated profits. A base is the
starting and ending point for the exploration of agents.
Possible base locations are previously designated on the
soil of the planet, but in general only a few of them
are actually used. A route is defined as a sequence of
sites visited by a single agent. Every route starts and
ends at the same base. Agents have both limited lo-
cal resources, like fuel, and collective resources, like overall
activity time, which are consumed during explorations.
Local resources can be restored when the agent is at the
base station, while collective ones cannot. A routing tac-
tic assigns a maximum consumption of local resource to
an agent during its route. Amission is the set of all routes
with a common base, that are usually performed in se-
quence by the same agent. ere may be different tech-
nologies for carrying out the exploration of the planet
ground: fixing a mission strategy consists in selecting a
particular technology, and therefore in imposing limits
on the collective resource consumption, defining costs
and listing all the available routing tactics. A campaign
is defined as the collection of all the missions.

Our aim is to find a campaign, and therefore suitable
base locations, mission strategies, routing tactics and
routes. Such a plan must be optimized in order to gather
as many scientific information as possible respecting all
the technological and economics limitations. A cam-
paign is feasible if it does not violate any of the following
conditions:

I a mission strategy and a corresponding routing tac-
tic is selected for each open base;

II the total cost of a campaign, that is the sum of mis-
sion costs, does not exceed the available budget;

III the collective resource consumption for routes in
the same mission does not exceed a given limit,
which depends on the mission strategy chosen;

IV the number of routes in the same base employing
the same routing tactic do not exceed a given limit,
which depends on the tactic chosen;

V the local resource consumption of each route does
not exceed a given limit, which depends on the tac-
tic chosen;

VI each route begins and ends at the same base;

VII no site is visited more than once.
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Condition (VII) follows from the observation that it is
never convenient to visit each site more than once: such
a condition helps in formulating themathematical mod-
els presented in Section 3. Among the feasible cam-
paigns, we consider optimal those maximizing the total
profit collected by the agents.

3 Mathematical Model

e surface exploration problem described can be seen
as a GLRPP, which in turn can be seen as an extension
of the Multi-Depot Heterogeneous-fleet Vehicle Rout-
ing Problem with Profits [9]. Formally, our GLRPP can
be modeled as follows. A complete graph G = (N,A)
is given where N = B ∪ E is the set of nodes and
A = {(i, j) : i ∈ N, j ∈ N} is the set of arcs. Set N is
made up of two distinct subsets: B, representing the set
of potential base locations, and E, representing the set of
sites. For every site i ∈ E two values are given: pi and
ti, representing respectively the profit obtained visiting
the site and the time required to collect the data. More-
over a value fij is associated with every arc (i, j) ∈ A,
being an expression of the traveling distance between
node i ∈ N and node j ∈ N. We assume that the tri-
angle inequality holds for the distance matrix composed
by values fij.

e set S of all possible mission strategies is also
given. Every strategy s ∈ S is defined by a cost Cs, a
set of available routing tactics Ts, and for each k ∈ Ts a
maximum number of routes ns,k that can be performed
using tactic k.

Mission strategies limit collective resource consump-
tion: when strategy s ∈ S is selected, coefficients ds,
ds
d, ds

τ and lsc represent respectively the fixed collec-
tive resource consumption of a route, the collective re-
source consumption per unit of distance traveled by an
agent, the collective resource consumption per unit of
time spent in acquiring data, and the amount of col-
lective resource available for the whole mission. Ev-
ery route j associated with base a b and a strategy s is
therefore characterized by a consumption of collective
resource hb,s

j defined as follows:

hb,s
j = ds

0︸︷︷︸
per−route

+ TSPbds
d︸ ︷︷ ︸

per−arc

+(
∑
i∈Rj

tid
s
τ)︸ ︷︷ ︸

per−site

(1)

where Rj ⊆ E is the set of sites visited in j, and TSPb

is the travel distance of the TSP solution on the graph
derived from nodes {b} ∪ Rj.

Routing tactics, instead, limit local resource con-
sumption: for every tactic k ∈ Ts coefficients cs,k

0 , cs,k
d ,

cs,k
τ and ls,k

r respectively represent the fixed local re-
source consumption of every route, the local resource
consumption per unit of distance traveled by the agent,
the local resource consumption per unit of time spent in
acquiring data and the amount of local resource available
for each route. erefore, the local resource consump-
tion of a route j using tactic k from strategy s in base b
can be computed as follows:

cs,k
0︸︷︷︸

per−route

+ TSPbcs,k
d︸ ︷︷ ︸

per−arc

+(
∑
i∈Rj

tic
s,k
τ )

︸ ︷︷ ︸
per−site

(2)

where Rj and TSPb keep the same meaning as in (1).
We say that a route is feasible if its local resource con-
sumption does not exceed ls,k

r (Condition V), and it
starts and end at the same base vertex b ∈ B (Condi-
tion VI). We indicate as Jb,s,k the set of feasible routes
related to base b ∈ B, mission strategy s ∈ S and rout-
ing tactic k ∈ Ts. Finally, a coefficient M represents
the budget for the whole campaign. Our GRLPP can
be described using a mathematical formulation as fol-
lows:

min
∑
i∈E

pisi (3)

s.t.

si +
∑
b∈B

∑
s∈S

∑
k∈Ts

∑
j∈Jb,s,k

aijx
b,s,k
j = 1 (∀i ∈ E)

(4)∑
k∈Ts

∑
j∈Jb,s,k

hb,s
j xb,s,k

j 6 lscy
b,s (∀b ∈ B, s ∈ S)

(5)∑
j∈Jb,s,k

xb,s,k
j 6 ns,kyb,s(∀b ∈ B, s ∈ S,k ∈ Ts)

(6)∑
s∈S

yb,s 6 1 (∀b ∈ B) (7)∑
b∈B

∑
s∈S

Csyb,s 6 M (8)

and
s, x,y binary. (9)

For convenience, the objective function (3) aims at min-
imizing the profit not collected during the campaign:
every time a site is not visited, a fee is paid in the ob-
jective function; for each i ∈ E, the binary variable si
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represent the skipping of a site, that is si takes value one
if site i ∈ E is not visited by any route, zero otherwise.
Once (3 - 9) is optimized, a set of sites maximizing the
collected profit can simply be found by complementing
each si variable. For each route j ∈ Jb,s,k, the binary
variable xb,s,k

j takes value one if j is selected, zero oth-
erwise. For each s ∈ S and b ∈ B, the binary variable
yb,s takes value one if strategy s is assigned to base b,
zero otherwise. Each binary coefficient aij takes value
one if site i ∈ E is visited by route j ∈ Jb,s,k, zero oth-
erwise.

Equations (4) represent partitioning constraints, stat-
ing that every site i ∈ E must be either visited by a
route or skipped (Conditions VII). Inequalities (5) en-
force that the sum of the collective resource consumed
by all the routes starting from the same base does not ex-
ceed the given mission strategy limit (Conditions III).
Constraints (6) limit the number of routes employing
each tactic for a given base and mission strategy (Condi-
tions IV). Constraints (7) impose that only one strategy
can be associated with a selected base (Conditions I).
Finally inequalities (8) represent the budget constraint
(Condition II). We remark that Conditions VI and V
are treaten implicitly in the definition of each set Jb,s,k.
Formulation (3 - 9) is called Master Problem (MP).

4 Branch-and-cut-and-price

e algorithm proposed to solve our GLRPP follows
the branch-and-cut-and-price paradigm [11]: the linear
relaxation of the MP, obtained substituting constraints
(9) with 0 6 si 6 1, 0 6 xb,s,k

j 6 1 and 0 6 yb,s 6 1
for all i ∈ E,b ∈ B, s ∈ S,k ∈ Ts and j ∈ Jb,s,k,
is solved via column generation to obtain a valid lower
bound; additional inequalities are dynamically gener-
ated and the column-and-row generation loop is iter-
ated until neither useful columns nor violated cuts are
found. If the solution obtained in this way is fractional,
a tree search is performed though branching, repeat-
ing the bound computation at each node. In this sec-
tion a description of the main components of the result-
ing branch-and-cut-and-price algorithm, namely pric-
ing, cut generation and branching is given.

4.1 Preprocessing

In order to strengthen constraints (6), we reduce the co-
efficients nb,s as follows. Let Mb,s be the set of all
sites reachable by a route starting from base b and em-
ploying strategy s: Mb,s can be found by checking the

feasibility of singleton routes using any of the routing
tactics available for s. Let tb,s

min = mini∈Mb,s {ti} and
fb,s
min = mini∈Mb,s {fbi} ∪ {fib}, the minimum route

cost can be defined as

cb,s
min = min

k∈Ts
{cs,k

0 + cs,k
τ tb,s

min + 2cs,k
d fb,s

min}.

en an upper bound on the number of routes starting
from b ∈ B and employing strategy s ∈ S is n̄b,s =

min{nb,s, |Mb,s|, ⌊ lsc
cb,s
min

⌋} and, for allb ∈ B, s ∈ S,k ∈
Ts, inequalities (6) can be re-written as follows:∑

j∈Jb,s,k

xb,s,k
j 6 n̄s,kyb,s. (10)

4.2 ColumnGeneration

Since the number of variables in the MP is exponen-
tial in |E|, a column generation approach is used to find
the optimal solution. Initially, only a small subset of the
variables is considered in the MP. Such initial Restricted
Master Problem (RMP) includes (a) all columns corre-
sponding to skip variables si, (b) all columns associated
with yb,s variables, (c) a subset of Jb,s,k made up of the
optimal paths serving one customer at a time from every
base using every routing tactic available for every strat-
egy.

Once the linear relaxation of the RMP is solved, the
search for columns corresponding to variables xb,s,k

j ∈
Jb,s,k which are not in the RMP but have negative re-
duced cost begins. If no such column exists, the solution
of the RMP is optimal for the MP linear relaxation as
well, and thus yields a valid lower bound to the problem.
On the contrary, if any negative reduced cost column is
found, it is added to the RMP, and the process is iter-
ated.

Let λ, µ and σ be the non negative dual vectors cor-
responding respectively to constraints (4), (5) and (10)
rewritten as > inequalities. e reduced cost of vari-
able xb,s,k

j reads as rcb,s,k
j = −

∑
i∈Rj

λi+hb,s
j µb,s+

σb,s,k. e coefficient hb,s
j can be expanded taking into

account Eq. (1) and thus the expression of the reduced
costs can be rewritten in the following way:

rcb,s,k
j =

∑
i∈Rj

(−λi + µb,sds
τti)+

+ TSPb
j µ

b,sds
d+

+ µb,sds
0 + σb,s,k.
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e problem to be solved in order to generate a new vari-
able to be added to the master problem requires to find a
xb,s,k
j ∈ Jb,s,k such that its reduced cost rcb,s,k

j is min-
imum (pricing problem). It is worth noting that since
every variable xb,s,k

j ∈ Jb,s,k represents a feasible route
starting from base b and using routing tactic k of mis-
sion strategy s it must satisfy conditions VI andV. Since
no profit is collected by visiting a site more than once,
we improve the bound by enforcing each route to be el-
ementary.

Moreover because dual variables µb,s and σb,s,k de-
pend on the employed tactic of the selected strategy
at a specific base, at each column generation iteration
|B||S||Ts| pricing subproblems must be solved. Hence,
given a particular base b ∈ B, a mission strategy s ∈ S

and a routing tactic k ∈ Ts, the problem of finding
the most negative reduced cost column encoding a fea-
sible route that starts and ends at base b and employs
routing tactic k of the strategy s turns out to be the
well known NP-hard Resource Constrained Elemen-
tary Shortest Path Problem (RCESPP). Following and
extending the approach detailed in [12] we propose four
pricing algorithms to solve the RCESPP: a greedy one,
a tabu search one, a heuristic dynamic programming one
and an exact dynamic programming one. ey are called
in sequence, only if the previous pricing algorithm can-
not find any column with negative reduced cost. In the
remainder we give a description of the pricing problem
and of the four algorithms. For the purpose of better il-
lustrating them, we follow the reverse order with respect
to their execution.

4.3 Exact Dynamic Programming Algorithm

Let us consider first the case of a single base b ∈ B, a
single mission strategy s ∈ S with a single routing tactic
k ∈ Ts, let r and v be the two distinct copies of the base
b that is the starting and ending point of the route and
let l = lskr be the amount of local resource available. For
the exact solution of the RCESPP we use the technique
proposed in [13], which consists of bi-directional dy-
namic programming. It associates labels with each site
i ∈ E of the graph G, encoding partial paths. Each la-
bel is iteratively considered and the corresponding path
is extended to adjacent nodes.

Label Structure A label is defined by the tuple
(W,q,C, i), where C is the cost of the partial path, i
is the last visited site, W is a set indicating which nodes

have been already visited and q represents the amount
of local resource consumed.

Initialization and Extension A label (∅, cs,k
0 , 0, r) is

initially created. en, a label l ′ = (W ′,q ′,C ′, i ′) is
iteratively selected and extended from site i ′ to each
site i ′′ ∈ (E ∪ {v}) \ W ′, creating another label l ′′ =
(W ′′,q ′′,C ′′, i ′′) as follows:

W ′′ =W ′ ∪ {i ′′} (11)
q ′′ =q ′ + cs,k

d fi′i′′ + cs,k
τ ti′′

C ′′ =C ′ − λi
′′
+ µb,sds

τti′′ + µb,sds
dfi′i′′

where λr = λv = 0. e new state l ′′ is feasible if
q ′′ + fi′′v 6 l, that is if there is enough local resource
available to explore i ′′ and return to the base.

Dominance Test During the extension, labels that
cannot lead to an optimal solution are fathomed. Let
l ′ = (W ′,q ′,C ′, i) and l ′′ = (W ′′,q ′′,C ′′, i) be two
generic labels associated with the same site i. en the
former dominates the latter if the following conditions
hold:

W ′ ⊆W ′′ (12)
q ′ 6 q ′′ (13)
C ′ 6 C ′′ (14)

Inequalities (12), (13) and (14) represent a set of neces-
sary dominance conditions, in fact dropping any of them
introduces the possibility for an optimal label to be fath-
omed. Furthermore, as shown in [7], it is useful to en-
large W with any site u ∈ E that cannot be reached by
any feasible extension of a given label because of resource
limitations. In fact, it is easy to check that enlarging set
W ′′ helps satisfying condition (12); at the same time,
if a site cannot be reached by extending label l ′ due to
resource limitations, it cannot be reached by extending
label l ′′ neither, since resource consumption in l ′′ is not
lower.

Decremental state space relaxation In order to speed
up the solution process the dynamic programming algo-
rithm is executed iteratively applying decremental state
space relaxation as described in [13]. e state space of
the labels is reduced projecting it to a smaller one by ini-
tially neglecting the elementarity constraints, and iter-
atively reintroducing them until an optimal elementary
RCESPP solution is found. More formally, given a set
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of sites Ẽ ⊆ E called critical set the extension rule (11)
is replaced with W ′′ = (W ′ ∪ i ′′) ∩ Ẽ.

In this way dominance is improved, as more labels
become comparable. In order to identify a good critical
node set, Ẽ is initialized to ∅; then the state space relax-
ation of the pricing problem is solved and all the nodes
visited more than once in the optimal path are added to
the set Ẽ.

Bidirectional dynamic programming Two kind of la-
bels are associated to every site: forward labels and
backward labels. e forward set is initialized with
label (∅, cs,k

0 , 0, r) while the backward set with label
(∅, 0, 0, v). Extension and dominance are then com-
posed by two steps, in which forward and backward la-
bels are treaten independently. e updating rules and
feasibility tests for backward extension are symmetrical.
Since the consumption of the local resource is monotone
along the path, the extension of forward and backward
labels can be limited and useless duplication of paths can
be reduced, imposing that each partial path can use at
most half of the available local resource, that is q 6 l/2
for both forward and backward labels.

Join In order to obtain a complete route from r to v

forward and backward partial paths are joined. Each
forward path (Wfw,qfw,Cfw, ifw) can be joined with
a backward path (Wbw,qbw,Cbw, ibw) if the follow-
ing conditions hold:

Wfw ∩Wbw = ∅

qfw + fifwibwcs,k
d + qbw 6 l

that is, elementarity conditions are not violated, and lo-
cal resource usage does not exceed the given limit. If
both conditions are satisfied a full path from r to v can
be obtained, corresponding to a column with the fol-
lowing reduced cost:

C = Cfw + fifwibwµb,sds
d + µb,sds

0 + σb,s,k +Cbw.

e join operation is run when no more feasible exten-
sions can be performed, and the minimum cost path af-
ter join represents the optimal solution of the pricing
problem.

Aggregated pricing algorithm Since in our problem
the reduced costs associated with the routes to be gener-
ated depend on the chosen base and the employed tactic

of the selected strategy, in principle it would be neces-
sary to execute the pricing algorithm for each combi-
nation of b ∈ B, s ∈ S and k ∈ Ts. Instead, ap-
plying a technique called aggregated pricing described
in [4], our algorithm is able to perform a single passage
for all the bases reducing the total number of iterations
needed to |S| × |Ts|. In order to optimize all the bases
at the same time the state space of the labels needs to
be enlarged adding different reduced costs Cb and local
resource consumption qb for every base b ∈ B. When
a label is extended, the local resource consumption for
every base is checked; if the path is not feasible for base
b, the corresponding qb value is set equal to +∞ . For
what concerns domination rules, whenever two labels l ′
and l ′′ satisfy conditions (12), (13) and (14) for a par-
ticular base b, local resources q ′′b and C ′′b are set to +∞,
as label l ′′ can never yield an optimal path for base b.
A label is fathomed when, due either to extensions, fea-
sibility checks or dominance, it has qb > l for every
b ∈ B. is technique is then coupled with bidirec-
tional dynamic programming as described above.

4.4 Heuristic Dynamic Programming

A heuristic algorithm for solving the RCESPP is ob-
tained from the exact dynamic programming algorithm
by relaxing condition (12) during dominance tests. is
relaxed dominance test allows for the fathoming of sev-
eral labels and reduces the computational time of the
algorithm, at the expense of losing optimality guaran-
tees.

4.5 Tabu Search

Being able to generate a good set of different solu-
tions, that is applying the so-called multiple pricing
technique, showed to be useful in column generation
methods [3]. We therefore implemented the follow-
ing algorithm; it starts from an optimal RMP fractional
solution, identifies good RCESPP solutions through
constructive heuristics and improves them with Tabu
Search.

Routes construction e routes construction phase
identifies a subset P of routes whose columns are in the
RMP and tries to build a feasible MP solution from
them.

Columnsfiltering. eRMP columns are sorted by
reduced cost using a priority queue mechanism. Only
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the maxCols most negative reduce cost columns are
kept.

Mission Strategies Selection. Since the number
and the type of routes that can be selected depend on
both the bases opened and the strategies employed, at
first the yb,s variables are sorted in descending order
with respect to the value they assumed in the last RMP
fractional solution. en yb,s variables are set to 1 in a
greedy way following this order; whenever setting to 1
a particular yb,s variable violates constraints (7) or (8),
such a variable is set to 0. Let Y be the subset of pairs
(b, s) with b ∈ B and s ∈ S having yb,s = 1 found in
this way.

Initial Columns Pool. All the xb,s,k
j with (b, s) ̸∈

Y are discharged. e remaining ones are sorted in de-
scending order with respect to their value in the last
RMP fractional solution, and set to 1 in a greedy way
following this order. Whenever setting to 1 one of them
violates constraints (5) or (10), such a variable is set to
0. Let P be the set of routes having the corresponding
xb,s,k
j variables to 1 after this step.

Solution feasibility. e pool P does not necessary
fulfill constraints (4); in fact a site i ∈ E may be cov-
ered by more than one route in P. For this reason the
algorithm removes sites from routes encoded by vari-
ables in the pool until no site is visited more than once.
is deletion is done without route reoptimization, by
removing the site from the route in which such a re-
moval yields minimum reduced cost increase.

Solution improvement. At the same time, the
routes in P may not cover all the sites; therefore the al-
gorithm tries to insert every site which is not visited in
any of the routes in P, following a lexicographic order
and using a best insertion strategy. Among all possibili-
ties for visiting a site by extending a route in the pool in
a feasible way, if any, the combination of route and posi-
tion in the route that maximizes the improvement in the
reduce cost is chosen. e set P represent the starting
feasible solution for Tabu Search.

Tabu Search Our algorithm is inspired by the ap-
proach proposed in [3]. It works by considering in turn
every route in P, and trying to improve them through
local search, by iteratively adding and removing sites to
the corresponding route. Given a route jb,s,k ∈ P its

neighborhood is defined by two moves: Insertion and
Removal.

Insertion takes into account all sites i ̸∈ Rjb,s,k and
tries to add one of them into the route jb,s,k using a best
insertion policy. In this case the best insertion is repre-
sented by the selection of the uncovered site i and a pair
of consecutive sites w and z in the route where adding i
causes the maximum improvement in the reduced cost.
e new route is obtained by removing the arc between
w and z, and inserting arcs between w and i, and i and
z. e updated reduced cost rc ′

jb,s,k is therefore com-
puted as follows:

rc ′jb,s,k = rcjb,s,k − λi+

+ (fwi + fiz − fwz)µ
b,sds

d + tiµ
b,sds

τ.

Removal takes into account all sites visited in jb,s,k

and removes from the route the site i ∈ Rjb,s,k that
minimize the increment in the reduce cost. A new route
is obtained joining the predecessorw of iwith successor
z of i. e updated reduced cost rc ′

jb,s,k of the route is
therefore computed as follows:

rc ′jb,s,k = rcjb,s,k + λi+

+ (fwz − fwi − fiz)µ
b,sds

d − tiµ
b,sds

τ.

A single iteration starts with an Insertion move. A
Removal operation is then performed only if no feasible
insertion was made. Any column with negative reduced
cost which is found during an iteration is directly stored
into the RMP. e tabu search algorithm makes use of
two tabu lists: TLinsert and TLremove. When the site i is
added to (resp. removed from) a route j, i is inserted
in the TLremove (resp. TLinsert); any site in TLremove (resp.
TLinsert) cannot be removed from j (resp. added to j) for
minTabu iterations.

During preliminary experiments we found the
following parameter setting to give good results:
maxCols = 300, maxIter = 10 and maxTabu = 5.

4.6 Greedy

In the greedy pricing algorithm a single label
(W,q,C, i) is considered and iteratively extended
to a single node with a nearest neighbor policy. Given
a base b, a mission strategy s and a routing tactic k, let
V = {i ′ ∈ E \ W|q + fii′c

s,k
d + fi′vc

s,k
d 6 l} be the

set of reachable sites. If V = ∅ the path is closed going
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back to the depot and the search is stopped. Otherwise,
among the sites in V, we select the one that minimizes
the path cost, that is

ī ′ = argmini′∈V{−λi
′
+ µb,sds

τti′ + µb,sds
dfii′ }.

e label is extended to node ī ′ using the same update
rules described for the exact pricing algorithm, and we
iterate. is greedy algorithm is repeated for each base
b ∈ B, every mission strategy s ∈ S and every routing
tactic k ∈ Ts.

4.7 Subset Rows Inequalities

In order to improve the lower bound given by the lin-
ear relaxation of the MP, additional cuts are dynamically
generated. In particular a special case of the subset-row
inequalities introduced in [10] has been taken into ac-
count. e idea behind these cuts is the following: given
three sites, there must be at most one route visiting at
least two of them. More formally, let C = {C ⊆ E :
|C| = 3} be the set of all possible cluster of three sites.
For C ∈ C let J(C) ⊆ J be the set of all routes, regard-
less of their starting base, mission strategy and routing
tactic, that visit at least two of the three sites belonging
to C. en the following inequalities are valid:∑

j∈J(C)

xj 6 1 ∀C ∈ C (15)

Although the number of these inequalities is polynomial
(|E|3), in large instances the computational time required
for their separation is not negligible. To speed up the
separation process only a subset of the sites Es ⊆ E is
taken into account for the generation of the clusters set
C; in our implementation a site i ∈ E belongs to Es if
the value of its associated skip variable si is strictly lower
than 1 in the last RMP fractional solution. In the worst
case |Es| = |E| but when only a few sites can be reached
from a base this methods can greatly reduce the number
of triples to be taken into account without weakening
the separation procedure.

e introduction of these inequalities change the
structure of the pricing subproblem, and therefore re-
quires the modification of the pricing algorithms to take
into account the values of the corresponding dual vari-
ables. In particular the state space of labels used in the
dynamic programming procedures and in the greedy al-
gorithm is extendedwith the introduction of a new value
for every additional cut.

4.8 Branching

In order to recover integrality when the optimal MP so-
lution at the root node is fractional, we designed four
different branching strategies. ey are considered in
the order presented below: branching is executed using
the first applicable rule. In the following we indicate as
ȳ, x̄ and s̄ the values taken by the variables in the opti-
mal LP relaxation of MP.

Branching on Strategies e fractional variable yb̄,s̄

whose value is closest to 0.5 is selected. en a bi-
nary branching is performed creating two nodes: in
the former we impose that yb̄,s̄ = 1 and all yb,s =

0 ∀(b, s) ̸= (b̄, s̄), in the latter we impose yb̄,s̄ = 0.
is branching rule does not require to modify the pric-
ing subproblem and the associated algorithms, as no y

variable is subject to column generation.

Branching on Skip Sites When all ȳ values are inte-
ger, let sī be the variable whose value is fractional and
closest to 1. Two children nodes are generated, respec-
tively fixing sī = 1 and sī = 0.

Branching on Number of Routes Let mb,s,k be the
number of routes starting from base b ∈ B, using rout-
ing tactics k ∈ Ts of mission strategy s ∈ S, that can
be computed as

∑
j∈Jb,s,k x̄b,s,k

j . Binary branching is
performed by choosing the mb,s,k value whose frac-
tional part is closest to 0.5. Two nodes are generated, in
the first we impose

∑
j∈Jb,s,k x̄b,s,k

j > ⌈mbsk⌉yb,s, in
the second we impose

∑
j∈Jb,s,k x̄b,s,k

j 6 ⌊mbsk⌋yb,s;
both branching decisions can be enforced by simply
changing left or right hand sides of constraints (10).
is branching technique leaves the pricing subprob-
lem unchanged: dual variables σb,s,k still appear as con-
stants in the objective function of the pricing problem,
but they are now unrestricted in sign.

Branching onArcs Finally when none of the previous
rules can be applied branching on arcs is considered. We
choose the site i ∈ E that is split among the largest
number of routes in the optimal fractional solution of
MP and we forbid half of its outgoing arcs to be used in
the first child node, and the other half to be used in the
second child node. To handle these branching decisions
in the pricing problem it is enough to set travel time of
forbidden arcs to +∞.
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Search Tree Strategy e exploration of the search
tree is performed using a strategy mixing depth first
and best bound first search. In particular the first two
branching rules assign a higher priority at the first child
that, consequently, is always visited before the second
one; the remaining two rules assign equal priority to the
children, and therefore they are visited in best bound
order.

4.9 Primal Heuristic

In order to quickly find good primal solutions a simple
greedy algorithm is executed once for every node of the
search tree. First, we build the set Y of pairs (b, s) rep-
resenting open bases and their corresponding mission
strategies, as described in Subsection 4.5. en, all the
xb,s,k
j with (b, s) ̸∈ Y are discharged. Second we itera-

tively compute a potential profit p̄b,s,k
j =

∑
i∈Rj

pi for
all remaining xb,s,k

j variables, and set to 1 the variable
having maximum p̄b,s,k

j which does not yield a violation
of constraints (4), (5) and (10), until no more variables
can be set to 1 without making the solution infeasible.
Finally, all si variables corresponding to uncovered sites
are set to 1. It is worth noting that this procedure could
produce solutions that, in some node of the search tree,
do not match branching decisions.

5 Experimental Analysis

Implementation e algorithms have been imple-
mented in C++, using SCIP 2.1 [1] as branch-and-
cut-and-price framework linked to CPLEX as pure LP
solver. All presolving algorithms embedded in SCIP
have been disabled, while remaining parameters were
kept at their default values. e test has been performed
on a single core of a PC Intel ®Core 2 Duo CPU T7300
(2.00 GHz) with 4 GB RAM and running Ubuntu
10.04 as operating system. A time-limit of 1 hour has
been imposed to each run.

Benchmark Instances For testing purpose we have
generated 150 GLRPP instances taking the case study
presented in [2]. e planetary surface considered in our
instances is always included in a 3410[Km] radius, and
in this surface are located, randomly using an uniform
distribution, a number of potential bases |B| between 10
and 100 and a number of sites |E| from 100 to 1000. Our
instances take into account two mission strategies (S =

T . Characteristics of Instances.
Resource Coeff. Strategy

Std. Orb.Dpt.
Collective d0 [hr] 0 0

dd [hr/km] 0.2 0.2
dτ [hr/hr] 3 3
lc [hr] 2100 2100

Local, c0 [kg] 0 0
Std.R.T. cd [kg/km] 1.1 1.1

cτ [kg/hr] 5.7 5.7
lr [kg] 677 677
n ∞ ∞

Local, c0 [kg] - 0
Dpt.Ass.R.T. cd [kg/km] - 1.1

cτ [kg/hr] - 5.7
lr [kg] - 1286
n - 4

Cost C [MT] 54 64

1, 2): a standard strategy (Std., s = 1) and an orbit-
ing depot strategy (Orb.Dpt., s = 2). Only one routing
tactic, called standard tactic (Std.R.T., k = 1), is associ-
ated to the standard strategy, while two tactics, namely
standard (k = 1) and depot-assisted (Dpt.Ass.R.T.,
k = 2) are associated to orbiting depot strategy. All
the parameters associated with these mission strategies
and routing tactics are reported in Table 1. For each
combination of |B| and |E|, five instances are created,
in which the budget is fixed to maxs∈S{C

s}|B|g/5 for
g ∈ {1, 2, 3, 4, 5}.

Results An overview of our computational results is
reported in Table 2; each row contains average results
over instances having same |E| and same g. In the first
column (Inst.) we indicate instance type in the format
|E|.g; then five columns report the duality gap at the
root node (R.%), the duality gap at the end of computa-
tion (F.%), the number of instances solved to proven op-
timality (O.), the number of branch-and-bound nodes
explored (B.B.N.) and the CPU time spent. It is worth
noting that instances having g = 5 are the easiest ones,
while instances having tight budget constraints are con-
siderably more complex. Furthermore, while only ap-
proximate solutions can be provided for very large in-
stances with tight budget, our algorithm is able to solve
within the time limit instances with up to 500 sites to
proven optimality, regardless of budget tightness.
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T . Computational Results.
Inst. R.% F.% O. B.B.N. Time[s]
100.1 29.81 0.00 5 125842 198.02
100.2 23.58 0.00 5 180255 1178.58
100.3 9.16 0.00 5 4045 49.20
100.4 0.20 0.00 5 5 0.29
100.5 0.00 0.00 5 1 0.15
200.1 18.10 3.66 2 83391 2900.93
200.2 20.39 6.09 2 70425 2985.28
200.3 13.14 2.24 3 68637 2325.19
200.4 2.27 0.00 5 66 27.22
200.5 0.00 0.00 5 1 0.58
300.1 15.36 4.35 2 41006 3616.61
300.2 16.69 6.45 2 40669 3097.74
300.3 10.85 3.66 2 30278 3104.77
300.4 3.55 0.00 5 2615 578.60
300.5 0.09 0.00 5 80 19.29
400.1 12.80 5.26 2 13827 3673.24
400.2 11.07 7.30 2 9769 2926.41
400.3 8.84 4.02 2 6870 3159.22
400.4 4.90 0.91 3 6378 2852.18
400.5 0.18 0.00 5 8 25.33
500.1 10.12 3.54 1 14869 3883.45
500.2 11.41 6.59 1 15298 3923.58
500.3 9.93 5.13 1 8377 3928.19
500.4 6.39 1.06 2 3109 3420.90
500.5 3.58 0.00 5 47 188.83
1000.1 20.28 5.73 0 7097 3600.00
1000.2 19.44 14.58 0 6571 3600.00
1000.3 14.01 9.97 0 5760 3600.00
1000.4 6.91 4.06 1 2325 3600.00
1000.5 0.20 0.00 5 39 7.10

6 Conclusions

In this paper we have presented and tested an exact algo-
rithm, representing the first attempt to optimally solve
the GLRPP for surface exploration in space: in our ex-
perimental campaign we could obtain proven optimal
solutions to realistic instances. Since GLRPP is a very
general logistics problem, and our algorithm relies on
very flexible techniques, our framework easily allow for
tackling new requirements and constraints discussed in
the literature.
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Abstract. is paper presents a novel application
of advanced machine learning techniques for Mars
terrain image classification. Fuzzy-rough feature
selection (FRFS) is employed in conjunction with
Support VectorMachines (SVMs) to construct im-
age classifiers. ese techniques are for the first
time, integrated to address problems in space engi-
neering where the images are of many classes and
large-scale. e use of FRFS allows the induc-
tion of low-dimensionality feature sets from fea-
ture patterns of a much higher dimensionality. Ex-
perimental results demonstrate that FRFS helps to
enhance the efficacy of the conventional classifiers.
e resultant SVM-based classifiers which utilise
FRFS-selected features generally outperform K-
Nearest Neighbours and Decision Tree based clas-
sifiers and those which use PCA-returned features.

1 Introduction

Automated and accurate analysis of Mars images ob-
tained by the front-line Panoramic Camera (Pancam)
instruments [1, 2] is an important task, especially for
surveying places (e.g. for geologic cues) in Mars [12,
17, 18, 20]. A key element of analysing Pancam ter-
rain images is to detect rocks and other objects captured
in such images. However, such objects on Mars exhibit

*Corresponding author. E-mail: cns@aber.ac.uk

diverse morphologies, colours and textures. ey are of-
ten covered in dust, grouped into self-occluding piles or
partially embedded in the terrain [1]. Also, Mars terrain
images vary significantly in terms of intensity, scale and
rotation, and are blurred with measurement and trans-
mission noise. ese factors make Martian image clas-
sification a challenging problem.

One critical step to successfully build an image clas-
sifier is to extract and use informative features from
given images [7, 11, 17]. To capture the essential char-
acteristics of such images, many features may have to
be extracted without explicit prior knowledge of what
properties might best represent the underlying scene
reflected by the original image. However, generating
more features increases the computational complexity,
especially in light of on-board processing of Mars im-
ages where demand for computational memory and pro-
cessing time must be minimised, despite the nowadays
generally available and relatively cheap computer power.
Besides, not all such features may be useful to perform
classification [7, 9, 15, 17]. Due to measurement noise
the use of extra features may even reduce the overall rep-
resentational potential of the feature set and hence, the
classification accuracy. us, it is often necessary to em-
ploy a method that can determine the most significant
features, based on sample measurements, to simplify the
classification process, while ensuring high classification
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performance.

Recently, there have been significant advances in de-
veloping methodologies that are capable of minimising
feature subsets in a noisy environment. In particular, a
resounding amount of research utilises fuzzy and rough
sets [9]. Amongst them is the fuzzy-rough feature se-
lection (FRFS) algorithm [10] that has been shown to
be a highly useful technique by which discrete or real-
valued noisy data (or amixture of both) can be effectively
reduced, without the need for user-supplied informa-
tion. Inspired by this observation, this paper presents
an integrated approach for performing large-scale Mars
image classification, by exploiting the potential of ad-
vanced classification and feature selection techniques.
In particular, Support Vector Machines (SVMs) [14]
are employed for image classification. is is due to the
recognition of their high generalisation performance in
complex data sets [3]. FRFS is utilised to ensure that
classification is carried out with a selected subset of orig-
inal features only.

e resulting integrated approach helps to improve
the effectiveness and efficiency of SVM-based image
classifiers. is is because only those informative fea-
tures are required to be generated in performing ac-
tual classification, minimising both the feature mea-
surement noise and the computational complexity (of
both feature extraction and feature pattern-based clas-
sification). Systematic experimental studies are car-
ried out in comparison with the use of classical clas-
sification techniques (e.g. Decision Trees [19], and
K-Nearest Neighbours [16]), with features selected by
FRAS or conventional dimensionality reduction meth-
ods (e.g. PCA [5]). ese results show that the pro-
posed approach entails rapid and accurate learning of
classifiers. is is of great importance to on-board im-
age classification in future Mars rover missions. is is
because flight projects demand least memory require-
ment and simplest computation possible.

e rest of this paper is organized as follows. Sec-
tion 2 introduces the Mars terrain images under inves-
tigation. Sections 3, 4 and 5 outline the key component
techniques used in this work, including feature extrac-
tion, (fuzzy-rough) feature selection and support vec-
tor machine based feature pattern classifiers. Section 6
shows the experimental results, supported by compara-
tive studies. e paper is concluded in Section 7.

2 McMurdo Panorama Image

Although the approach taken in this research is gen-
eral, the present work concentrates on the classifica-
tion of the 360-degree view McMurdo panorama image.
is (composed) image is obtained from the panoramic
camera on NASA’s Mars Exploration Rover Spirit and
presented in approximately true color [1], consisting of
1,449 Pancam images and representing a raw data vol-
ume of nearly 500 megabytes. Such an image reveals
a tremendous amount of detail in part of Spirit’s sur-
roundings, including many dark, porous-textured vol-
canic, brighter and smoother-looking rocks, sand ripple,
and gravel (mixture of small stones and sand).

Figure 1 shows the most part of the original Mc-
Murdo image (of a size 20480× 4124). is image, ex-
cluding the areas occupied by the instruments and their
black shadows, is used for the work here, involving eight
major image classes which are of practical significance.
ese image classes are listed in Table 1 and illustrated
in Figure 2. e ultimate task of this research is to de-
velop an image classifier that can detect and recognise
different class regions within a given image.

3 Feature Extraction

A variety of techniques may be used to capture and
represent the underlying characteristics of a given im-
age [7]. In this work, low-level feature extraction ap-
proaches are employed. In particular, local colour his-
tograms and the first and second order colour statis-
tics [3, 13] are exploited to produce a feature vector for
each individual pixel. Such features are effective in de-
picting the underlying image characteristics and are ef-
ficient to compute. Also, the resulting features are ro-
bust to image translation and rotation, thereby poten-
tially suitable for classification of Mars images [17].

3.1 Colour statistics-based features

Images originally given in the RGB (Red, Green and
Blue) colour space are first transformed to those in the
HSV (Hue, Saturation and Value) space [13]. ese
spaces are in bijection with one another, and the HSV
colour space is widely used in the literature. By comput-
ing the first order (mean) and the second order (stan-
dard deviation, denoted by STD) colour statistics with
respect to each of the R, G, B, H, S and V channels,
twelve features can be generated per pixel, from a cer-
tain neighbourhood of that pixel. For presentational
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F . Mars McMurdo panorama image.

F . Image classes as described in Table 1

simplicity, the resulting features are hereafter denoted
as MEANX and STDX, X ∈ {R, G, B, H, S, V}, rep-
resenting the first and second order statistics per colour
space channel, respectively.

3.2 Local histogram-based features

As the name indicates, such features are measured off
the histograms computed from local regions of a given
image [6]. In the present context, a histogram is a sum-
mary graph showing a count of grey levels falling in
a number of resolution ranges (called bins), within a
predefined neighbourhood. For a certain pixel, a set
of histogram features Xhi, i = 1, 2, ...,B, where X ∈
{H,S,V}, are calculated (within the given neighbour-
hood), with respect to a particular bin size B (i.e. num-
ber of bins), regarding the H, S, and V colour channels.

us, feature Xhi represents the normalised frequency
of the colour histogram in bin i. Here, for simplicity, in-
dividual bin widths are set equally, and the neighbour-
hood size is set to the same as that used in the above
colour feature extraction. e bin size B is empirically
set to 8 in this work.

4 Fuzzy-Rough Feature Selection

e theoretical foundation of Fuzzy-Rough Feature Se-
lection (FRFS) algorithm is outlined below; further de-
tails can be found in [9, 10].

LetU be the set of pixels within a given image, P be a
subset of features, and D be the set of all possible image
classes of interest. e concept of fuzzy-rough depen-
dency measure, of D upon P (which FRFS is based on),
is defined by [9]:
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Class Description Label
Rock-1 (textured/smoothed dark rock or shadows) C1
Rock-2 (smoothed bedding orange colored rock) C2
Rock-3 (graysmoothed rock) C3
Gravel-1 (mixed with small stone and sand) C4
Gravel-2 (mixed with small black/orange colored rock and sand) C5
Rover tracks C6
Sand C7
Sand ripple C8

T . Image classes and class labels

γP(D) =

∑
x∈U

µPOSRP
(D)(x)

|U|
(1)

where

µPOSRP
(D)(x) = sup

X∈U/D

µRPX(x) (2)

µRPX(x) = inf
y∈U

I(µRP
(x,y),µX(y)) (3)

andU/D denotes the (equivalence class) partition of the
image (i.e. pixel set) with respect to D, and I is a fuzzy
implicator and T a t-norm [9]. RP is a fuzzy similarity
relation induced by the feature subset P:

µRP
(x,y) = TA∈P{µR{A}

(x,y)} (4)

Here, µR{A}
(x,y) represents the degree to which pix-

els x and y are deemed similar with regard to feature
A. It may be defined in many ways, but in this work,
the following commonly used similarity relation [10] is
adopted:

µR{A}
(x,y) = 1 −

|A(x) −A(y)|

Amax −Amin

(5)

whereA(x) andA(y) stand for the value of featureA ∈
P of pixel x and that of y, respectively, and Amax and
Amin are the maximum and minimum values of feature
A.

FRFS works by employing the above dependency
measure to choose which features to add to the sub-
set of the current best features through a greedy hill-
climbing process. It terminates when the addition of
any remaining feature does not increase the dependency.
Algorithm 1 outlines the process of this feature selection

method; what is returned by it is a subset of features se-
lected from the full set of original features. Note that
as the fuzzy-rough dependency measure is nonmono-
tonic, it is possible that the hill-climbing search termi-
nates having reached only a local optimum.

FRFS(C,D).
C: the set of all original features;
D: the set of possible image classes.

(1)R← {}, γbest = 0
(2) do
(3) T ← R, γprev ← γbest

(4) foreach A ∈ (C− R)
(5) if γR∪{A}(D) > γT (D)
(6) T ← R ∪ {A}, γbest ← γTD

(7) R← T

(8) until γbest == γprev

(9) return R

Algorithm 1: e FRFS Algorithm

5 SVM-based Classifiers

Support Vector Machines (SVMs) [14] are herein used
to perform image classification, by mapping input fea-
ture vectors onto the underlying image class labels. Such
a classifier seeks to find the optimal separating hyper-
plane among different classes by focusing on those train-
ing points (named support vectors), which are placed at
the edge of the underlying feature vectors and whose re-
moval would change the solution to be found.

More formally, SMVs construct a hyperplane in a
space of a dimensionality higher than that of the orig-
inal, which is then used for classification (or for other
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tasks such as regression and prediction). e underly-
ing intuition is that by mapping the original data space
into a much higher-dimensional space, the class sepa-
ration between data points will become easier in that
space. SVMs use a specific mapping such that the cross
products of data points in the larger space are defined
in terms of a kernel function [4] which is selected to
suit the given problem. In so doing, the cross products
may be computed in terms of the variables in the origi-
nal space, thereby minimising computational effort. In
particular, a hyperplane in the higher dimensional space
is defined as the set of points whose inner product with
any vector in that space is constant. A good hyperplane
is learned over a training process such that the resulting
hyperplane has the largest distance to the nearest train-
ing data points of any given class. is is in order to
increase the discriminative power of the trained classi-
fier.

In the following, Radial Basis function (RBF) kernel
is adopted to implement the SVM-based classifiers, and
the sequential minimal optimisation algorithm of [8] is
used to train the SVMs. Detailed SVM learning mech-
anism is omitted, but can be found in the literature
(e.g. [8, 14]).

In order to increase the efficacy of the SVM clas-
sifiers, FRFS is used to rank the extracted features
and hence, to select those most informative during
the training phase. is is of practical significance
as for on-board application, classifiers are expected to
be built with mature technologies (rather than totally
new mechanisms that have limited experimental data).
SVMs are proven high-performance classifiers, but they
rely on quality input features. Adding SVMs with
FRFS-based feature selection helps to improve the qual-
ity of their input. For learning such classifiers, a set of
training data is selected from the typical parts (see Fig-
ure 2) of the McMurdo image, with each pixel repre-
sented by a feature vector which is manually assigned an
underlying class label.

6 Experimental Results

From the McMurdo image of Figure 1, a set of 270 sub-
divided non-overlap images with a size of 512×512 each
are used to perform this experiment. 1492 pixel points
are selected from 28 of these images for training and ver-
ification. Each of the pixels is labeled with an identified
class index (i.e. one of the eight image classes: Rock-
1, Rock-2, Rock-3, Gravel-1, Gravel-2, Rover tracks,

Sand and Sand ripple as listed in Table 1). e rest of
all these images are used as unseen data for classification.
Each training pixel is represented by a pattern vector of
36 features (see Section 3). e size of a neighbourhood
window used for extracting features is set to 15×15. Of
course, the actual classification process only uses subsets
of selected features.

For comparison purposes, the commonly used K-
Nearest Neighbours (KNN) [5] and Decision Trees
(DT) [19] classifiers are also employed. e perfor-
mance of each classifier is measured using classification
accuracy, with ten-fold cross validation. For easy cross-
referencing, Table 2 lists the reference numbers of the
original features that may be extracted, where 1 6 i 6 8
(the empirically chosen bin size). e SVM penalty pa-
rameter is set to 100, with standardGaussian Radial Ba-
sis function (RBF) employed. Note that in the follow-
ing, for KNN classification, the results are first obtained
with K set to 1, 3, 5, 8, and 10. ose classifiers which
have the highest accuracy, with respect to a given feature
pattern dimensionality and a certain number of nearest
neighbours, are then taken to run for performance com-
parison.

6.1 Use of full original features

is subsection shows that, at least, the use of a selected
subset of features does not significantly reduce the clas-
sification accuracy as compared to the use of the full set
of original features. For this problem, FRFS returns
8 features out of the original thirty-six (whose refer-
ences are listed in Table 2). e selected features are:
STDR,MEANG, STDB,MEANH, STDS,Hh4,Hh5,
Sh1 (see section 3 for their underlying meaning), with
the reference numbers being 2, 3, 6, 7, 10, 16, 17, and 26
respectively. is indicates a dimensionality reduction
rate of 78%. Table 3 lists the correct classification rates
produced by the SVM, DTREE and KNN classifiers.
All results are obtained with 10-fold-cross-validation,
where the number of the nearest neighbours K used by
these KNN classifiers are also provided, in the first col-
umn.

Clearly, the classification accuracy of using the eight
FRFS-selected features is higher than that of using the
thirty-six original features for SVM classifiers (92.63%
vs. 92.06%). For KNN and DTREE classifiers, the
accuracy resulting from using the eight FRFS-selected
features remains very close to that from using the full set
of original features (86.12% vs. 86.39% for KNN, and
79.01% vs. 80.02% for DTREE). Overall, the com-
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No. Meaning No. Meaning No. Meaning
1 MEANR 2 STDR 3 MEANG

4 STDG 5 MEANB 6 STDB

7 MEANR 8 STDR 9 MEANG

10 STDG 11 MEANB 12 STDB

13-20 Hhi 21-28 Shi 29-36 Vhi

T . Feature meaning and reference number

Classifier Set Dim. Feature No Rate
SVM FRFS 8 2, 3, 6, 7, 10, 16, 17, 26 92.63%
SVM Full 36 1, 2, ..., 35, 36 92.06%

KNN(K8) FRFS 8 2, 3, 6, 7, 10, 16, 17, 26 86.12%
KNN(K5) Full 36 1, 2, ..., 35, 36 86.39%
DTREE FRFS 8 2, 3, 6, 7, 10, 16, 17, 26 79.01%
DTREE Full 36 1, 2, ..., 35, 36 80.02%

T . FRFS-selected vs. full original features

bined use of SVM and FRFS techniques offers the best
performance, with a classification rate of 92.63%. is
is indicative of the potential of FRFS in reducing not
only redundant feature measurements but also the noise
associated with such measurements, improving both ef-
fectiveness and efficiency of the classification process.

6.2 Use of randomly selected features

e above comparison ensured that little information
loss is incurred due to fuzzy-rough feature reduction.
e question now is whether any other feature sets of a
dimensionality 8 would perform similarly as those iden-
tified via fuzzy-rough selection. To avoid a biased an-
swer to this, without resorting to exhaustive computa-
tion, 30 sets of eight features randomly chosenwere used
to see what classification results might be achieved.

Figure 3 shows the correct classification rates of the
corresponding 30 classifiers, along with the classifi-
cation rates of the three classifiers that each use the
eight FRFS-selected features. Table 4 further sum-
marises these results, where the second, third and forth
columns present the worst, average and best classifi-
cation rates with the corresponding feature sets used.
e average rates of the classifiers that each employ
eight randomly selected features are only 76.44% for
SVM, 73.15% for KNN, and 69.89% for DTREE, far
lower than those attained by their counterparts which

utilise the FRFS-returned features (of the same di-
mensionality). e best result that a randomly se-
lected feature set achieves is 84.58% (with features
3, 6, 9, 13, 15, 18, 24, 27) when used by an SVM clas-
sifier. is is much lower than that of using FRFS-
selected features (i.e. 2, 3, 6, 7, 10, 16, 17, 26). is im-
plies that randomly selected features led to important
information loss in the course of feature reduction; this
is not the case for the FRFS approach.

6.3 Use of PCA-returned features

Experimentation carried out in this study aims at exam-
ining the classifier performance while using different di-
mensionality reduction techniques. In particular, clas-
sifiers that are aided with FRFS are systematically com-
pared to those supported by the use of PCA [5] which
is arguably one of the most popular methods for dimen-
sionality reduction, it is adopted here as the benchmark
for comparison. Figure 4 shows the classification re-
sults of the SVM, KNN, and DTREE classifiers using
a different number of principal features. For easy com-
parison, the results of the KNNs, DTREE and SVM
which use 8 FRFS-selected features are also included,
which are represented by ×, • and ∗, respectively.

ese results demonstrate that the three classifiers
which use FRFS-selected features have a substantially
higher classification accuracy than their counterparts
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CLF Min. Ave. Max. FRFS
SVM 65.95% 76.44% 84.58% 92.63%
KNN 59.31% 73.15% 80.16% 86.12%
DTREE 58.44% 69.89% 75.13% 79.01%

T . FRFS vs. randomly selected original feature sets of the same dimensionality (8)

which use a subset of PCA-returned features of the same
dimensionality (92.63% vs. 83.58% for SVM, 86.12%
vs. 80.22% for KNN, and 79.01% vs. 73.58% for
DTREE,). is is achieved via a considerably simpler
computation, due to the substantial reduction of the
complexity in the input patterns. e figure also sys-
tematically presents the other cases where PCA-aided
(SVM, KNN and DTREE) classifiers each employ a
feature subset of a different dimensionality. However,
these classifiers still generally underperform than the
corresponding FRFS-aided ones, whether they are im-
plemented using SVM or KNN. is situation only
changes when almost all the PCA-returned features are
used where the corresponding SVM classifiers may per-
form similarly or slightly better (if the number of prin-
cipal components is larger than 25). Yet, this is at the
expense of requiring many more feature measurements

and much more complex classifier structures. Besides,
PCA alters the underlying semantics of the features dur-
ing its transformation process. ose features returned
by PCA are not the original ones, but their linear com-
binations.

6.4 Classified and segmented images

e ultimate task of this research is to classify Mars
panoramic camera images and to detect different objects
or regions in such images. e SVM which employs the
8 FRFS-selected features, and which was trained by the
given 1492 labeled feature patterns, is herein taken to
accomplish the classification of the entire image of Fig-
ure 1 (other than those excluded regions as indicated
previously). As an illustration, five classified images are
shown in Figure 5, numbered by (a), (b), (c), (d) and (e)
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respectively, where eight different colours represent the
eight image types (Rock-1, Rock-2, Rock-3, Gravel-1,
Gravel-2, Rover tracks, Sand and Sand ripple as listed
in Table 1). From this, boundaries between different
class regions are identified and marked with white lines,
resulting in the segmented images also given in Figure 5,
correspondingly numbered by (f ), (g), (h), (i) and (j).

From these results, it can be seen that regions belong-
ing to the eight image classes vary in terms of their size,
rotation, colour, contrast, shapes, and texture. For hu-
man eyes it can be difficult to identify boundaries be-
tween certain image regions, such as those between sand
and gravel, and those between rocks and sand. How-
ever, the classifier is able to perform under such cir-
cumstances, showing its robustness to image variations.
is indicates that the small subset of features selected
by FRFS indeed convey the most useful information of
the original. Note that classification errors mainly occur
within regions representing sand and gravel. is may
be expected since gravel is itself a mixture of sand and
small stones.

7 Conclusion

is paper has presented a study on Mars terrain image
classification, supported by advanced machine learning
techniques. For the first time, fuzzy-rough feature se-
lection has been adopted in conjunction with Support
Vector Machines to help solve problems in space en-
gineering. Unlike transformation-based dimensional-
ity reduction techniques, this approach retains the un-
derlying semantics of the selected feature subset. is
is very important to help ensure that the classification
results are understandable by the user. Following this
approach, the conventional SVM, KNN and DTREE,
which are sensitive to the dimensionality of feature pat-
terns, can be expected to become effective on classifica-
tion of images whose pattern representation may other-
wise involve a large number of features.

Although the real-world images encountered are
large-scale and complex, the resulting feature pattern di-
mensionality of selected features is manageable. In par-
ticular, SVM (and also KNN and DTREE) classifiers
that are built using such selected features generally out-
perform those using more features or an equal number
of features obtained by conventional dimensionality re-
duction techniques that are represented by PCA. is is
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F . Classified and segmented image.
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confirmed by systematic experimental investigations. In
short, this work helps to accomplish challenging image
classification tasks effectively and efficiently. is is of
particular significance for classification and analysis of
real images on board or on ground in future Mars rover
missions.
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Abstract. In a spacecraft’s Hazard Detection
and Avoidance architecture, the Piloting function
is tasked with selecting in real-time, during a de-
scent onto a planetary surface, an adequate land-
ing site which meets mission, safety and reach-
ability requirements. ese requirements are as-
sessed by Hazard Mapping and Trajectory Plan-
ning functions, capable of producing for each can-
didate landing site a quantification of its qual-
ity according to multiple criteria. We developed
a Piloting function, IPSIS, based on a dynamic
multi-criteria decision making model, that uses
a procedure based on fuzzy sets for normalizing
and handling the uncertainty in this input data.
For the identification of the best landing sites at
each instant we use PSO-Tabu, a hybrid algorithm
combining Particle SwarmOptimization and Tabu
Search. is Site Selection process is aided by a
Retargeting process that tracks during descent the
ratings of identified high quality sites, enabling a
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†E-mail address: clement.bourdarias@astrium.eads.net
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more efficient exploration of the dynamic search
space. We present here an experimental valida-
tion of this novel approach to landing site selec-
tion. Solutions of the highest quality are shown be-
ing consistently identified from evaluations of non-
exhaustive subsets of visible alternatives, on an ar-
chitecture seen achieving exceptional levels of per-
formance in multiple hardware platforms.

1 Introduction

Future in-situ exploration missions, like the joint
ESA/NASA Mars Sample Return, will need au-
tonomous, precise and safe landing. Achieving that, will
require the introduction of hitherto untested technolo-
gies.

Hazard Detection and Avoidance (HDA) architec-
tures will be responsible for the selection, in real-time, of
safe landing sites which meet mission, safety and reach-
ability requirements. Safety requirements are assessed
by a Hazard Mapping (or Hazard Detection) function,
which uses imaging sensor(s), such as camera or LI-
DAR, to map the terrain in terms of hazards at touch-
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down (craters, rocks, high slopes, shadows, …). e
reachability of potential landing sites is evaluated using
a specific guidance function, called Trajectory Planning.
Strong links with absolute navigation allow for taking
into account mission constraints, e.g. to land as close as
possible to a pre-defined site of high scientific interest.
ese functions provide the necessary inputs for produc-
ing spatial-temporal multi-criteria assessments of can-
didate landing sites’ quality. Drawing from these met-
rics, a Piloting function monitors in real-time the suit-
ability of its current target, and provides the autonomous
decision-making for whether to retarget, and where to.

We developed an innovative Piloting function, IP-
SIS (“Intelligent Planetary SIte Selection”) [1], based on
a dynamic multi-criteria model [4], which uses a pro-
cedure based on fuzzy sets for normalizing this input
data, while handling its inherent uncertainty [14, 21, 8].
e identification of the best landing sites at each in-
stant is performed by PSO-Tabu, a novel hybrid al-
gorithm combining Particle Swarm Optimization and
Tabu Search [22, 20]. is Site Selection process is
aided by a Retargeting process that tracks during de-
scent the ratings of previously identified high quality
sites, thus taking benefits from time redundancy for en-
abling a more efficient exploration of the dynamically
changing solution space. Usage of this algorithm makes
it possible to find an appropriate landing site without
the need to exhaustively evaluate the quality of all vis-
ible alternatives. Consequently, a very high computa-
tional efficiency is achieved.

We present here the architecture implemented for
HDA, built around this new IPSIS function. Special
emphasis is given to those components that allow for ef-
ficient identification of the best candidate landing sites,
from a minimal sample of the available alternatives. e
optimality-efficiency trade-offs involved in such a setup
are analyzed, based on extensive experimental evalua-
tions on simulated landing scenarios.

Results are also given for the execution times on
multiple hardware platforms, of all of the architecture’s
functions (Hazard Mapping, Trajectory Planning and
Piloting). Two different Piloting functions are com-
pared in these tests: IPSIS and IVN+. Unlike IPSIS,
IVN+ implements the traditional approach of exhaus-
tively evaluating all the landing sites visible from the
lander at every given instant.

F . Hazard Detection and Avoidance architecture and
links with Guidance, Navigation and Control

2 Planetary Landing Site Selection

e HDA subsystem is in charge of autonomously se-
lecting a safe landing site in real-time during the landing
phase on a distant body. On a planet with atmosphere,
this landing phase begins after parachute jettisoning (on
Mars, depending on the mission, this happens around
the altitude of 2 km), as the vehicle uses its retro rockets
to decrease its vertical velocity until touchdown.

e HDA system processes inputs from imaging sen-
sors (typically a combination of camera, RADAR or LI-
DAR) and from the navigation function in order to pro-
vide a targeted site to the guidance. It is typically made
up of the following components:

• Hazard Mapping (or Hazard Detection), which
uses imaging sensor(s) to detect hazards;

• Trajectory Planning, which evaluates the possibil-
ity to reach the sites that are being mapped and
estimates the fuel consumption;

• Landing site selection (or Piloting), which chooses
the landing site according to hazard mapping, tra-
jectory planning and other mission constraints like
scientific interest or pre-defined landing area, us-
ing absolute navigation information as an input if
available.

Connections between HDA and Guidance, Naviga-
tion and Control (GNC) are shown on Figure 1.

e goal of the Piloting function is to select in real-
time an adequate landing site which meets mission,
safety and reachability requirements:
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F . Visualizations of the moon_02 landing scenario, at an altitude of approximately 650 m (iteration 33), including exhaustive
evaluations of all visible sites’ ratings according to different criteria. a) camera image, b) partial aggregation of the criteria representing
terrain hazards (shadow, texture and slope), c) partial aggregation of the criteria representing guidance and mission constraints (fuel,
reachability, distance and scientific interest), d) full aggregation of all the criteria rating landing site quality

• the site must be compliant withmission constraints
such as scientific interest, visibility from Earth etc.;

• the site must be safe with respect to local slope, il-
lumination level and terrain roughness;

• the site must be reachable with the remaining fuel
and the spacecraft propulsive capabilities;

• the site should remain visible to the imaging sensor
throughout the descent so that its estimated char-
acteristics can be continuously updated.

More precisely, the seven criteria considered in this
paper and that will lead to the choice of a new target
are:

shadows: derived from camera image grey levels;

slope: estimated through processing of either from
camera, LIDAR or RADAR data;

texture or roughness: obtained for example from a
multi-resolution variance analysis of the camera
image;

fuel: needed to reach the considered target (trajectory
planning algorithm);

reachability: of the considered target: feasibility of a
retargeting, taking into account guidance limita-
tions and camera visibility constraints along trajec-
tory (trajectory planning algorithm);

distance: of the considered target to the current target;

scientific interest: distance to pre-defined landing sites
with known absolute position (e.g. sites of scien-
tific interest).
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F . Application of the non-exhaustive approach to landing
site selection on the search space depicted in Figure 2d, here zoomed
to the region centered on the global best site; sites evaluated during
a search are shown in a darkened color

Visualizations of hazardmaps resulting from normal-
izing and aggregating [14] this input data can be seen in
Figure 2.

3 Non-Exhaustive Approach to Site
Selection

In our previous work [8] using a spatial-temporal (dy-
namic) multi-criteria decision making approach [4],
pixels on the input hazard maps were seen as the alter-
natives undergoing selection, and were thus exhaustively
evaluated. ough optimal in terms of identifying the
landing sites with highest quality, such an approach is
hardly feasible in a real-time computing environment
with the foreseen CPU platforms (e.g. LEON3).

e solution introduced by UNINOVA and AS-
TRIUM Space Transportation [22] consists in the ap-
plication of non-exhaustive search methodologies [3].
e aggregation of processed input values [14] produces
a gradual variation in the ratings of neighboring landing
sites (Figure 2), amenable to exploration by metaheuris-
tic algorithms. Site selection thus becomes an optimiza-
tion problem, in which one seeks to locate the site co-
ordinates that maximize the rating function.

e multiple components of the proposed non-
exhaustive approach to site selection, described in de-

tail below, can be observed in operation in Figure 3:
the reevaluation of tracked sites by Steepest Ascent Hill
Climbing can be discerned in the small areas of con-
tiguous evaluated sites, the movements of the particle
performing a Tabu Search (including activations of its
teleportation mechanism) are identifiable in the large ar-
eas of contiguous evaluated sites, and finally, Particle
Swarm Optimization’s global exploration of the search
space is seen in the scattering of evaluated sites.

e approach followed here is in line with applica-
tions of the Swarm Intelligence paradigm to image anal-
ysis [19, 17]. In our model, the tabu list in the PSO-
Tabu algorithm can then be seen as providing a form of
stigmergic self-organization.

3.1 Particle SwarmOptimization

In the Particle Swarm Optimization [13, 5, 18] algo-
rithm (PSO), a swarm ofn particles collectively explores
the search space. Each particle i ∈ {0, . . . ,n− 1} is de-
fined by x⃗i, its current position in the search space, p⃗i,
the best position the particle has visited so far, and v⃗i, its
velocity. At each step, each particle asynchronously up-
dates its velocity vector, and afterwards updates its po-
sition in the search space with x⃗i ← x⃗i + v⃗i.

e core of the PSO algorithm lies in the equation
used to update particles’ velocities. ough several al-
ternatives exist, the canonical algorithm uses the equa-
tion with “constriction coefficients” [6]:

v⃗i ← χ(⃗vi + U⃗(0,ϕ1)⊗ (p⃗i − x⃗i)

+ U⃗(0,ϕ2)⊗ (p⃗g − x⃗i)),

where U⃗(0,ϕi) represents a vector of random numbers
uniformly distributed in [0,ϕi), randomly generated at
each step and for each particle, and⊗ is the component-
wise multiplication. e constriction factor χ is usually
set to 0.7298, along with ϕ1 and ϕ2, also called the ac-
celeration coefficients, both set to 2.05 [18]. p⃗g refers
to the best position visited so far by the particle’s neigh-
bors. A commonly used swarm topology has particles
arranged in a ring, connected to all particles up to a ra-
dius of k: particle i has as neighbors the particles in
{(i + j) mod n : j = ±1,±2, . . . ,±k}. We use here a
swarm size of n = 25, and k = 2.

We initialize particles with no velocity, v⃗i = 0⃗, and
in random initial positions, x⃗i = p⃗i = U⃗(0,Xmax),
where Xmax = 512 stands for the dimensions of our
search spaces (images of 512 by 512 pixels). Particles’
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continuous positions are decoded into the problem’s dis-
crete domain by a simple, and computationally efficient,
truncation prior to evaluation (in case of improvement,
p⃗i is still overwritten with the continuous x⃗i position).

A maximum velocity Vmax is imposed: any compo-
nent of v⃗i going outside the [−Vmax,+Vmax] range is
brought back to the nearest valid value, before the par-
ticle’s position update takes place. A value of Vmax =
Xmax−0

2 = 256 was set, following the empirical rule
in [5]. Particles will still occasionally fly outside the
search space. When that happens, a rating of 0 is as-
signed to the unfeasible position. Subsequent v⃗i up-
dates will then quickly pull the particle back into the
search space. For a tight control over the number of
steps PSO is allowed to iterate over, these “evaluations”
of positions outside the image still count towards the
total budget for the execution.

3.2 Tabu Search

Tabu Search [11, 3] can be described as a local search
method incorporating techniques for escaping local op-
tima and avoiding cycling. A step of the algorithm can
be described as follows: exhaustively evaluate all of the
current solution’s neighboring points, and select the best
one from amongst those, that is not considered tabu;
move there, and add the new current solution to the tabu
list.

e tabu list contains all solutions that are consid-
ered tabu, and thus avoided as destinations. Solutions
stay there for a period equal to the tabu tenure value,
one of the system’s parameters. In our implementation,
this period is defined as a number of steps carried out by
Tabu Search, and set to 250.

An aspiration criterion was implemented: when in
one step all neighboring solutions are considered tabu,
instead of terminating the search, the tabu status of the
“less” tabu solution is revoked, i.e., the one that has been
tabu for a longer period leaves the tabu list, and Tabu
Search moves to it again.

As neighborhood structure, we consider the 8 pixels
directly adjacent to a given one (all pixels at a Chebychev
distance of 1), eventually discarding from the neighbor-
hood pixels that would fall outside the image. A signif-
icant overlap exists between the pixels in the neighbor-
hoods of consecutive solutions (2 or 4 out of the 8 pix-
els). In our implementation, a data cache keeps track of
all landing sites evaluated in an iteration. By enabling
spatial indexing (efficiently, in terms of time and space
complexity), previously evaluated sites can be retrieved,

and the wasted computation of reevaluations averted.
Still, so as to exert a tight control over the execution’s
computational cost, multiple considerations of the same
site during search all count towards the total budget of
available site evaluations.

3.3 PSO-Tabu

Memetic algorithms are a class of metaheuristics in
which a population-based optimization algorithm is hy-
bridized with a local search procedure. Combining the
global exploratory power of one, with the other’s ca-
pacity for local refinement, this approach has proved to
be extremely successful at solving many complex prob-
lems. For a study on the properties and performance of
memetic algorithms that include PSO in their compo-
sition, see [16].

Having previously successfully applied both PSO and
Tabu Search, in isolation, to the problem of landing site
selection [22], we went on to combine them both into a
memetic algorithm: PSO-Tabu. is algorithm follows
the specification outlined in Section 3.1 for PSO, but
differs in that now one of the particles behaves according
to the Tabu Search specification outlined in Section 3.2.
is tabu-particle has no velocity v⃗i, but it does keep a
memory p⃗i of the best solution it has visited up to that
point.

e tabu-particle is tasked with performing at all
times a local search on the best identified region of
the search space. To that end, the swarm’s topology is
slightly altered: the ring topology described in Section
3.1 is preserved, but additional unidirectional connec-
tions are established from all the remaining particles to-
wards the tabu-particle. at is to say, through its p⃗g

the tabu-particle has at all times knowledge as to the
best solution identified so far in the swarm. Also, solu-
tions it identifies will influence the rest of the swarm’s
dynamics, by way of its p⃗i, as it propagates back through
the ring structure.

A teleportation mechanism enables the tabu-particle
to make use of the information at its disposal: at the
beginning of its update step, the tabu-particle checks
whether a solution has been found in the swarm, that
is better than the best it has previously visited. Should
that be the case, the tabu-particle gets relocated to that
solution, adds it to the tabu list, and then proceeds with
its search from there. No other solutions have their tabu
status affected as a consequence of this relocation, and
should the tabu-particle later move towards a region it
was previously exploring, it will avoid it if its tabus have
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not yet expired.

3.4 Improving optimization in a dynamic and noisy
environment

As the spacecraft descends, the search space for site se-
lection gradually transforms itself, as new surface details
become discernible. Uncertainties in hazard estima-
tion decrease, but are ever present, and need to be han-
dled [12]. e ability to convert between landing sites’
image (2D) and terrain (3D) coordinates enables a map-
ping of alternatives across different iterations (though
with some error), and this feature is then exploited to
enhance the Piloting function’s performance.

e solution implemented in IPSIS generates and
makes use of a memory of distinct high quality alterna-
tives in the search space: 20 sites from amongst the best
found, having distances between themselves exceeding a
parameterized amount, have their ratings tracked across
multiple iterations of the descent (for reasons of com-
putational efficiency, the data cache is reset between it-
erations, and only this smaller memory is carried over).
Because multiple ratings can be averaged for the same
tracked site, some of its ratings’ noise can be canceled.
Different sites will enter and leave this memory during
descent, but by a process that favors the accumulation
of knowledge, over instantaneous overwriting with the
current, potentially over-estimated, best solutions.

At the beginning of each iteration, multiple Steepest
AscentHill-Climbing (SAHC) applications explore the
regions around the current image coordinates of each
tracked alternative. SAHC is a local search method that
at each step evaluates all neighbors to the current solu-
tion, and then deterministically moves to the best one if
its quality exceeds that of the current solution. It uses
here a von Neumann neighborhood, which comprises
the 4 pixels at a Manhattan distance of 1 from a given
pixel. Each SAHC application stops upon locating the
nearest optima, or upon reaching the bounds of the re-
gion defined for that search, which is dynamically sized
so as to match the magnitude of the errors in projec-
tion of coordinates. By climbing the local gradient af-
ter a search space change, this procedure will be either
tracking optima that are changing due to more surface
characteristics becoming visible, or will be repairing the
current image coordinates of the terrain coordinates that
had been stored for the tracked alternative.

Upon completing the reevaluation stage, we have,
with high probability, identified at least one high quality
site in the new search space. Assuming the search algo-

rithm being applied for site selection is one of PSO or
PSO-Tabu, this knowledge is then used in the particles’
initialization stage: a single particle in the swarm will be
initialized not at random, like the remaining particles,
but at the best alternative observed during the reevalu-
ation stage (in the case of PSO-Tabu, the tabu-particle
will be the one thus initialized).

4 Experimental Analysis

is section evaluates the risk to the spacecraft of fail-
ure by the Piloting function in identifying appropriate
landing sites.

A validation campaign was carried out with the goal
of assessing the optimality-efficiency tradeoffs involved
in the transition from an exhaustive to a non-exhaustive
approach to landing site selection. In addition, we ad-
dress the research questions of measuring, for this prob-
lem, the benefits gained by hybridizing the global search
algorithm with a local search one, and by handling the
search problems’ dynamic nature through the incorpo-
ration of a memory mechanism.

4.1 Experimental Design and Setup

Simulated landings were performed on four different
scenarios, depicted in Figure 4. Terrain images were
generated by PANGU [15], a scene generator for in-
terplanetary terrains developed by the University of
Dundee in the frame of an ESA contract. A camera res-
olution of 512 by 512 pixels was used across all scenar-
ios, and the non-exhaustive Site Selection process con-
figured to evaluate only 1% of those pixels per iteration
(2621 candidate landing sites). In our tests, the Piloting
function runs at 1 Hz and there are approximately 40 to
60 iterations in a descent.

Simulations were carried out in open-loop, mean-
ing there was no connection between the output of
HDA and the input of Guidance: the trajectory is pre-
computed and remains fixed throughout the descent¹.
is ensures the search problems encountered by dif-
ferent Piloting configurations at the same point of the
descent on a given scenario always match exactly.

e conducted experiments tested both landing with
no tracking of sites, and with it. e first setup would
not be used in a real setting, but is tested here to as-
sess the mechanism’s contribution to solutions’ quality.

¹For an evaluation of IPSIS in closed-loop simulations, see [1].
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F . Landing scenarios considered in the experiments (camera images at altitudes of approximately 2 km, time of the first call to
the Piloting function). From left to right: craters_dunes, craters_only, mars_01, moon_02

In both setups, constant explicit reevaluation of the lan-
der’s current target was switched off. is way, there is
no bias simplifying the search process at the very first
iteration, and only knowledge acquired during reeval-
uation of tracked sites will end up being used in the
Site Selection process’ initialization stage². Site reeval-
uation, though application of SAHC on a bounded re-
gion around each tracked site, incurs a cost in terms of
site evaluations: some of the total number of evalua-
tions available for the whole Piloting execution is used
up, decreasing the budget available for the Site Selec-
tion process. e conducted experiments sought a bet-
ter understanding of the costs and benefits inherent in
the tracking of alternatives.

At lower altitudes, the terrain area represented by a
pixel becomes smaller than the lander’s area. Evalua-
tion of a landing site’s quality then requires considera-
tion of multiple pixels at once. is is handled in IPSIS
by a Regions Aggregation process: all pixels in a region
matching the lander’s area are evaluated, and their rat-
ings aggregated into a single value [21], which is then
assigned to the alternative represented by the region’s
central pixel. With only 1% of the pixels being evalu-
ated per iteration, the Regions Aggregation process ef-
fectively reduces the number of landing sites that can
be evaluated in iterations at lower altitudes. So as to
provide the Site Selection process with uniform condi-
tions across all iterations in these experiments, the Re-
gions Aggregation process was switched off. All search
problems are then being solved through a number of site
evaluations equal to 1% of the number of pixels. Be-

²In landings where no alternatives are tracked, all particles are ini-
tialized uniformly at random in the multiple search spaces. When
tracking alternatives, one of the particles (the Tabu Search particle, if
PSO-Tabu is being used) is initialized at the coordinates of the best
site identified during the reevaluation stage.

cause at low altitudes a single pixel’s rating might be-
come highly dissociated from the rating of the whole
region centered on it, and erroneously conflicting with
ratings being tracked for the same terrain coordinates
by the Retargeting process, the Piloting function is then
applied in these tests only down to altitudes of approx-
imately 325 m (resulting in 31, 31, 36 and 46 iterations
per landing scenario, respectively). By that point, both
the chosen landing site and its alternatives are consid-
ered to have already been thoroughly mapped, and Pi-
loting gradually drops the role of global exploration for
superior alternatives, to focus exclusively on the moni-
toring for changes in the rating of the lander’s current
target, commanding a retargeting towards one of the
best alternatives it has been tracking should it deem it
appropriate.

In each iteration, landing sites will have ratings rang-
ing in different values, depending on the specific con-
ditions encountered in them. Identifying a landing site
with a rating of 0.6 might in one iteration mean the op-
timal landing site was found, while in some other such
a rating might be very far from optimal. So as to ob-
tain comparable performancemeasures, across iterations
and landing scenarios, “Oracles” were generated for all
search problems on which Piloting was executed. An
Oracle is an exhaustive evaluation of all sites visible in
a given iteration, that is done separately from the pro-
cesses involved in the Piloting function, but using the
data preparation processes defined for it. By computing
the Oracles, two measures can then be used for evaluat-
ing the quality of a site in global terms:

Rank A site’s rank is defined as the number of sites on
the map better than itself. Special handling is re-
quired when assigning ranks to multiple sites hav-
ing the exact same rating. Example: if sorting a
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list of sites’ ratings by decreasing order results in
[0.9, 0.8, 0.8, 0.7], then the corresponding sites are
assigned the ranks [0, 1, 1, 3]. Given the image res-
olution being used (512 by 512 pixels), ranks can
then take values in {0, ..., 5122 − 1};

Normalized Rating Having knowledge of the ratings
of the global best and worst sites, ratings can be
normalized, so that a rating of 1.0 always cor-
responds to the best site(s) and 0.0 to the worst
site(s).

ese two measures provide different insights into
performance. A site may have a very bad rank, and yet
have a normalized rating close to optimal, because all
sites better than it have a very similar rating. Conversely,
sites having bad normalized ratings, and yet good ranks
will be characteristic of search problems where fewer
good solutions exist.

Given the stochastic nature of Particle Swarm Op-
timization, 1000 landings were simulated per scenario.
So as to more accurately pinpoint differences in perfor-
mance to the actual differences between Piloting config-
urations, the same random number generator seeds were
shared across executions tackling the same search prob-
lems³. Aggregation of performance values across Pilot-
ing executions on search problems encountered in the
experiments was achieved through the following mea-
sures:

Optimality Rate (OR): fraction of executions in which
the solution with rank 0 (the global optimum) was
found;

Mean Best Quality (MBQ): average, over the execu-
tions being considered, of the best found solution’s
quality;

Average Evaluations to Optimal (AEO): average
number of site evaluations required in order to
reach the optimal solution (discards executions in
which the optimal was not found);

Worst Case (WC): quality of the best solution found
in the execution where worst performance was ob-
served.

³A matrix of random number generator seeds was defined for the
experiments, having dimensions of 1000 landings× 46 iterations. is
matrix was shared between experiments with different Piloting con-
figurations, and as well between experiments on different landing sce-
narios.

ese are standard performance measures used in the
evolutionary computing literature [9, ch. 14], that are
here slightly renamed for clarity. A fifth measure was
taken, “Average Evaluations to Convergence”, identical
to AEO but averaging over all the considered executions
the number of evaluations required in order to reach the
solution, optimal or not, upon which the algorithm was
then not able to improve on anymore. Its results were
to a large extent identical to those of the AEO mea-
sure, and are therefore ignored here, in favor of the more
widely used AEO measure.

4.2 Results

Tables 1 and 2 present the experimental results evalu-
ating performance of the IPSIS Piloting function, bro-
ken down so as to enable an analysis of the contribution
given by different elements of the architecture. Table 1
compares the performance of PSOboth in isolation, and
when exploiting at every iteration knowledge acquired
in preceding search problems. Table 2 presents match-
ing results, but using instead PSO-Tabu in the Site Se-
lection process. Figures 5, 6 and 7 present the empirical
cumulative distribution functions related to the MBQ
(in terms of rank and normalized rating) andAEOmea-
sures, resulting from the aggregate results of the 1000
landings on the four scenarios, when using the four dif-
ferent Piloting configurations.

Overall, the hybridization of PSO with Tabu Search
improved the OR by approximately 1%. In terms of
solution quality there was little to no improvement, as
can be seen in the overlapping curves in Figures 5 and
6. Looking at Tables 1 and 2, when no alternatives are
tracked, the addition of Tabu Search actually led to a
slight worsening in MBQ rank and WC (the reverse is
observed when alternatives are being tracked; see Fig-
ure 5). Tabu Search’s biggest contribution comes from
the marked improvement in convergence speed, with a
reduction in AEO on the order of 15% fewer site eval-
uations. is all the more clear in Figure 7.

As might be expected, initializing the search for the
best landing site in the presence of a degree of knowl-
edge about the search space’s structure leads to very sig-
nificant gains in performance. Overall, OR increases by
approximately 10%, with a remarkable increase of over
20% seen in the craters_dunes landing scenario (where
AEO more than halves). Convergence speed is equally
greatly improved, with AEO seeing overall a reduction
of approximately 25% in the number of site evaluations
required to find the optimal site.

46 DOI: 10.2420/AF05.2012.39



Real-time planetary landing site selection – a non-exhaustive approach

T . Particle SwarmOptimization performance in multiple landing scenarios (values taken over 1000 descents per scenario; ranks
take values in {0, ..., 5122 − 1}, 0 being optimal, and normalized ratings range in [0, 1], 1 being optimal)

landing
scenario

number of
Piloting
executions

optimality
rate

mean best quality average
evaluations
to optimal

worst case

rank normalized rank normalized
rating rating

No tracking (consecutive search problems during descent are treated independently)

craters_dunes 31000 0.440 3.08± 7.27 0.9897± 0.0146 1361± 599 442 0.9143
craters_only 31000 0.666 0.75± 1.65 0.9975± 0.0050 1104± 505 69 0.9571
mars_01 36000 0.877 0.20± 0.72 0.9998± 0.0006 1089± 479 17 0.9913
moon_02 46000 0.765 0.73± 3.49 0.9994± 0.0016 1250± 528 214 0.9779

aggregate
results 144000 0.702 1.11± 4.13 0.9970± 0.0082 1185± 528 442 0.9143

20 alternatives tracked (the problem’s dynamic nature is exploited)

craters_dunes 31000 0.681 0.65± 1.35 0.9955± 0.0095 587± 754 20 0.9479
craters_only 31000 0.779 0.34± 0.91 0.9987± 0.0038 703± 641 59 0.9571
mars_01 36000 0.887 0.17± 0.62 0.9999± 0.0005 1024± 563 46 0.9913
moon_02 46000 0.806 0.40± 1.15 0.9996± 0.0012 1122± 629 25 0.9879

aggregate
results 144000 0.793 0.38± 1.06 0.9986± 0.0051 907± 675 59 0.9479

T . PSO-Tabu performance in multiple landing scenarios (values taken over 1000 descents per scenario; ranks take values in
{0, ..., 5122 − 1}, 0 being optimal, and normalized ratings range in [0, 1], 1 being optimal)

landing
scenario

number of
Piloting
executions

optimality
rate

mean best quality average
evaluations
to optimal

worst case

rank normalized rank normalized
rating rating

No tracking (consecutive search problems during descent are treated independently)

craters_dunes 31000 0.444 3.25± 8.92 0.9894± 0.0149 1139± 681 442 0.9134
craters_only 31000 0.695 0.75± 1.84 0.9977± 0.0050 941± 614 78 0.9553
mars_01 36000 0.885 0.22± 0.87 0.9999± 0.0006 943± 561 46 0.9895
moon_02 46000 0.779 0.79± 4.06 0.9994± 0.0017 1133± 596 214 0.9779

aggregate
results 144000 0.716 1.17± 4.96 0.9970± 0.0084 1035± 609 442 0.9134

20 alternatives tracked (the problem’s dynamic nature is exploited)

craters_dunes 31000 0.673 0.65± 1.34 0.9953± 0.0097 425± 665 29 0.9479
craters_only 31000 0.824 0.28± 0.82 0.9989± 0.0033 556± 616 32 0.9606
mars_01 36000 0.903 0.15± 0.59 0.9999± 0.0005 860± 614 15 0.9913
moon_02 46000 0.828 0.37± 1.10 0.9997± 0.0011 1001± 669 18 0.9852

aggregate
results 144000 0.812 0.36± 1.02 0.9986± 0.0051 762± 680 32 0.9479

DOI: 10.2420/AF05.2012.39 47



Acta Futura 5 (2012) / 39-52 L.F. Simões et al.

0 10 20 30
site rank

0.7

0.8

0.9

1.0

fr
a
ct

io
n
 o

f 
it

e
ra

ti
o
n
s 

w
it

h
 f

in
a
l 
ra

n
k 

 x

Tracking: 0   − PSO

Tracking: 0   − PSO-Tabu

Tracking: 20 − PSO

Tracking: 20 − PSO-Tabu

F . Rank of the best site identified in each Piloting execu-
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As can be seen in Figure 7, already in the reevalu-
ation stage, within the median of 146 site evaluations
consumed by SAHC, over 20% of Piloting executions
were able to locate the iteration’s optimal site. When
Tabu Search was then put to search locally in the vicin-
ity of the best of the tracked sites, a distinct behavior
was observed, with a significant fraction of Piloting ex-
ecutions being able to locate the optimal site within a
few hundreds of site evaluations. In contrast, PSO takes
longer to make effective use of the same initial infor-
mation, given particles initially have high velocities and
thus overshoot the known good site, in favor of a more
global search.

Figures 5 and 6 show that when using PSO-Tabu,
and the best identified solutions are tracked throughout
the descent, there are negligible chances of a Piloting
execution ending up with solutions that are not amongst
the 10 best, or having normalized ratings worse than
0.96.

4.3 Discussion and new avenues

ough these results are by no means exhaustive, they
show a Piloting function capable of discarding 99% of
the evaluations carried out by exhaustive approaches,
while still identifying solutions of the highest qual-
ity. We have shown this to be the case in four dis-
tinct landing scenarios, posing different challenges to
the non-exhaustive Site Selection process. Even in
craters_dunes, the scenario that posed the greatest chal-
lenge, all measures show the problem solution being
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perfectly approximated, when Piloting is executed mak-
ing use of the local search and memory mechanisms.

Optimality is obviously desired, but there is actually
in this problem a degree of tolerance for sub-optimal
solutions. We envision up to two corrective maneuvers
(retargetings) being performed in a descent (in 2 of the
40 to 60 total iterations). Site Selection’s outputs are
therefore not acted upon at every iteration, but rather
continuously supplied to the Retargeting process, as sets
of high quality landing sites for it to choose from should
at some point in the descent the current target be found
to no longer be suitable. Momentary failures in identi-
fication of the optimal landing site can therefore be tol-
erated, and improved upon in the following iterations,
making this approach all the more suitable.

A possibility for future improvement will be the ad-
dition of mechanisms that explicitly search for distinct
sets of top rated sites [2], as a way to better support the
Retargeting process’ tracking of alternatives. Currently,
these are selected from amongst the sites evaluated in
the search for the optimal landing site.

e great improvements in convergence speed
brought by the mechanisms enhancing the Site Selec-
tion process acquire added relevance in a scenario such as
ours where real-time responsiveness is critical. Should
external factors force the Piloting function to provide a
solution in a shorter amount of time than normal, Tabu
Search and the reevaluation of tracked alternatives will
have enabled this solution to be of a higher quality.

Random-restarts are frequently used in heuristic op-
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timization algorithms, so as to reintroduce lost diversity
when the algorithm has converged on a region of the
search space, and thus increase the likelihood of a su-
perior solution being still found. We currently perform
random-restarts, but synchronously with switches be-
tween descent iterations, and therefore with changes to
the search space. e convergence time measurements
indicate there is room for applying random-restarts also
within the same iteration, possibly leading to yet addi-
tional gains in solution quality. With Tabu Search han-
dling local search around the best found solutions, PSO
can be safely given a more exploratory behavior. e
results obtained with the current experiments could be
used for implementing a restart scheduling strategy hav-
ing optimal expected utility, as described in [10]. Alter-
natively to striving for increasing performance in terms
of solution quality, these results point also to the suit-
ability of increasing performance in terms of computa-
tional cost: the number of pixel evaluations could be
safely reduced by a significant margin, with small degra-
dation to solution quality. Doing so, the Tabu Search
component would be expected to provide a greater con-
tribution to solution quality than it does now. Yet an-
other possibility these results indicate as being feasible,
would be to increase the resolution at which candidate
landing sites are mapped.

F . Hardware test benches. Left: GR-RASTA LEON3
platform. Right: Matrox Iris GT300 camera

5 Hardware Implementation & Profiling

To evaluate the benefits of IPSIS over more classical so-
lutions, software profilingwas done on specific hardware
to measure the execution times.

5.1 Hardware test benches

Two hardware test benches were considered. e first
one is a LEON3 board, supported by ESA and repre-
sentative of future space hardware [7]. e second one
is a commercial off-the-shelf “smart camera” from Ma-
trox.

e GR-RASTA is used as a hardware platform for
the implementation of the LEON3 system together
with IP cores which implement multiple bus interfaces
(Figure 8 left image). e LEON3 core is a 32-bit syn-
thesizable processor core based on the SPARC V8 ar-
chitecture. LEON3 is distributed as part of the GRLIB
IP library, and the library contains LEON3 template
designs for several popular FPGA prototyping boards.
In the test bench, the tested algorithm is coupled with
a real-time operating system (RTOS) which provides
evaluation tools such as a timer for time measurements.

e Matrox Iris GT300 (Figure 8 right image) is a
smart camera with a monochrome 640×480 CCD sen-
sor, 1.6 GHz Intel Atom CPU, 256 MB RAM. It runs
an embedded version of Windows XP. e camera is
plugged to the host machine using an Ethernet link: the
binary can be copied directly onto the 1GB flash disk
and executed.

5.2 Software description

e complete HDA function (Hazard Mapping, Tra-
jectory Planning and Piloting) was executed in open-
loop in two different versions:

• IPSIS, relying on a non-exhaustive search method-
ology where the criteria values are evaluated only at
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explored pixels;

• IVN+, using a more traditional approach where the
criteria values are evaluated for the whole images,
and used as a reference here.

IVN+ is a complete HDA function developed by AS-
TRIUM Space Transportation and implemented in the
ESA “EAGLE” simulator. It is an evolution of the
HDA function that was developed for the ESA IVN
(“Integrated Vision andNavigation”) simulator [23]. Un-
like IPSIS, its Piloting function evaluates exhaustively
all the landing sites visible from the lander at a given
instant.

IPSIS being only the Piloting part of HDA, the
IVN+ Hazard Mapping and Trajectory Planning func-
tions were used for building a complete HDA system, so
that the two solutions could really be compared. When
working together with IVN+, hazard mapping and tra-
jectory planning are executed for all pixels. On the con-
trary, in the IPSIS architecture, the Piloting process be-
comes the director of which pixels to evaluate: the IVN+
Hazard Mapping and Trajectory Planning functions are
then computing their results only at these specific posi-
tions.

e exact same code was compiled on the two hard-
ware test benches. is code was extracted from the
HAL (“Hazard Avoidance and Landing”) simulator, de-
veloped at ASTRIUM Space Transportation, and writ-
ten in C++ with a strict compliance to the ISO standard
to ensure portability.

5.3 Profiling results

e interest of the profiling lies here in the relative ex-
ecution times between IPSIS and IVN+. Absolute exe-
cution times are strongly linked with code optimizations
and with the chosen Hazard Mapping and Trajectory
Planning algorithms, which are not the main aspects of
interest for this study dedicated to the Piloting archi-
tecture. ese absolute execution times are still given as
they can be informative.

We present in Table 3 the average execution time for
one iteration of the HDA. e average is taken over
the whole trajectory from 2 km above ground level to
touchdown (this landing phase lasts for approximatively
60 seconds). HDA frequency was set to 1 Hz, which
means that the measured execution time shall be less
than 1 second for a real-time execution. As before, we
used images of 512 by 512 pixels generated by PANGU.

T . Average execution times per iteration, of the complete
HDA system (Hazard Mapping, Trajectory Planning and Pilot-
ing), on different hardware platforms

Piloting
function used

hardware test bench

LEON3 Matrox Iris GT300 PC
IVN+ 659 s 4.33 s 1.31 s
IPSIS 22 s 0.11 s 0.03 s

IPSIS as
percentage

of IVN+ time
3.3% 2.5% 2.3%

IPSIS speedup
w.r.t. IVN+ 30× 39× 44×

Execution times measured on a desktop PC (Intel Pen-
tium E2200, 2.2 GHz) are also included in the table for
comparison purposes.

When using the new architecture, one can clearly see
the benefits of IPSIS: the total execution time for HDA
is 30 to 44 times less compared to the standard IVN+ so-
lution, depending on the platform. We remind that we
are exploring only 1% of the pixels, so a gain of 100 com-
pared to the old architecture could have been predicted.
However, currently some computations still need to be
done on the whole image on the Hazard Mapping al-
gorithms, like the image reduction for roughness esti-
mation. Also, IPSIS and IVN+ implement different
strategies for evaluating site quality (fuzzy logic and ev-
idence theory, respectively), having different computa-
tional costs per pixel. Finally, though small, the coordi-
nation of which sites to evaluate in the non-exhaustive
approach does incur a computational cost.

ese results show that the HDA system built around
IPSIS is already capable of real-time execution on the
Matrox camera, even when using the IVN+ Hazard
Mapping and Trajectory Planning functions, that are
not optimized at all for real-time processing.

is is not true on the LEON3. Still, it is impor-
tant to note that the LEON3 hardware used in this
study is running on a FPGA at 50 MHz and is thus
not completely representative of the “real” LEON3 per-
formance. Running on an ASIC SCOC3 at 80 MHz
would bring a noticeable performance gain. Optimiza-
tion of Hazard Mapping and Trajectory Planning will
also permit an important gain. If not sufficient, themost
demanding algorithms, like image processing, will have
to be executed on a dedicated hardware accelerator (e.g.
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FPGA).

6 Conclusion

e risk in using a non-exhaustive approach for the se-
lection of landing sites during a descent onto a plane-
tary body lies in the quality of identified solutions that
is traded-off for the achievement of the necessary reduc-
tions in computational cost. Extensive validation exper-
iments comparing executions of the described Site Se-
lection process, with exhaustive evaluations of the same
search spaces, showed it to be capable of consistently
producing solutions of the highest quality, at a frac-
tion of the computational cost. e very worst solu-
tions identified in these experiments still provided ad-
equate landing sites. e combination of the global ex-
ploratory power of Particle Swarm Optimization, with
the improved local search given by Tabu Search, plus
the tracking of multiple sites across the changing search
space, proved crucial in the attainment of these perfor-
mance levels.

e introduction of the new HDA architecture built
around the IPSIS Piloting function shows impressive
performance gains (30 to 44 times faster by comparison
with IVN+) on different hardware platforms. Future
steps include testing IPSIS with other Hazard Mapping
and Trajectory Planning functions optimized for real-
time execution on the LEON3 processor, or selecting
algorithms to be implemented on a dedicated hardware
accelerator, so as to obtain real-time feasibility on hard-
ware likely to be used in future missions.
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Abstract. e paper discusses a novel method-
ology for robust plan execution involving an intel-
ligent agent called Active Supervisor (ActS). ActS
aims at preventing (at least in some cases) the fail-
ure of durative actions by anticipating anomalous
trends of execution and by properly handling them.
To reach this result, ActS needs that the plan to be
executed carries some important pieces of knowl-
edge: besides preconditions and effects, actions
must also be described by intermediate conditions
(i.e., invariant conditions), which must be satis-
fied during the whole execution of durative actions.
is knowledge is used by ActS to detect anoma-
lous situations that may endanger the safeness of
the plan executor. Whenever an anomaly has been
detected, ActS tries to prevent a failure by changing
the execution modality of the current action while
it is still in progress. Preliminary experimental re-
sults, obtained in a simulated space exploration sce-
nario, are reported.

1 Introduction

Planning the activities of a mobile robot is a complex
task which many planners address by means of abstract
models of the real world. In recent years there has been
a substantial amount of work for reducing the gap be-
tween these abstract models and the real world, and in-

*Corresponding author. E-mail: micalizio@di.unito.it

novative planning techniques have been proposed in lit-
erature. Nevertheless, robust plan execution still remains
an open problem when it comes to deal with real-world
environments that are just partially observable and not
completely known in advance.

Some recent methodologies [2, 3, 7] face the problem
of plan execution by establishing a closed loop of con-
trol including (among others) on-line monitoring, which
is responsible for the detection of action failures, and
plan repair, which is typically based on a re-planning
step and it is devoted to restore (if possible) the nom-
inal execution conditions. ese methodologies, how-
ever, are unable to intervene during the execution of an
action as the repair is invoked once an action failure ac-
tually occurs, and hence when the plan execution has
been interrupted.

e space exploration scenario is a good example of
challenging environments where innovative techniques
for assuring robust and safe execution are required. In
space exploration, however, there are many reasons why
it may be difficult to adopt control methodologies just
based on re-planning. First of all, the computational
power onboard a planetary rover is in general insuffi-
cient to solve a complex task such as the synthesis of a
new mission plan. More important, in this scenario a
mission plan is the result of a long process involving a
team of human experts: engineers and scientists have to
cooperate to build a plan which achieves relevant scien-
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tific targets without endangering the rover integrity by
taking into account resource consumption and physical
limits; any change to the mission plan is therefore ne-
gotiated among team members. Since the synthesis of a
mission plan is a complex task, the rover is typically not
allowed to significantly deviate from it; thus, in case of
action failures, the rover can just interrupt the execution
and wait for instructions (i.e., a new mission plan) from
a Ground Control Station (GCS) on Earth.

In this paper we propose to endow the rover with a
controlling agent, called Active Supervisor (ActS), which
aims at avoiding (at least in some cases) the occurrence
of action failures improving the robustness of the plan
execution phase. To reach this goal, ActS is able to adapt
the way in which an action is carried on to the current
contextual conditions; more precisely, each action in the
plan is associated with a set of executionmodalitieswhich,
similarly to [4], represent alternative ways to reach the
action’s effects. Intuitively, an execution modality can
be seen as a specific configuration of the rover’s devices.
When an action is submitted for the execution, ActS is
in charge of establishing, according to the current con-
text [4], the initial execution modality of that action.
Such an initial modality, however, can be adjusted on-
line by ActS while the action is still in progress in order
to adjust the rover’s behavior without interrupting the
execution phase. ActS is a complex system involving a
number of modules; in particular, it exploits a tempo-
ral interpretation module for monitoring the execution
of the mission plan and for detecting potential devia-
tions from the nominal expected behavior over a time
window. When potentially hazardous situations are de-
tected, another module, called Active Controller, can
decide to adjust the current execution modality by tak-
ing into account the suitability of alternative modalities
in alleviating the discrepancy between the actual behav-
ior and the nominal one.

e paper is organized as follows: section 2 describes
a space exploration scenario used to exemplify the pro-
posed approach; section 3 points out how a mission plan
can be enriched to support ActS; section 4 focuses on
ActS and describes both its internal architecture and the
main strategies it follows. Finally, in sections 5 and 6 we
discuss some preliminary experimental results and draw
some conclusions.

2 A Space Exploration Scenario

is section introduces a space exploration scenario
where a planetary rover is in charge of accomplishing
explorative tasks. is scenario presents some interest-
ing and challenging characteristics; the rover, in fact, has
to operate in a hazardous and not fully observable envi-
ronment where a number of unpredictable events may
occur.
In our scenario the rover is provided with a mission
plan covering a number of scientifically interesting sites.
Such a plan requires to navigate from a location to an-
other one, and involves a number of exploratory actions
to be performed once a target has been reached; for in-
stance we consider that the rover can:

- drill the surface of rocks;
- collect soil samples and complete experiments in

search for organic traces;
- take pictures of the sites.

All these actions produce a certain amount of data which
are stored in an on-board memory. Once a communica-
tion window towards Earth becomes available, the ac-
quired data can be uploaded. In this paper, however, we
do not consider the problem of communicating data in
the space scenario, possible solutions tackling it are dis-
cussed in see [8, 10].

Figure 1 sketches an example of daily mission plan
the rover is assigned with [in the map, altitude is rep-
resented in greyscale: white corresponds to the highest
altitude, and black to the lowest]. It is easy to see that
some of the plan actions can be considered as atomic
(e.g., take picture), some others, instead, will take some
time to be completed. For instance, a navigate action
will take several minutes (or hours), and during its exe-
cution the rover moves over a rough terrain with holes,
rocks, slopes. e safeness of the rover could be threat-
ened by too deep holes or too steep slopes as the rover
has some physical limits that cannot be exceeded; when
this happens, the rover is unable to complete the action:
the plan execution phase is stopped and a request for
a recovery plan is sent to Earth. Of course, the rover’s
physical limits are taken into account during the synthe-
sis of the mission plan, and regions presenting potential
threats are excluded a priori.

e safeness of the rover, however, could also be
threatened by terrain characteristics which can hardly be
anticipated. For instance, a terrain full of shallow holes
may cause undesired vibrations that may damage some
rover’s devices when prolonged over time. is kind of
threat is difficult to anticipate from Earth; in fact, satel-
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lite maps cannot capture all terrain details; moreover,
this threat depends on the rover’s contextual conditions
such as its speed.

In the rest of the paper we suggest to endow the rover
with a controlling intelligent agent, called Active Super-
visor (ActS), which has to recognize potential anoma-
lous trends while actions are still under way, and reacts
to them in order to prevent the failure of the actions.
To reach this goal, ActS is able to adjust the current
execution modality of the action in progress so that the
anomalous trend can be compensated and the nomi-
nal behavior is restored. For instance, the navigation
action can be associated with three execution modal-
ities: cruise-speed (the nominal one), high-speed and
reduced-speed. In the following, we will show how the
exploitation of these modalities allows ActS to flexibly
respond to the contextual conditions. On the one hand,
ActS can reduce the rover’s speed in order to mitigate
the harmful effects of a rough terrain; on the other hand,
ActS can restore the cruise-speed (or even set the high-
speed) when the terrain conditions get better.

3 Augmenting theMission Plan

Before discussing the internal architecture of ActS and
how it intervenes during the plan execution phase, it is
essential to introduce the pieces of knowledge ActS re-
quires to carry on its job. e first issue to face is about
the representation of the mission plan. In this paper we
assume that the plan has been synthesized onEarth with
the help of automatic planners under the supervision
of human experts. Since most of the automatic plan-
ners are based on PDDL (Planning Domain Definition
Language which is de facto a standard for the representa-
tion of planning problems and domains), we also adopt
this language to encode the high-level mission plan; in
particular, we first point out advantages and limitations
of PDDL, and then we present a number of extensions
exploited by the active supervision mechanism we pro-
pose.
Durative actions in PDDL As a first approximation
we can assume that the mission plan P assigned to
a planetary rover is modeled as a sequence of actions
P : {a1,a2, . . . ,an}, each of which is an instance of a
PDDL action schema. While some of these actions can
be assumed instantaneous (e.g., taking a picture), some
others are indeed durative actions (e.g., navigating along
a path), supported by PDDL since version 2.1 [6]. Be-
sides preconditions and effects, a durative action is also

modeled in PDDL2.1 by a set of invariant conditions,
which are required to hold over the time interval be-
tween the start and the end of the action. While this
extension is adequate to solve a planning problem when
actions cannot be assumed atomic, it is not sufficient to
support our goal of detecting anomalous trends of exe-
cutions; let us consider the following example.

Figure 2 shows a possible template for the nav-
igate action in our space exploration scenario. In
this case, the condition clause encodes the physical
limits within which the rover’s behavior is considered
safe while a navigate action is in progress. Let us sup-
pose that two parameters are essential for the safeness
of a navigate action: roll and pitch. When either
the absolute, or the derivate value of one of these two
parameters exceeds a predefined threshold, the navigate
action must be considered failed. In that case, ActS
aborts the action in order to prevent further damages.

From the previous example it is apparent that an
invariant condition is a Boolean statement, and repre-
sents a failure situation. When it is violated at some
step of execution, it is too late for intervening: the plan
execution phase must be interrupted and a new plan
must be requested from Earth. On the contrary, we
aim at preventing the occurrence of action failures by
anticipating the violation of invariant conditions during
the action execution. To do so we need some further
pieces of knowledge associated with each action in the
mission plan.
Execution Modalities e first extension we propose
is to associate each action instance a ∈ P with a set of
execution modalities. Intuitively, an execution modality
can be seen as a specific configuration of parameters or
devices that has an impact on the current behavior of
the rover. In other words, given the set of modalities
mods(a) associated with a, each execution modality
m ∈ mods(a) represents a possible way to reach the
action’s nominal effects eff(a).

For instance, the navigate action can be
associated with three alternative modalities:
mods(navigate)={cruise-speed, reduced-speed,
high-speed}; cruises-speed is the nominal speed of the
rover, while reduced-speed and high-speed are alternative
modalities obtained by decreasing and increasing,
respectively, the nominal speed.

is means that, during the execution of a navigate
action, ActS can adjust the rover’s velocity; this is
important as the derivate values of roll and pitch
will strongly depend on the actual speed of the rover; by
tuning the speed parameter, ActS can therefore prevent
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An istance of daily mission plan:
- navigate(Start,A);
- drill(A); navigate(A,B);
- take-picture(B);
- navigate(B,C); drill(C);
- take-picture(C);
- navigate(C,D);
- communicate(D).
Capital letters A, B, C, D denote the sites the rover has to visit. Each
site is tagged with the actions to be performed when the site has been
reached: DRILL refers to the drill action, TP to take picture, and
COM to data transmission. More actions can be done at the same site,
see for instance target C. e black line connecting two targets is the
route, predicted during a path planning phase, the rover should follow
during a navigate action.

F . An example of daily mission plan.

(:durative-action navigate
parameters : (?r - rover ?y - site ?z - site)
duration : (= ?duration navigation-time ?z ?p)
condition : (and(at start(at ?r ?y)

(over all (and(6 (pitch-derivate ?r) 5)
(6 (roll-derivate ?r) 5)
(6 (pitch ?r) 30)
(6 (roll ?r) 30))))

effect :(and(at start(not (at ?r ?y)))
(at end(at ?r ?z)))

F . An example of durative action

a failure of a navigate action.
Temporal Patterns of Behavior To prevent the occur-
rence of an action failure, it is essential to recognize
anomalous trends of execution while the action is still in
progress. Each action is therefore associated with a set
of temporal patterns, each of which describes a sequence
of events that should, or should not, occur during the
nominal execution of an action. In this paper we advo-
cate the adoption of the chronicles formalism [5] for en-
coding these temporal patterns. Intuitively, a chronicle
is a set of events linked with each other by temporal con-
straints. Since they allow to model the behavior of dy-
namic systems over time, chronicles have been success-
fully exploited for of real-timemonitoring and diagnosis
of Discrete Event Systems (DES), even of large dimen-
sions as telecommunication networks (see e.g., [11]).

In our case, the events that we want to capture within
a chronicle correspond to relevant changes in the status
of the rover which indicate potentially anomalous be-
haviors. ese events may depend both on the activities
carried on by the rover itself, and on the contextual con-
ditions of the environment where the rover is operating.
us, each durative action a ∈ P is also associated with
a set chrons(a) = {chr1, chr2, . . . , chrm} of chron-
icles, where each chri represents a trend of execution,
either nominal or anomalous, that is relevant for recog-
nizing what is happening during the execution of action
a.

Figures 3 and 4 show two examples of chronicle as-
sociated with a navigate action. e first chronicle in-
dentifies a potentially hazardous terrain. is chronicle
is recognized when at least N severe-hazard events have
been detected within an interval ofW time instants. e
basic idea is that the safeness of the rover may be endan-
gered when it moves at a high speed along a too rough
terrain; this kind of threat can be captured by detecting
hazardous variations of the roll and pitch parameters in
a short time window. e second chronicle recognizes
a plain terrain when for a period of at least N time in-
stants the rover status remains nominal.

It is important to note that, to keep the definition of
chronicles a simple task, they mention high-level events
such as medium-hazard and no-hazard; these events re-
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chronicle hazardous-terrain {
event(medium-hazard[pitch, roll], t1 )
event(medium-hazard[pitch, roll], t2 )
event(severe-hazard[pitch, roll], t3)
t1<t2<t3 ; t2-t1<W1 ; t3-t2<W1
when recognized { emit
event(hazardous-terrain[pitch,roll],t)} }

F . A chronicle recognizing a hazardous terrain.

chronicle plain-terrain {
occurs( (N, +oo), no-hazard[pitch, roll], (t, t+W) )
when recognized {
emit event(plain-terrain[pitch,roll],t);

} }

F . A chronicle recognizing a plain terrain.

sult from an interpretation process over the rover’s status
variables. In particular, it is easy to see that, since the ex-
ecution of a navigate action is aborted when the rover’s
roll and pitch exceed predefined thresholds, these two
parameters play an important role during the process of
generating the high-level events mentioned within the
chronicles in chrons(navigate). We will describe
the interpretation process in the next section.
Execution Trajectories e last extension we introduce
can be seen as a more fine-grained action model than a
PDDL2.1 action schema. In the PDDL2.1 model, in
fact, one just specifies (propositional) preconditions and
effects, but there may be different ways to achieve the
expected effects from the given preconditions. For in-
stance, the model for action navigate(A,B) just spec-
ifies that: 1) the rover must be initially located in A and
2) the rover, after the completion of the navigate action,
will eventually be located in B; but nothing is specified
about the intermediate rover positions betweenA andB.
is lack of knowledge may be an issue when we con-
sider the problem of plan executionmonitoring. For this
reason, we allow to associate a durative action a with a
parameter trj(a), that specifies a trajectory of nominal
rover states. More formally, trj(a)={s0, . . . , sn}, where
si (i : 0..n) are, possibly partial, rover states at differ-
ent steps of execution of a. We just require that both
s0 ⊢ pre(a) and sn ⊢ eff(a) must hold. erefore,
trj(a) represents how the rover status should evolve
over time while it is performing a.

For instance, the trajectory of a navigate action main-
tains a sequence of waypoints, sketching the route the
rover has to follow, which can be determined after a path
planning process.

An execution trajectory can be very useful to deter-
mine deviations from the nominal execution that can-
not easily detected by means of chronicles. For instance,
it may happen that the rover is diverging from its tar-
get; however, since it is moving on a plain terrain, no
erroneous chronicle is recognized as the rover is not en-
dangered. Having an execution trajectory, in this case,
could help ActS in deciding whether a deviation from
the ideal path is the signal that something wrong has
occurred.

Since it is not always possible to anticipate a possible
trajectory for a given action, we consider an execution
trajectory as an optional extension: if it is not available,
ActS will just rely on chronicles and modalities.

4 Active Supervisor

In this section we present our Active Supervisor (ActS);
in particular, we describe both its internal architecture
and the algorithms which are at the basis of its infer-
ences.

4.1 ActS’s Architecture

Let us start with the ActS’s internal architecture showed
in Figure 5. ActS is a deliberative agent which directly
interacts with the rover’s Functional Layer (FL) (see
e.g., [1, 4]). Since we want to emphasize the role of
ActS in preventing action failures, in this paper we as-
sume that ActS is not endowed with the ability of ( re-
) planning; therefore, the mission plan, augmented with
the three extensions discussed above, must be an input
from Earth.
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F . ActS: internal architecture.

e deliberative capabilities of ActS mainly regard the
actual execution of the mission plan: ActS has to decide
the initial execution modality of each action included
in the plan and, once the action has been submitted to
the FL, it is in charge to correct such a modality when
observations from the environment suggest that some-
thing wrong is occurring.

e internal architecture of ActS involves a number
of modules:

- e Status Estimator (SE) gets, at each time t, the
raw data provided by the FL and produces an in-
ternal representation of the current rover’s status.
e result of the SE can be thought of as an array
statust of status variables representing a rover’s
snapshot at time t. e SE can carry out quali-
tative abstractions of the collected data, therefore
each variable v ∈ statust is set to a specific value
which may be either a quantitative or qualitative.
e internal status statust produced by the SE
is made available to the Plan Executor and to the
Status Interpreter - two other modules of ActS.

- e Plan Executor (PE) is responsible for the ac-
tual execution of the actions in the given mission
plan. is means that the PE must be able to
determine: firstly, whether the current action to
perform can be submitted for execution to the FL
(i.e., when the action preconditions are satisfied in
statust), and secondly, when an action has been
carried out successfully. Whenever the PE de-

tects an anomalous condition (e.g., an action takes
longer than expected) it aborts the execution (by
sending an appropriate abort command to the FL)
and asks for a new repair plan.

- eKnowledge-Base (KB) maintains the pieces of
knowledge exploited by ActS for detecting anoma-
lous trends and for compensating them by tuning
the execution modality of the current action. In
particular, for each action type type, the KB main-
tains the set of execution modalities mods(type)
and chronicles chrons(type) associated with it.
Moreover, the KB includes a set of interpretative
rules that help the Status Interpreter in its job (see
later).

- e Status Interpreter (SI) has to generate the in-
ternal, high-level events that are mentioned within
the chronicles. It exploits a set of interpretative
rules associated with the current action. ese
interpretative rules have the form Boolean condition
→ internal event. e Boolean condition is built
upon three basic types of atoms: status variables
xi, status variable derivates δ(xi), and abstraction
operators qAbs(xi, [tl, tu]) → qVals which
map the array of values assumed by xi over the
time interval [tl, tu] into a set of qualitative values
qVals = {qval1, . . . ,qvalm}. For example, the
following interpretative rules:
(δ(roll) > limitsroll∨

δ(pitch) > limitspitch)
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→ severe-hazard(roll,pitch)
are used to generate a severe-hazard event
whenever the derivate value of either roll or pitch
exceeds predefined thresholds in the current rover
status.
Another example is the rule:
attitude(roll, [tcurrent − ∆, tcurrent]) =

nominal ∧
attitude(pitch, [tcurrent − ∆, tcurrent])=

nominal
→ safe(roll,pitch)

where attitude is an operator which abstracts the
last ∆ values of either roll or pitch (the only two
variables for which this operator is defined) over
the set {nominal, border, non-nominal}.

- e Temporal Reasoner (TR) is essentially a
Chronicle Recognition System (CRS) similar to
the one proposed by Dusson in [5]. It is responsi-
ble for triggering the Active Controller once a new
chronicle has been recognized.

- e Active Controller (AC) accomplishes two im-
portant activities. First, it selects an execution
modality to be issued towards the FL. In principle,
such a selection should correct the current robot’s
behavior smoothly; that is, on one side, the AC’s
strategy should not be too reactive in order to avoid
abrupt changes in the robot’s behavior which may
be as dangerous as the threat to face; on the other
side, the AC should be able to restore the nom-
inal execution modalities when it is reasonable to
presume that no menace is expected in the near fu-
ture. Second, the AC updates some parameters of
the current action according the execution modali-
ties it emits. For instance, when a navigation action
is slowed down, it will take more time to be com-
pleted, this extra time must be taken into account
by the PE during its job.

4.2 Algorithms

In the previous subsection we have introduced the main
modules of ActS; in this subsectionwe discuss how these
modules are actually integrated with one another to pro-
vide the supervision service ActS is responsible for. In
particular, we describe two main phases: one regarding
the high-level control loop (which determines when a
new action can be submitted for the execution or when

an action in progress must be aborted), and one regard-
ing the active monitoring process, which is in charge of
tuning the execution modality of the action currently in
execution.

e main control strategy is sketched in Figure 6. As
said above, this is the main control loop through which
the execution of the mission plan is supervised. In par-
ticular, such a loop iterates over the time and involves
two steps: 1) the selection of a new action to be sub-
mitted, and 2) the supervision of a (durative) action in
execution.

e first phase (lines 06 through 11) is activated
whenever the current action a becomes null; this means
that the previous action has been successfully carried out
(lines 16 and 17) and a new action has to be executed.
us, the next action in the plan is extracted and its pre-
conditions are assessed against statust (i.e., the current
status estimated by the SE). If the action preconditions
are not satisfied, the action is not executable; since ActS
is not endowed with replanning capabilities, it responds
to the anomalous situation by stopping the plan execu-
tion phase and by asking Earth for a new mission plan.
On the contrary, if the action is executable in statust,
ActS has to decide the initial execution modality of a
according to its action type and to the contextual con-
ditions encoded by statust (this step is similar to the
“context aware” modality selection in [4]). Note that
ActS selects the initial execution modality for durative
as well as atomic actions; of course, while ActS has also
to adjust the modality of durative actions while they are
in progress (second phase, see below), the granularity
of atomic actions does not require further adjustments
once they are sent for execution.

e second control phase (lines 12 through 19) is
activated whenever a durative action is in progress. In
this phase, ActS first looks for deviations between the
nominal evolution of the action and the actual one. To
this end, it checks three conditions: 1) assesses whether
some invariant conditions associated with the action
have been violated in statust; 2) establishes the cur-
rent duration of the action and compares it with the es-
timated one; 3) estimates the current execution trajec-
tory and evaluates how far it deviates from the nominal
one. If at least one of these three conditions is violated,
ActS sends an abort command to the FL, interrupting
the current action, and asks Earth for a new plan (line
14). On the contrary, no violation has been detected,
and ActS assesses whether the action has reached its ex-
pected effects. is is done by comparing the nomi-
nal effects with the status estimation statust: if they
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ActS::MainStrategy(P)
01 t←0
02 a←null
03while there are actions in P to be performed
04 rdatat ← getRawDataFromFL(t)
05 statust ← StatusEstimator(rdatat)
06 if (a is null) // an actiona has to be selected
07 a←getNextAction(P)
08 if checkPreconditions(pre(a), statust) = not satisfied
09 ask for replanning and exit
10 currentmod(a)←selInitMod (status, acttype(a))
11 submit a to FL with modality currentmod(a)
12 else
13 if (checkInvariants(inv(a), statust) = violation) ∨

(actualDuration(a) > duration(a)) ∨
(trajectoryDeviations(trj(a), statust)=relevant)

14 send abort to FL
15 ask for replanning and exit
16 if hold(eff(a), statust) //a is completed with success
17 a← null
18 else
19 ActiveMonitoring(a,t,statust,currentmoda)
20 t← t+ 1

F . e Plan Executor’s high-level control strategy.

ActS::ActiveMonitoring(a, t, statust,currentmod(a))
H← append(H, statust)
rules(a)← get-interpretative-rules(KB, acttype(a))
eventst ← StatusInterpreter(H, rules(a))
RC← ∅
chronicles(a)← get-chronicles(KB, acttype(a))
for each event et ∈ eventst

chr(a)← get-relevant-chronicle(et, chronicles(a))
if TemporalReasoner(chr(a), et) emits recognized

RC← RC∪ {chr(a)}
if RC ̸= ∅

mods(a)←get-execution-modalities(KB,acttype(a),RC)
newmod←ActiveCntr(RC,mods(a),currentmod(a))
currentmod(a)← newmod
submit currentmoda to FL

F . e strategy for the active monitoring.

match, the action is completed (line 16) and the action
pointer a is set to null so that the first phase is activated
again.

When an action is neither aborted nor finished, it is
still in progress; in that case ActS is in charge of tuning
the execution modality of the action according to the
potential anomalous trends that are recognized; this task
is carried out by the ActiveMonitoring pseudo-function
sketched in Figure 7.

e purpose of ActiveMonitoring is to emit (when
necessary) an execution modality towards the FL so that
the trend of the current action can be corrected. is
result is obtained by the cooperation of three modules
of ActS: Status Interpreter (SI), Temporal Reasoner (TR)
and Active Controller (AC); the pseudo-code in Figure 7
describes how these modules are actually integrated.
Since the TR is based on chronicles, the first step

to accomplish requires the generation of the internal
events that, mentioned within the chronicles, will
be consumed by TR. is task is up to the SI, which
exploits a history of rover’s past states together with a set
of interpretative rules in order to synthesize the internal
events representing relevant changes in the rover status
(see the first three lines): eventst is the set of internal
events generated by the SI at each time t. Each event
et ∈ eventst is subsequently sent to the TR. For
simplicity, in our approach we assume that each event
et can be consumed by exactly one active chronicle chr;
the function get-relevant-chronicle in Figure 7 selects
such a chronicle from chronicles(a) so that the TR
receives in input just the event et which influences that
chronicle. By consuming the events it receives from
the SI, the TR will eventually recognize a chronicle
chra. In general, more chronicles can be recognized
simultaneously, so all the chronicles recognized at
time t are collected into the set RC, which becomes
the input for the AC as well as the current execution
modality. is last module has the responsibility of
updating the current execution modality from the set of
possibilities mods(a); the new modality will then be
emitted towards the FL. In our current and preliminary
solution, the AC receives just one chronicle at a time
and matches that chronicle with a specific execution
modality by exploiting a predefined set of rules.

4.3 Running example

To show the effectiveness of ActS, in this subsection we
compare the execution of the rover’s mission plan (intro-
duced in section 2) focusing on a specific navigate action
- navigate(A,B) - in two different situations: first
when ActS is off, so no execution modality is adjusted
on-line; second when ActS is on and is in charge of ad-
justing the execution modality of durative actions while
they are in progress. Of course, in both situations the
violation of invariant conditions causes the abortion of
the current action. Figure 8 plots the derivate value of
the roll parameter over the time, while the navigate ac-
tion is in progress in the two situations: when ActS if off
(above) andwhenActS is on (below). It is apparent that,
when ActS is off, the execution of the navigate action is
stopped after a number of time instants (in our experi-
ments we sampled the rover’s status every second). is
happens because of the violation of the invariant condi-
tions associated to the navigate, which require that the
derivate value of the roll parameter must be below 5 de-
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grees. On the contrary, when ActS is on, the navigate
action can be carried out successfully; in fact, ActS rec-
ognizes a chronicle hazardous-terrain, and in-
tervenes at time instant 87 by setting the action modal-
ity to reduced speed : such a change has a positive effect
on the roll derivate, which does not exceed the thresh-
old, and therefore the navigate can go on until the final
target (B) is reached. ¹

F . e derivate of the roll parameter during action nav-
igate(A, B): when ActS is off (above) and when ActS is on
(below).

5 Experimental Results

eexperimental scenarioActS has undergone to a first
validation by using as test bed the space exploration
scenario previously introduced. e planetary environ-
ment has been represented as a Digital Elevation Model
(DEM); we assumed that an initial DEM Dinit (pre-
sumably computed from satellites images), is available,
and is used for implementing and experimenting a set
of rover’s missions. In particular, by taking into ac-
count the terrain’s characteristics, we have subdivided
the rover’s missions into two classes: easy and difficult.
Note that the planning phase verifies the feasibility of
each navigate action by invoking a path planner that,
relying on Dinit, assesses the validity of the invariant
conditions associated with this action type (see Figure 2)

¹For the sake of discussion we only consider the roll parameter;
however, the interpretation rules used to generate the internal events
actually take into account a subset of parameters .

and provides also a trajectory in terms of way points.
Since Dinit is just an approximation of the real ter-

rain, the actual execution of a mission plan may be af-
fected by unexpected environmental conditions. For
simulating the discrepancies betweenDinit and the real
terrain, we have altered the original DEM by adding a
random noise on the altitude of each cell. In our experi-
ments, we have considered 6 noise degrees: from 10 cm
to 15 cm, and for each of them we have generated 320
cases: 160 for the easy class and 160 for the difficult one.

Altogether, in our experiments we have considered up
to 1920 navigate actions differing with one another for
their starting and ending points, and their length.

To prove the effectiveness of our control architecture,
we have simulated the execution of both easy and dif-
ficult cases in each noised DEM comparing the rover’s
behavior both when ActS is off and when ActS is on.
A simplified simulator of the FL has been implemented
in order to generate with a frequency of 1Hz the set of
raw data. For measuring the robustness of the plan ex-
ecution and for providing some insights about the abil-
ity of ActS in tolerating variations in the DEM, we are
reporting data about three main parameters concerning
the execution of the navigate actions:
1) the percentage of navigate actions that were com-
pleted successfully.
2) the percentage of path actually covered by the rover
with respect to the estimated trajectory.
3) e percentage of steps the navigation has been per-
formed in the slowdown modality w.r.t. the number of
steps in the estimated trajectory. (is datum is mean-
ingful just when Acts is on.)
Figure 9 summarizes the results of the tests. e graphs
show the average values for the class of difficult cases
(solid line), and for the class of the easy ones (dashed
line). Each bullet corresponds to the average value of
160 navigations; squares denote the responses when
ActS is off, triangles denote the responses when ActS
is on. It is easy to see that ActS-on always provides bet-
ter results than ActS-off as concerns both the percentage
of success and the progress. As expected, in the difficult
cases, the gains are significant even for small DEM de-
viations, whereas in the easy ones, the gain becomes rel-
evant when map deviations are more significant. e
results also show that the ActS is quite powerful but
cannot avoid failures when the noise degree grows too
much.

A final remark concerns the cost of ActS: while the
computational cost is negligible, there is an impact on
the actual execution that we estimate as the percentage
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F . Experimental results.

of steps performed in the reduced-speed modality (see
Figure 9.c): this percentage is proportional to the noise
degree and represents and measure of the difficulty of
completing the navigation.
Implementation. To implement ActS we have used
PLEXIL and its environment (theUniversal Executive).
PLEXIL is a light weight [PLEXIL has been designed
for very low performance systems, and it has been suc-
cessfully tested on a VxWorks OS (see [13])] but pow-
erful language developed by the NASA [12] [PLEXIL
is downloadable at http://plexil.wiki.sourceforge.net],
which provides a useful event driven framework sup-
porting concurrent tasks. While PLEXIL has been ex-
ploited for the realization of the control strategies de-
picted in figures 6 and 7 (and hence for the coordination
of the different internal modules of ActS), each internal
module has been developed as a single piece of software
in Java or in C++. e experiments have run on a laptop
Intel Core2 2.16 GHz, 2 GB RAM.

6 Discussion and Conclusions

e paper has addressed the problem of robust plan
execution when the environment may (slightly) differ
from the one known (or assumed) during the planning
phase and unexpected contingencies may arise. Previous
works in literature have faced this problem by endow-
ing the plan executor (i.e., a planetary rover in our case
study) with some form of autonomous behavior. For
instance, the control architectures discussed in [1, 4, 9]
support the robot’s autonomy by means of three layers
of control: the highest one is devoted to the decisional
aspects and it is typically based on one (or even more)
(re)planning module(s). Recent works on planning un-

der uncertainty have faced the problem of recovering
from an action failure by synthesizing a repairing plan
on the fly (e.g., see [7, 3, 2]). ese approaches, how-
ever, have been designed to intervene only after a failure
has occurred, and therefore when the plan execution has
been interrupted.

In this paper we have tackled the robust plan exe-
cution problem from a different perspective. Rather
than activating a re-planning phase after the detection
of an action failure, we have proposed to endow the
rover with an intelligent controller, called Active Super-
visor (ActS), whose aim is to prevent action failures. In
particular, we have discussed both the internal architec-
ture of ActS and its main strategies. Moreover, in or-
der to reach the goal of preventing failures, we have also
discussed and motivated the necessity of augmenting a
mission plan with further pieces of knowledge. Two ex-
tensions play a central role. First, the set of temporal
patterns that are relevant for a given action type. ese
patterns describe the rover’s behavior during the execu-
tion of a (durative) action and are used by ActS to iden-
tify anomalous trends. In the paper we have adopted
the formalism of chronicles [5] to encode temporal pat-
terns as it represents a viable and efficient solution to
the problem of interpreting online the raw data coming
from the environment, and hence reasoning about the
environment in more abstract terms.

e second extension is about execution modalities,
which associated with each action type, represent at an
abstract level how ActS can intervene during the execu-
tion of an action. Different execution modalities corre-
spond to different rover’s settings, and hence to different
evolutions of the action in progress. ActS can therefore
decide to change the current execution modality of an
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action in order to compensate an anomalous trend. e
adoption of execution modalities is not completely new,
also in [4] the authors suggest a methodology for ad-
justing the way in which an action is carried on depend-
ing on the rover’s current context. However, their con-
text is just a snapshot of the rover’s status plus the status
of environment surrounding the rover. Conversely, by
means of the chronicle formalism, we are able to deal
with a “temporal” context; which is much more infor-
mative than a single snapshot and allows us to predict
with a higher confidence how the context will evolve in
the immediate future. As a consequence, we can antic-
ipate the change of modality.
As future work we intend to improve the ActS agent
in two ways. First, ActS has to be more flexible in the
selection of new execution modalities. In the current
implementation, the selection of a new modality is up
to the Active Controller, which exploits a set of pre-
defined (and static) rules; to make this selection more
flexible, also the changes made in the recent past should
be considered.

Second, ActS has to change an execution modality
not only on the basis of the safeness of the action cur-
rently in progress, but also on the basis of global con-
straints associated with the plan. For instance, in the
hypothesis that some mission goals have to be reached
within a time deadline, ActS has to estimate whether
the deadline can be met, and in the negative case ActS
can decide to increase the rover’s speed.
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Abstract. is paper introduces a new hybrid hi-
erarchical cellular genetic algorithm (HH-cGA) to
find a new state-of-the-art result for the Cassini2
global trajectory optimization problem. In order to
obtain an accurate and reliable algorithm, extensive
experiments were carried out to find an appropri-
ate configuration for the recombination, mutation,
and local search operators. As a consequence, a
new best known solution was found for this prob-
lem with the proposed HH-cGA, and with 25 less
computational needs with respect to the reference
algorithm.

1 Introduction

In the last twenty years, aerospace engineers have used
the benefit of formulating complex interplanetary tra-
jectory design problems as global optimization prob-
lems. Nowadays, the objective of trajectory design is
not only to find one solution, but also to look for the best
solution in terms of propellant consumption while still

*Corresponding author. E-mail: gregoire.danoy@uni.lu
†E-mail: bernabe.dorronsoro@uni.lu
‡E-mail: pascal.bouvry@uni.lu

achieving the mission goal. e most realistic Global
Trajectory Optimization Problems (GTOP) are Multi-
ple Gravity Assist missions with the possibility of us-
ing Deep Space Maneuver (MGADSM). e space-
craft can use its engines to correct its trajectory for
an optimized fly-by that will be worth the propellant
spent. Solutions to such realistic problems are suitable
to perform preliminary quantitative calculation for real
spacemissions, but they imply the optimization of high-
dimensional continuous problems with a large number
of local minima.

In this paper we propose a new Hybrid Hierarchi-
cal cellular Genetic Algorithm (HH-cGA) hybridized
with a local search algorithm, i.e. the Nelder Mead
simplex [17], to tackle one MGADSM problem pro-
posed by the European Space Agency (ESA), namely
the Cassini2 problem. An analysis on the improve-
ment brought by the Nelder Mead simplex is conducted
and followed by an analysis of an extensive number of
crossover and mutation operators combinations, since
parameter tuning has a strong impact on Evolutionary
Algorithms (EAs) performance [8]. Using the defined
parameter setting, the HH-cGA is intensively run on
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Cassini2 to improve the current state-of-the-art result.
is paper is organized as follows. e next section

briefly presents some related work on EAs applied to
space trajectory optimization problems. Section 3 then
provides a description of the Cassini2 problem. e
proposed HH-cGA is detailed in section 4, followed in
section 5 by the experiments results analysis. Finally the
last section contains our conclusions and perspectives.

2 RelatedWork

Evolutionary Algorithms (EAs) are metaheuristics that
proved to efficiently tackle combinatorial and contin-
uous hard optimization problems. As a consequence,
they have already been considered for space trajectory
optimization, initially applying Genetic Algorithms
(GAs) combined with gradient-based methods [10].
More recently, Kim in [12] and Abdelkhalik in [2] used
GAs for N-impulse orbit transfer problems. Meta-
heuristics hybridization has also been proposed by Sen-
tinella et al., first with combining Differential Evolution
(DE) with GAs [20] and later extended with Particle
Swarm Optimization (PSO) [18].

In this work, we focus on the Cassini2 problem pro-
posed by the ESA ACT (Advanced Concepts Team) as
part of their benchmark suite. Such impulsive inter-
planetary trajectory optimization problems have been
recently tackled in the literature. e initial best re-
sult was provided by Vinko et al. in [22] with a DE
algorithm. Various algorithms have then been used, the
best performing ones being listed in the ESAACTweb-
site [1]. Some other approaches were also recently in-
vestigated, such as hyper heuristics proposed by Biazzini
in [5] or inflationary DE by Vasile et al. [21]. However
the current best known solution to the Cassini2 problem
remains the one obtained by the Mixed Integer Dis-
tributed Ant Colony Optimization (MIDACO) [19]
which took 50 days to be obtained on a single core.

3 Cassini2 - Global Trajectory
Optimization Problem

Cassini2 is a MGADSM problem related to the Cassini
spacecraft trajectory design problem. A MGADSM
problem represents the interplanetary trajectory of a
chemical propelled spacecraft capable of thrusting its
engine once at any time during each trajectory leg. Each
trajectory leg is described by several variables which in-
crease the problem’s dimensionality compared to a sim-
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F . Cassini’s interplanetary trajectory.

pleMGAproblem. MGADSMproblems are also char-
acterized by a large number of local minima, which
make the detection of the global optimum even more
difficult.

A MGADSM problem can be resumed as finding
x ∈ Rn minimizing f(x) and subject to g(x), where x is
the decision vector, f is the objective function measuring
the total fuel consumption and g are problem dependent
non-linear constraints. Given a trajectory including N
planets, a solution vector is :

x = [t0,V0,α0,β0,η1, T1, rp2,bincl2 ,
η2, T2, ..., rpN−1 ,binclN−1 ,ηN−1, Tn−1] ,

(1)

where t0 is the departure date, [V0,α0,β0] is the initial
hyperbolic velocity, bincln and rpn provide the n-th
swing-by conditions, and Tn is the transfer time for each
leg.

e trajectory is first integrated with the initial ve-
locity V0 from t0 to η1T1. en each trajectory leg is
made of two conic arcs. e first arc is given by the
outgoing conditions of the swing-byes. is provides
the spacecraft position and velocity before applying the
DSM which is the start of the second arc (solution of
a Lambert’s problem). e maneuver velocity change
∆vi is obtained by subtracting the change of velocity
between the resulting velocity and the Lambert’s prob-
lem.

It is then possible to evaluate the function f:

f(x) = v0(x) +

n∑
i=1

∆vi(x) + ∆vf(x) (2)

where vi is the change in velocity implied by the DSM

66 DOI: 10.2420/AF05.2012.65



New state-of-the-art results for Cassini2 global trajectory optimization problem

in the ith leg, and vf is the maneuver required to place
the spacecraft into the final orbit.

In this work, we have been focusing on the Cassini2
problem which mission objective is to reach Saturn and
to be captured by its gravity into an orbit with a peri-
center radius rp = 108950 km, and eccentricity e = 0.98.
e planetary fly-by sequence targeted is Earth-Venus-
Venus-Earth-Jupiter-Saturn (similar to the one used by
the Cassini spacecraft). e dimensionality of the prob-
lem is 22 variables and the search space is defined in the
interval presented in Table 1. No other constraints are
considered.

e best known result for Cassini2 ob-
tained with MIDACO is f(x) = 8.383184
kg km/sec, with x=[-779.629801566988,
3.265804135361, 0.528440291493, 0.382390419772,
167.937610148996, 424.032204472497,
53.304869390732, 589.767895836123,
2199.961911685212, 0.772877728290,
0.531757418755, 0.010789195916,0.167388829033,
0.010425709182, 1.358596310427, 1.050001151443,
1.306852313623, 69.813404643644, -
1.593310577644, -1.959572311812, -
1.554796022348, -1.513432303179].

T . Cassini2 variables bounds.
State Variable LB UB Units
x(1) t0 -1000 0 MJD2000
x(2) V0 3 5 km/sec
x(3) α0 0 1 n/a
x(4) β0 0 1 n/a
x(5) T1 100 400 days
x(6) T2 100 500 days
x(7) T3 30 300 days
x(8) T4 400 1600 days
x(9) T5 800 2200 days
x(10) η1 0.01 0.9 n/a
x(11) η2 0.01 0.9 n/a
x(12) η3 0.01 0.9 n/a
x(13) η4 0.01 0.9 n/a
x(14) η5 0.01 0.9 n/a
x(15) rp1 1.05 6 n/a
x(16) rp2 1.05 6 n/a
x(17) rp3 1.15 6.5 n/a
x(18) rp4 1.7 291 n/a
x(19) bincl1 -π π rad
x(20) bincl2 -π π rad
x(21) bincl3 -π π rad
x(22) bincl4 -π π rad

4 Hybrid Hierarchical Cellular Genetic
Algorithm

In order to tackle this high-dimensional continuous
problem, we use a hybrid hierarchical cellular genetic
algorithm (HH-cGA). e next section describes the
hierarchical cGA, then the continuous local search al-
gorithm is presented and finally their hybridization is
explained in the last section.

4.1 Hierarchical Cellular Genetic Algorithm

We use in this work a hierarchical cellular genetic algo-
rithm (H-cGA) [11] for facing the proposed hard op-
timization problem. Cellular GAs are a kind of GA
with structured, or also called decentralized, population,
where individuals are spread in a (usually) two dimen-
sional toroidal mesh, and are only allowed to interact
with their neighbors. In each generation, an offspring is
obtained for every individual, where one of the parents is
the current individual and the other one is selected from
its neighbourhood (see Figure 2). Each offspring is mu-
tated with a given probability, and replaces the current
individual, if it has a better fitness value. e offspring
(or the current individual, if better) is stored in a tem-
porary auxiliary population, and this population replaces
the whole current one after each generation.

In the H-cGA algorithm, the population is re-
arranged after every generation with the hierarchical
swap operation, as described afterwards in this section.
In Algorithm 2 we give a pseudocode of H-cGA. e
hierarchy is imposed on the cellular population of the
GA by defining a center at position (x/2,y/2) and as-
signing hierarchy levels according to the distance from
the center. e center has level 0 and the level increases
with increasing distance to the center (as shown in Fig-
ure 3). e hierarchy is updated after each iteration of
the cGA and individuals with high fitness are moved to-
wards the center. Note, that the population topology is
still toroidal when selecting parents.

In Figure 3, we show how this swap operation is per-
formed. It is applied between cells indicated by the ar-
rows, in the order denoted by the numbers outside of
the grid. e update of the hierarchy is performed al-
ternatively horizontally (black) and vertically (grey) by
the swap operation. We assume an even number for
the population dimensions x and y, so that the popula-
tion can be uniquely divided into left (upper) and right
(lower) half, for the horizontal (vertical) swap. Note,
that this implies that there are 4 individuals in the cen-
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Selection Recombination

Mutation

Replacement

F. In cellularGAs, individuals are only allowed to interact
with their neighbors during the breeding loop.

ter of the population, i.e. on the highest level of the
hierarchy.

1: proc Steps_Up(hcga) //Algorithm parameters in ‘hcga’
2: while not TerminationCondition() do
3: for x← 1 to WIDTH do
4: for y← 1 to HEIGHT do
5: n_list←Compute_Neigh(hcga,pos(x,y));
6: parent1←Individual_At(hcga,pos(x,y));
7: parent2←Local_Select(n_list);
8: Crossover(hcga.Pc,n_list[parent1],

n_list[parent2],aux_ind.chrom);
9: Mutation(hcga.Pm,aux_ind.chrom);

10: aux_ind.fit←hcga.Fit(Decode
(aux_ind.chrom));

11: Insert_New_Ind(position(x,y),aux_ind,
hcga,aux_pop);

12: end for
13: end for
14: hcga.pop←aux_pop;
15: Swap_Operation(hcga.pop);
16: Update_Statistics(hcga);
17: end while
18: end_proc Steps_Up;

Algorithm 2: Pseudocode of H-cGA.

In the following we describe the horizontal swap op-
eration, the vertical swap is done accordingly. Each in-
dividual (i, j) in the left half compares itself with its left
neighbor (i − 1, j) and if this one is better they swap
their positions. ese comparisons are performed start-
ing from the center of the grid towards the outside, see
Figure 3. us, at first individuals in columns (i, x

2 −1)
and (i, x

2 − 2), for i = 0, . . . ,y, are compared. If the
fitness value at position (i, x

2 −2) is better they swap po-
sitions. ese pairwise comparisons are then continued
towards the outside of the grid. Hence, an individual
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F . e H-cGA and its different hierarchy levels.

can advance only one level at a time but can drop sev-
eral levels within one iteration.

e use of decentralized populations in GAs usually
leads to a more efficient (finds the solution with lower
effort), effective (finds good solutions more frequently),
and accurate (finds better quality solutions) algorithm
with respect to GAs with panmictic (or centralized)
populations [3]. Using a hierarchical population, we
hope to reach better solutions faster, while still preserv-
ing the diversity provided by a locally restricted parent
selection.

When hard continuous problems like Cassini2, hy-
bridization of an EA with an efficient local search oper-
ator has proved to increase the reliability and accuracy of
solutions [15]. Based on this result, we hybridized the
H-cGA with the Nelder-Mead simplex algorithm.

4.2 NelderMead SimplexMethod

Nelder-Mead [17] is a simplex method that uses a ge-
ometrical figure consisting of n dimensions, of n + 1
points s0,..., sn. An initial point is drawn and other n
points si are generated according to the relation si =
s0 + λej, where ej are n unit vectors, and λ is a con-
stant, typically equal to one. rough basic geometric
transformations like reflection, contraction, expansion,
the initial simplex moves. e transformation depends
on the function values of the vertices. If a better vertex
is found it replaces the worst one.

Our hybrid H-cGA model applies the local search al-
gorithm after every generation of the H-cGA and for a
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T . Study on the local search configuration.
Evals. LS Results

Steps Best Average

2 · 106 500 8.4217 12.13±2.93
1000 8.5410 10.4121±2.1181

5 · 106 1000 8.3888 10.66±2.99
2000 8.3897 10.5992±2.3773

30 · 106 2000 8.3852 9.43±1.94
3000 8.3845 9.4273±1.9914

predefined number of steps. e solutions sent to the
Local Search (LS) consist of a percentage of the popu-
lation chosen uniformly plus the current best solution.

T . Hybrid H-cGA compared to the previous state-of-the-
art solutions.

Algorithm Date Best Solution
DiGMO 03/2008 8.924
M.B.Hopping (05/2008) 8.530
DE (07/2008) 8.419
M.B.Hopping (07/2008) 8.409
M.B.Hopping (09/2008) 8.405
M.B.Hopping (12/2008) 8.385
MIDACO (05/2009) 8.383184
HH-cGA (06/2010) 8.383091

T . Configuration of the proposed hybrid H-cGA.
Pop. Size 10×10
Term. Cond. 40,000,000 funct. eval.
Selection Binary tournament (BT)
Neighbourhood Compact13
Crossover Op. Wright’s heuristic, pc=1.0
Mutation Op. Gaussian, pm = 1/chrom_length
Local Search Nelder Mead
LS iterations 3000
Exchange rate 50% pop. size + best ind.

5 Experimental Results

We present in this section the results we obtained in
our experiments. e parameters of the algorithm were
set after extensive studies. Due to the lack of space, we
show here the studies to set the three operators, namely,
recombination, mutation, and local search (LS). In this
work, a total of 30 independent runs was used for testing
every version of the algorithm.

We first compare in Table 2 the results of the algo-
rithm with several different local search intensities. e
H-cGA uses a square population of 10×10 individu-
als. e recombination and mutation operators used are
Probabilistic crossover (PX), applied with probability

pc = 0.9, and Gaussian mutation (GM), with probabil-
ity pm = 1/chrom_length –later on we will study other
operators. In PX, the offspring is created by choosing
every variable from the best parent with 75% probabil-
ity, while variables from the other parent are selected in
25% of the cases. In the case of GM, genes are mutated
to a new value computed as a Gaussian distribution cen-
tered in the current gene value and with deviation 1.0.
e parents are selected using binary tournament. A
specific parameter of this cellular model is the neighbor-
hood, we usedC13 (the individual itself plus the 12 clos-
est individuals measured in Manhattan distance). e
Nelder Mead local search algorithm is run for a number
of iterations after every generation of the H-cGA on
50% of the population uniformly chosen plus the cur-
rent best individual. Four versions of the LS are stud-
ied here with different iteration numbers, namely, 500,
1000, 2000, and 3000 iterations. Since a longer LS re-
quires a higher number of function evaluations, we then
increase the number of total evaluations of the algorithm
to allow the population to evolve for enough number of
generations. As we can see in Table 2, increasing the LS
intensity leads to better results, since the average results
found are smaller, as well as the standard deviation.

We now compare the use of several recombination
and mutation operators on the best performing algo-
rithm in Table 2: using 3000 steps of the LS algo-
rithm. We have considered several different opera-
tors, some of them generic, and some of them spe-
cific to the continuous domain. e recombination
operators used are Simulated Binary Recombination
(SBX) [6], Blend recombination (BLX-α) [9], PX
(perviously explained), Single Point Crossover (SPX),
Wright’s heuristic crossover [23], Parent Centric Nor-
mal Crossover [4], the Parent-centric BLX-α (PBX-
α) [13], and the Linear Crossover (LX) [23]. Re-
garding the mutation operators, we studied Polynomial
Mutation [7], Float Uniform (FUM) and Float Non-
uniform Mutation (NUM) [14], Muhlenbein Mutation
(MM) [16], Gaussian Mutation (GM), previously ex-
plained, and Cauchy Mutation (CM), like GM but us-
ing a Cauchy distribution.

Table 5 shows the results found by our algorithm with
all the combinations of crossover and mutation oper-
ators considered. e presented values correspond to
the best and average results obtained, and those in bold
font correspond to the best found solutions. As it can be
seen, the recombination operators designed for continu-
ous optimization (SBX, LX, BLX-α, WHX, PNX, and
PBX-α) generally provide better results than the generic
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T . Study on the recombination and mutation operators.
Operators Results Operators Results
Configuration Best Average Configuration Best Average
SBX-PM 8.38392 9.19782±1.41576 WHX-PM 8.38430 10.10634±2.60279

SBX-FUM 8.38871 8.69454±0.75080 WHX-FUM 8.38375 9.20526±1.38056

SBX-NUM 8.38551 8.64282±0.31102 WHX-NUM 8.39479 10.0038±2.1587

SBX-MM 8.40771 8.94511±1.13593 WHX-MM 8.38338 10.15934±2.57702

SBX-GM 8.38427 8.93382±0.94794 WHX-GM 8.38309 10.01772±2.01377

SBX-CM 8.38390 8.86904±1.11452 WHX-CM 8.38399 10.04464±2.48369

BLX-α-PM 8.38554 8.89392±0.97408 PNX-PM 8.38377 9.10837±1.40326

BLX-α-FUM 8.38410 8.55314±0.10459 PNX-FUM 8.38410 8.61525±0.25138

BLX-α-NUM 8.38507 8.54444±0.0982 PNX-NUM 8.38548 8.63857±0.23647

BLX-α-MM 8.38348 8.63037±0.30582 PNX-MM 8.38359 9.15901±1.45404

BLX-α-GM 8.38751 9.21176±1.51883 PNX-GM 8.38388 8.69886±0.45554

BLX-α-CM 8.38365 8.75598±0.90370 PNX-CM 8.38437 8.72446±0.41927

PX-PM 8.38394 9.68253±1.99665 PBXα-PM 8.38440 9.50788±1.95971

PX-FUM 8.38714 8.71550±0.58786 PBXα-FUM 8.38480 8.82998±0.9211

PX-NUM 8.38417 8.88917±1.28262 PBXα-NUM 8.38427 9.06517±1.18227

PX-MM 8.38606 9.51232±1.92815 PBXα-MM 8.38391 10.0265±2.43531

PX-GM 8.39608 9.63939±2.01426 PBXα-GM 8.38371 9.84576±2.27243

PX-CM 8.39475 9.65186±1.83192 PBXα-CM 8.38475 9.99466±2.39288

SPX-PM 8.38456 10.07265±2.63745 LX-PM 8.38517 10.9477±2.56633

SPX-FUM 8.38713 9.05626±1.21955 LX-FUM 8.38535 9.21538±1.4087

SPX-NUM 8.38557 9.24232±1.67078 LX-NUM 8.38448 9.22462±1.12049

SPX-MM 8.38645 10.10815±2.57903 LX-MM 8.39242 11.4604±2.11847

SPX-GM 8.38921 9.32501±1.47515 LX-GM 8.38645 10.4523±2.33564

SPX-CM 8.38649 9.88489±2.13373 LX-CM 8.38583 11.0396±2.85909

ones (PX, SPX). WHX is, perhaps, the exception if we
consider the average solutions found, however, it is the
operator providing the best result to the problem in this
paper and in the literature, as far as we know. Indeed,
the second best algorithm is also using WHX, but with
MM this time. erefore, the WHX operator provides
the algorithm with high accuracy capabilities. However,
if we look for a reliable algorithm, we would use BLX-α
operator, since it is providing 3 out of the best 5 average
results (with NUM, FUM, and MM mutations).

As shown in Table 3, our hybrid H-cGA (its parame-
ters are detailed in Table 4) managed to improve the best
known solution to the Cassini2 problem, with an overall
best solution equal to 8.383091 compared to 8.383184
obtained by MIDACO. Another main advantage of our
approach is the computational time required to obtain
this novel best known solution. Indeed, in May 2009 it
required 50 days on a single core for the MIDACO al-
gorithm to obtain the previous best result [19], whereas
our hybrid H-cGA, despite an important number of fit-
ness evaluations, took a total of 42 hours for 30 runs on
a single core of a 2.0 GHz Xeon processor.

e new state-of-the-art solution found by the HH-
cGA in this work is x = [-780.091864481833,
3.277102252503097, 0.5306140051247517,
0.3808676271942233, 168.53813797318224,
423.89353707622587, 53.305037265895294,

589.771791389994, 2200.0, 0.7756052434530255,
0.5305750545928993, 0.010224173368565698,
0.012824712126401096, 0.015782656852242637,
1.3686650341193778, 1.0500603878836268,
1.3068505766959104, 69.81193548659829,
-1.5957199948561933, -1.9595684630776717,
-1.55479202654249, -1.513430755692164], with
value f(x) = 8.383091 kg km/sec.

6 Conclusions and FutureWork

We have presented in this work a new hierarchical cel-
lular GA hybridized with the Nelder-Mead simplex
method. Extensive experimentations were carried out
to find an appropriate configuration of the algorithm.
Different versions of the recombination, mutation, and
local search operators were considered in the study.

We have demonstrated that our fine-tuned algo-
rithm provides a new state-of-the-art result on a high-
dimensional continuous global trajectory optimization
problem, Cassini2, and with 25 times less computa-
tional needs. Future works include the experimentation
on other global-trajectory optimization problems.
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Abstract. We present a feasibility study on us-
ing the scale of SIFT-features for estimating time-
to-contact in space landing scenarios. e time-
to-contact is a measure of the lander’s height di-
vided by its vertical velocity. In this feasibility study
the lander is assumed to have a radar altimeter, us-
ing the time-to-contact for estimating the vertical
velocity. Experiments with virtual zooms on im-
ages show that: (1) the image size, the number of
frames per second, and the amount of memory are
important factors for the success of using feature
scales for time-to-impact estimates, and (2) the
distribution of estimates has many outliers, neces-
sitating robust estimators such as the median. Ex-
periments with landing scenarios in the PANGU
simulator show that the vertical velocity estimates
are accurate enough for successful landing in dif-
ferent conditions.

1 Introduction

Autonomous landing is a crucial capability for extrater-
restrial exploration missions. Many existing studies fo-
cus on the use of passive cameras for state estimation,
since they are light-weight and consume relatively little
energy. Computer vision methods have been shown to
significantly improve the accuracy of the state estimates
used for landing (cf. [8, 12, 17]).

*Corresponding author. E-mail: guido.de.croon@gmail.com

Flying animals are capable of safe and accurate land-
ings, while using limited sensors and processing. ere-
fore, they have served as inspiration for extraterrestrial
landing studies [14, 20, 7]. e focus of these studies is
on the use of ventral optic flow, a measure of the trans-
lational velocity divided by the height. Bees are known
to use optic flow for controlling their speed and height,
also when landing [16, 2, 3]. In [20] a control law is
studied that keeps the ventral optic flow constant, lead-
ing to successful simulated landings.

A related measure known to play an important role in
animal landings is the Time-To-Contact (TTC, e.g., [9,
10]). In the context of landing, the time-to-contact is a
measure of the height divided by the vertical velocity¹.
When approaching the ground, there is an increasing
expansion of imaged ground features. is expansion
is typically measured by means of the optic flow of in-
terest points in the image. e flow is directed away
from the Focus Of Expansion (FoE), which indicates
the direction of travel. e time-to-contact can be de-
termined by measuring the divergence of the flow, i.e.,
the change in flow over the optic flow field. e di-
vergence may be hard to calculate in a landing scenario
involving a translational velocity that is relatively high
with respect to the vertical velocity. Namely, the FoE is
then far away from the image center implying that the

¹Please remark that this measure is only equal to the actual time
to contact if the velocity remains constant, which is typically not the
case in extraterrestrial landing scenarios.

73



Acta Futura 5 (2012) / 73-82 G.C.H.E de Croon et al.

optic flow vectors are large, with only a small part related
to the divergence. Large optic flow vectors are typically
harder to estimate, resulting in larger measurement er-
rors. ese errors can easily be larger than the small flow
differences due to the divergence, as has been noted by
others [18, 6].

It is also possible to estimate the time-to-contact us-
ing the scales of features in the images. In this article,
we use the features obtained with the Scale Invariant
Feature Transform (SIFT) [11] to this end. Estimating
time-to-contact on the basis of SIFT feature scales has
the advantages that (i) it is independent of the FoE’s lo-
cation (see Subsection 2.1) and it may be less sensitive
to (subpixel) errors than estimating the time-to-contact
on the basis of optic flow, (ii) SIFT features can also be
used for determining optic flow and recognizing a land-
ing site, and (iii) SIFT robustly matches features under
larger image transformations. Previous studies employ-
ing feature scales [5, 1] have focused on (robotic) driving
scenarios. In this article, we present a feasibility study
on using feature scales as an information source in ex-
traterrestrial landing scenarios.

e remainder of the article is organized as follows.
In Section 2, we explain how the feature size can be
used to determine time-to-contact and how it is imple-
mented in our experiments. In Section 3, we apply the
method to virtual approaches on the basis of the publicly
available images of the lunar surface. e virtual ap-
proaches are used to investigate some of the key method
parameters required for successful time-to-contact esti-
mates. Subsequently, in Section 4, the time-to-contact
estimates are used in simulated landing scenarios. In
principle the time-to-contact could be used directly for
controlling the vertical thrust on the lander. However,
in this feasibility study the lander is assumed to use a
radar altimeter for determining the height and the time-
to-contact for determining the vertical velocity. Con-
clusions are drawn in Section 5.

2 Time-to-contact

In this section, we first explain how feature scale can be
used for determining time-to-contact (Subsection 2.1).
Subsequently, the algorithm is introduced that estimates
the time-to-contact on the basis of the scales of SIFT
features (Subsection 2.2).

2.1 Estimation of time-to-contact with scale

Figure 1 shows a schematic of a lander at two subsequent
moments in time, t1 and t2 = t1 + ∆t. e lander ob-
serves a feature on the ground, illustrated with a black
circle. e choice for a ‘spherical’ feature derives from
the assumption that the scale of the feature does not de-
pend on the direction from which the lander observes
it². Under this assumption, the scales of the feature in
the images at the subsequent time steps (σ1 and σ2) only
depend on the distances with the lander (d1 and d2).
e altitudes of the lander are indicated with z1, z2.

z2z1

d1

d2

v

α

β

F . Schematic of a lander observing a feature (black cir-
cle) on the ground plane at two different time steps. e scales of
the feature in the images can be used for determining the time-to-
contact.

e scale and distance are related to each other as fol-
lows:

d1σ1 = d2σ2, (1)

implying that if the lander halves its distance to the fea-
ture, the feature’s scale in the image becomes twice as
large. Furthermore, we have the following relations:

z1 = cos(α)d1 (2)

z2 = cos(β)d2 = cos(β)d1σ1

σ2
(3)

where cos(α) and cos(β) rely on the lander’s attitude
being known or estimated.

e time-to-contact τ is defined as follows:

τ =
z2

z1 − z2
. (4)

²is assumption has similar effects as the more common assump-
tion that the observer moves straight towards the center of a planar
object with as normal vector the movement direction.
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In the equation, τ is expressed in the number of frames.
It can be expressed in seconds as follows: τ(s) = τ∆t.
e estimated time-to-contact τ is only equal to the ac-
tual time to contact under the assumptions that (i) the
velocity of the lander is constant, and (ii) the landing
surface (on which the feature is located) is flat. We note
that the first assumption is typically violated. How-
ever, this can be resolved either by updating τ frequently
enough (as is presumed in this study) or by fitting more
complex motion models on the basis of multiple scale
measurements [13].

Eq. (4) can be expressed in variables observed by the
lander as follows:

τ =
z2

z1 − z2
=

1
z1/z2 − 1

(5)

which, with the help of equations 2 and 3, can be trans-
formed to:

τ =
1

cos(α)d1σ2
cos(β)d1σ1

− 1
=

1
cos(α)σ2
cos(β)σ1

− 1
=

cos(β)σ1

cos(α)σ2 − cos(β)σ1
. (6)

If one assumes a camera with a relatively small field-of-
view (say 6 40◦), cos(α) and cos(β) will be close to
1. Furthermore, having the time step between the two
observations go to 0 leads to the formula used in [5, 1]:

lim∆t→0τ(s) = lim∆t→0∆t
σ1

(σ2 − σ1)
=

lim∆t→0
σ1

(σ2 − σ1)/∆t
= σ1/σ̇1 (7)

2.2 Scale Based Vision Algorithm (SBVA)

To automatically find corresponding features in two im-
ages is a standard computer vision problem, to which
well-known solutions exist. e current state-of-the-
art in feature matching between images are the SIFT-
features mentioned in the introduction. ey are invari-
ant to scale changes, translations, and rotations. e
features are located in an image pyramid and have a po-
sition, orientation, scale, and a descriptor used for the
matching. e scales of the features can be used for de-
termining the time-to-contact τ.

During landing, the Scale Based Vision Algorithm
(SBVA) receives a series of subsequent images. Each
image is processed to locate SIFT-features, which are
matched to the features of the previous image. e

matching is currently implemented in the standard
way [11], and is thus only based on the feature descrip-
tors (spatial restrictions based on state estimates of the
lander and its camera can be added at a later stage).

In general, the scale at time t of the feature, st, is
regarded as a noisy measurement of the true scale σt.
It is assumed that the noise is Gaussian with standard
deviation η: st ∼ N(σt,η). Considering the scale-
measurements as noisy implies that one can get a bet-
ter estimate of the true scales σt by performing mul-
tiple observations over time. erefore, each feature is
tracked to a maximum number of images (time steps)
M, adding a new scale each time that the feature has a
match in the new image. e ‘old’ feature’s descriptor is
updated with the new one, and the feature is removed if
it has no match in the new image.

S
c
a
le

Time

x

x

x

x
x

x

x

F . Features are tracked over multiple images, in order to
better estimate σ̇. Top: e red circular feature is tracked overm =
3 frames, while the square blue feature and green star feature are
only tracked inm = 2 images. Bottom: Linear fits (dashed lines)
are determined for the scale measurements st (crosses).

To estimate τ for a single feature, a maximum like-
lihood linear fit is determined for the measurements
{s1, . . . , sm} with max(m) = M: σt = σ̇t + σ0. e
slope of the line represents σ̇, while the point on the
line at t represents σt. Since SBVA always uses a linear
fit of the scales, there should exist a trade-off between
higher accuracy due to the size of the ‘memory’ M and
the larger error due to discrepancies between the actual
motion and the linear motionmodel. Figure 2 illustrates
the tracking of features over time (top) and the way in
which the m measurements per feature are used to esti-
mate σ̇ (bottom).

Each matched feature f results in an estimate of the
time-to-contact τ̂f. e presence of multiple matched
features results in a distribution over different time-to-
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contact values p(τ̂). Both the mean value and the me-
dian value of the distribution will be explored as esti-
mation methods. e motivation for using the median
value is that the distribution may have a considerable
number of outliers, which have a large impact on the
mean.

3 Image zooms

In this section, we will report on experiments in which
SBVA is applied to zooms of high-resolution lunar im-
ages. e zooms will correspond to a linear motion (de-
scent with ‘constant’ speed). Hence, the goal in this sec-
tion is not to model an actual descent, but to explore
the effects of SBVA parameters on the accuracy of the
time-to-contact estimates. In particular, the following
parameters will be varied:

1. Estimation method. e mean and the median
value of the distribution will be used as estimators.

2. Memory size. A larger memory size should lead to
a better accuracy, if the motion is linear (constant
descent speed).

3. Image size. e following image sizes in pixels are
investigated, because they are standard sizes in the
PANGU simulator used in Section 4: 512 × 512,
256 × 256, and 128 × 128. Larger image scales
may lead to more accurate scale estimates, but also
imply a larger computational effort.

4. Frequency of image acquisition. During a real de-
scent with a real camera, this would pertain to the
number of frames per second. A higher frequency
implies smaller transformations between the im-
ages, which simplifies matching. However, scale
differences between the images will also be smaller,
probably taking them closer to the magnitude of
the measurement noise.

In Subsection 3.1, the experimental setup is explained.
Subsequently, the results are given in Subsection 3.2.

3.1 Experimental setup

For the zoom experiments, the high-resolution image
stitch of the Lunar Reconnaissance Orbiter Camera
(LROC) has been downloaded³. From the image stitch
the center area of 15000×15000 pixels is selected, since

³http://lroc.sese.asu.edu/

it has little perspective effects. e image of the center
area has been resized to 5000 × 5000 pixels for use in
the experiments.

Zooms are then made at random places in the im-
age by employing a virtual camera with image dimen-
sion 512 × 512. Initially, the virtual camera covers a
zone of 2500 × 2500 pixels in the overall image stitch.
e zoom then consists of linearly reducing in 23 steps
the width and height of the covered area until it covers
an area of 333× 333 pixels. At every step in the zoom,
the covered image area is resized to the camera dimen-
sion of 512×512 with bicubic sampling. All images are
saved.

SBVA is applied to the images in sequence, while
storing the time-to-contact estimates τ̂. e estimates
are compared to a ground-truth time-to-contact value
that goes from 26 at the first image to 3 at the last im-
age⁴. For varying the image dimensions, the saved im-
ages are loaded and resized. For varying the image cap-
ture frequencies a larger step size of 2 is employed, im-
plying that the zoom is performed twice as fast (in 11
steps from 2500 × 2500 to 333 × 333). Per parameter
setting (M, image size, capture frequency) 10 zooms are
performed. Figure 3 shows four images from a zoom se-
quence on a part of the lunar surface.

3.2 Results

Figure 4 shows the results for the different estimators
for image dimension 512 × 512, a step size of 1, and
M = 4. e light blue lines represent the τ̂ values over
time for the mean estimator. e thick blue line is the
average over all runs. e black line is the ground truth
τ. e median estimator is illustrated with green lines.
e bottom graph shows the standard deviation of the
τ̂f distribution over time.

Figure 4 shows that the mean of the τ̂f values results
in unreliable estimates that can be in the order of tens of
time steps away from the ground truth TTC. e me-
dian estimator provide better estimates of τ, although
it slightly underestimates the initial large τ values. e
median estimator is quite robust over the different ap-
proach sequences; the light green lines do not deviate
much from the dark green line that represents the av-
erage over all approaches. Towards contact, both esti-
mates become more accurate; indeed, the standard de-
viation of the τ̂ distribution becomes smaller over time.

⁴e ground-truth can be determined on the basis of the covered
area over time.
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F . Four example images from an image zoom of the lunar surface.
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F . Time-to-contact estimates of different estimators, from
top to bottom: mean τf value (blue), median τf value (green), and
the standard deviation of the τf distribution (red).

is can be explained by the scale differences becom-
ing larger towards impact. e findings on the errors of
the estimators are illustrated by Figure 5: it shows the
absolute error |τ− τ̂| over time for both estimators.

With the same settings as mentioned above, the max-
imum memory size is varied asM = {1, 2, 3, 4, 5}, while
estimating τ with the median. Figure 6 shows the abso-
lute error |τ− τ̂| averaged over all time steps and zooms,
for the different memory sizes. e largest decrease of
the absolute error takes place until M = 4. Further
analysis showed that the cause of this finding may lie in
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F . Absolute errors |τ − τ̂| over time for the different esti-
mators: mean (blue) and median (green).

the fact that in the zoom data set, features are on average
only tracked over 3 images.
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F . Average absolute errors |τ − τ̂| for different memory
sizes for the different estimators: mean (blue) and median (green).

Reducing the image size leads to reduced estimation
performance. With M = 4 and an image step size of 1,
the average absolute error |τ − τ̂| for the median strat-
egy goes from 1.58 (512 × 512) to 2.07 (256 × 256)
to 12.24 (128 × 128). Decreasing the frames per sec-
ond also has a negative effect on the performance: go-
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F . ree example images from the planet surface generated by PANGU, with fractal numbers F = 0.3, 0.5, 0.9 (from left to
right).

ing from an image step of 1 to an image step of 2 results
in an average absolute error of 1.84 (512 × 512). In a
real-time scenario, larger image sizes lead to the pro-
cessing of fewer frames per second. e selection of the
image size therefore represents a trade-off between hav-
ing detailed scale measurements and having fewer such
measurements per second.

4 Simulated Landing

In this section, landing experiments are performed in
simulation. First, the specifics of the simulator are ex-
plained (Subsection 4.1). Subsequently, the results of
the experiments are discussed (Subsection 4.2).

4.1 Experimental Setup

In this subsection, we explain the experimental setup
for the simulated landing experiments. e setup in-
volves the generation of a visual environment, the phys-
ical model, and the Scale Based Landing Algorithm
(SBLA) that controls the lander.

Visual environment

e visual environment is generated with the help of
PANGU [15], which has been designed for realisti-
cally rendering space environments. PANGU can gen-
erate surfaces with different amounts of roughness, and
with different densities and characteristics of craters and
boulders. e image rendering takes into account the
position of the observer and allows the adoption of light
conditions typical for space environments.

We presume that the amount of texture is an im-
portant factor for the results of the SBVA. In the sim-
ulation experiments the texture is varied with (a) the

‘fractal number’ parameter (F ∈ {0.3, 0.5, 0.7, 0.9}) and
(b) the number of craters per square kilometer (C ∈
{0.1, 0.5, 0.9, 1.3}). Figure 7 shows three example im-
ages, all with C = 0.9, but with fractal numbers F =
0.3, 0.5, 0.9 (from left to right).

Physical model

To simulate the dynamics of our lander, we use a mini-
mal set of equations able to capture the dynamical fea-
tures we need for the purpose of this paper. e equa-
tions used are:

v̇x = ux/m

v̇y = uy/m

v̇z = uz/m− g

ẋ = vx
ẏ = vy
ż = vz

ṁ = −

√
(u2

x+u2
y+u2

z)

Ispg0

(8)

where the lander position is denoted by x,y, z, its ve-
locity by vx, vy, vz, its mass by m. e lander state will
thus be x = [x,y, z, vx, vy, vz,m]. e thrust com-
ponents are denoted by u = [ux,uy,uz], while Isp is
the engine specific impulse (i.e. how many seconds the
thrusters would thrust at 1N consuming 1kg of fuel) and
g0 = 9.8065.

State feedback control

During the descent, the lander is controlled by actu-
ating the thrust vector ux,uy,uz. e control law
adopted for the thrust vector is the optimal state feed-
back u = u∗(x) resulting from the solution of the fol-
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lowing optimal control problem:

find: tf,ux(t),uy(t),uz(t)
to maximize: m(tf)

subject to: ux(t)
2 + uy(t)

2 + uz(t)
2 6 T 2

max

Eqq.(8)
x(0) = x
z(tf) = 0, vz(tf) = 0
vx(tf) = 0, vy(tf) = 0

(9)
We denote the solution to the above problem as ũ(t).

Solving it at each step we extract u∗(x) = ũ(0) which
is then used by the lander to control its descent. We
use the algorithm described in [7] to obtain such a state
feedback in real time and sensor estimates to evaluate x.
Note that this numerical scheme is able to provide a real
time feedback accounting for optimality principles that
can actually be used as a feedback to much more com-
plicated dynamics than those expressed in Eq.(8). For
example one could actually simulate a six degrees of free-
dom lander with a more accurate thrust model, and still
use the solution to the optimal control problem above
to control the descent. e discrepancy between reality
and the model used by the lander to find a state feedback
would, in this case, result in a suboptimal trajectory with
a minimal penalty on the consumed propellant [7].

e lander is assumed to use traditional sensors for
estimating most of its state variables. In this prelimi-
nary study, the height is assumed to be measured, for
example with a radar altimeter. e time-to-contact es-
timate is used for estimating the vertical velocity, with
v̂z = −h/τ̂. e vertical velocity estimate is smoothed
over the last three time steps and used by the controller
for determining the thrust.

4.2 Results

SBLA succeeds in landing successfully under all differ-
ent texture conditions. First, the results on the most
textured surface (F = 0.3,C = 1.3) are discussed. e
top part of Figure 8 shows the relation of the ground-
truth ‘time-to-contact’ h/ − vz (black dashed line) to
the estimated time-to-contact τ̂, which is shown both
non-smoothed (red line) and smoothed (green line).
e estimated time-to-contact corresponds well to the
ground-truth time-to-contact. e bottom part shows
the resulting vertical velocity estimates (red line for non-
smoothed, green line for smoothed) compared with the
ground truth velocities (black dashed line). e veloc-
ity estimates deviate in the order of 3-5 m/s, which is
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F . Results for F = 0.3,C = 1.3. Top: ground-truth
time-to-contact (black, dashed line) and estimated time-to-contact,
both non-smoothed (red line) and smoothed (green line). Bottom:
ground-truth vz (black, dashed line) and estimated vz, both non-
smoothed (red line) and smoothed (green line).

sufficiently accurate for a successful landing.
As expected, the results depend on the amount of tex-

ture in view: less texture leads to less accurate time-
to-contact estimates. Figure 9 shows the same results
as above, but now for F = 0.7,C = 0.5, and Fig-
ure 10 shows the results for F = 0.9,C = 0.1. Al-
though in both cases the landing is successful, the es-
timates are further away from the ground truth than
for F = 0.3,C = 1.3. Interestingly, the results of
F = 0.7,C = 0.5 resemble the results obtained in Sec-
tion 3: when the lander enters high gate, the time-to-
contact is underestimated, while close to low gate the
time-to-contact is slightly overestimated.

Further analysis shows that the main parameter of in-
fluence is the fractal number F. Figure 11 shows the av-
erage absolute error in the time-to-contact estimate for
all different parameter settings of C (y-axis) and F (x-
axis). e color scaling is included in the figure. For
F < 0.9 the average error is rather limited (< 2.2), but
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F . Results for F = 0.7,C = 0.5. Top: ground-truth
time-to-contact (black, dashed line) and estimated time-to-contact,
both non-smoothed (red line) and smoothed (green line). Bottom:
ground-truth vz (black, dashed line) and estimated vz, both non-
smoothed (red line) and smoothed (green line).

setting F = 0.9 leads to errors in the order of 7 seconds.
e number of craters only seem to be of influence when
F = 0.9. Actually, when there is quite some surface tex-
ture other than the craters, the SIFT feature detector
prefers to track other features. Figure 12 shows SIFT
features as circles with their radius proportional to the
features’ scales. Most of them are not located on the
craters themselves. is may be an advantageous prop-
erty of SIFT features, since landing sites are typically
located on smooth terrain.

5 Conclusions

From the empirical results, we may draw the conclu-
sion that it is feasible to use SIFT feature scales for es-
timating ‘time-to-contact’ (h/ − vz) in extraterrestrial
landing scenarios. Experiments with virtual zooms on
images show that: (1) the image size, the number of
frames per second, and the amount of memory are im-
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F . Results for F = 0.9,C = 0.1. Top: ground-truth
time-to-contact (black, dashed line) and estimated time-to-contact,
both non-smoothed (red line) and smoothed (green line). Bottom:
ground-truth vz (black, dashed line) and estimated vz, both non-
smoothed (red line) and smoothed (green line).

portant factors for the success of using feature scales for
time-to-impact estimates, and (2) the distribution of es-
timates has many outliers, necessitating robust estima-
tors such as the median. Experiments with landing sce-
narios in the PANGU simulator show that the verti-
cal velocity estimates are accurate enough for successful
landing in different conditions. Planetary surfaces with
a more pronounced texture lead to better results than
surfaces with little texture.

ere are a few important matters that should be ad-
dressed by future work in order to prove the usefulness
of the approach. First, the SIFT-algorithm is known to
be computationally intensive, which may seem to col-
lide with the computational restrictions on space plat-
forms. Fortunately, in recent years fast approximations
have been introduced, such as Speeded Up Robust fea-
tures (SURF) [4]. More recently, Rotation Invariant
Fast Features (RIFF) have been introduced, which can
be run real-time on mobile phones [19]. Although for
this reason real-time computation of SIFT-like features
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F . Average absolute errors |τ−τ̂| for the different settings
of C (y-axis) and F (x-axis).

F . SIFT-features detected in an image generated by
PANGU. e circles are centered at the feature positions, while the
radius is proportional to the scale.

on space platforms does not seem to be a fundamen-
tal limit of the technique, the approximations come at a
cost in accuracy. In future work, the performance of the
faster approximations will have to be tested as well.

Second, as demonstrated by both the zoom-
experiments and the landing experiments, the accuracy
of the time-to-contact estimates depends on the texture
around and at the landing site. Typically, a landing site
is selected for being flat and smooth, implying that there
is only amoderate amount of texture. Amore serious in-
vestigation into the images of actual landing sites should
provide a better idea of the potential of using SIFT-
features. On the one hand, SIFT-features do not nec-
essarily depend on strong features such as craters and
rocks (see Figure 11). On the other hand, it has been ar-
gued that other types of features better capture the scales
in natural scenes, such as the SIRS features introduced

in [1]. Further research should establish the reliability of
different feature types when landing on smooth terrain.

ird, the interest in the time-to-contact estimates
derives from the fact that animals use such estimates for
landing, without having access to sensors that measure
absolute height (such as a radar altimeter). erefore,
future work should focus on using the time-to-contact
directly for control, without the need for a radar altime-
ter.
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Abstract. is article describes an application
in the field of single-operator multi-vehicle op-
eration. e human operator shall be supported
in his/her planning and plan execution tasks by
an assisting automation in order to raise the over-
all system performance as well as human operator
situation awareness and to lower human operator
workload. In order to integrate the human and
such automation, we apply our cooperative con-
trol paradigm and cognitive skill merging scheme,
which leads to a human-machine mixed-initiative
interaction approach. e two main parts of this
article are describing ways to design and evaluate a
system for mixed-initiative operation and give con-
crete results for our application.

1 Introduction

e idea of building mixed-initiative planning systems
has been investigated since the 1990s [4]. From then
on, many systems following these principles have been
developed for a wide range of domains [12, 13, 44].
However, only few systematic design and evaluation ap-
proaches have been published [7]. Especially the case
of mixed-initiative operation, which comprises human-
machine cooperation during initial planning, reactive re-
planning (on a larger scale), reactive redecision (enhance-
ment or repair concerning a smaller part of the plan),

*Corresponding author. E-mail: ruben.strenzke@unibw.de
†E-mail : axel.schulte@unibw.de

proactive completion, proactive refinement and the exe-
cution of a course of action (i.e. a mission plan), has
rarely been scientifically examined [2]. We have built
a Mixed-Initiative Mission Planner (abbreviated MMP)
[41] for multi-vehicle operation and now take this sys-
tem as an example to explain general design and eval-
uation approaches to systems for mixed-initiative op-
eration. Although the MMP has been applied only
to the aeronautical domain so far, in general human-
machine collaboration for planning, problem-solving
and decision-making is a promising approach for many
space applications [1]. Examples for these are advanced
life systems control [26], human-robot interaction [25]
as well as general space mission execution assistance
[32].

is article first describes our application domain for
mixed-initiative operation (chapter 2) and then goes
into general human-automation integration approaches
(chapter 3). After that, important design criteria for
mixed-initiative operation systems and their application
to the MMP are given (chapter 4). Finally, evaluation
approaches for such systems and the concrete experi-
mental results for the MMP are presented (chapter 5)
and an outlook on future experiments with different sys-
tem designs are given (chapter 6).
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2 Application domain

e problem that the Universität der Bundeswehr Mu-
nich is addressing in the Manned-Unmanned Team-
ing (MUM-T) application [42] is to maximize overall
human-machine system performance in a multi-vehicle
guidance setup, in which a manned transport helicopter
is supported by multiple reconnaissance UAVs (Unin-
habited Aerial Vehicles), which fly ahead and scan the
helicopter routes and landing sites with as broad sen-
sor coverage as possible. In order to guarantee threat-
safe helicopter routes and landing sites, the human UAV
operator, who is at the same time the helicopter com-
mander located in its cockpit, has to assign reconnais-
sance tasks as well as other supportive tasks [45] to the
UAVs. More specifically, he/she has to assign about a
dozen ordered tasks to each of the three UAVs at the
beginning of the mission (first working under low time
pressure) and later also has to maintain a workable plan
of sufficient quality throughout the dynamic mission, in
which the situation may change all of a sudden (then
possibly requiring time-critical decision-making and re-
planning). is happens when a threat is detected that
blocks a landing site or a designated flight corridor and
when the mission goals are changed by a ground-based
mission commander, i.e. a follow-up mission is com-
manded. ere are certain time constraints concerning
when to be back at the home base, which limit the oper-
ation of all aircraft andmake the planning problemmore
difficult for the human operator. In order to keep the
operator’s workload inside an acceptable range and to
maximize the overall system performance, he/she shall
be supported in mission (re)planning and plan execution
by an assistant system [36], which uses the MMP as an
automated planner and thereby enables mixed-initiative
operation [Although the assistant system and the MMP
are two different software modules, we do not differen-
tiate strictly between the two in the following, except
that the assistance system is seen rather as the dialog and
decision driving front-end close to the human operator
whereas the MMP is regarded as the problem-solving
backend enabling the overall mixed-initiative operation
process ]. e performance of the overall system is eval-
uated by considering the helicopter’s exposure to threats
and mission briefing violations. is can be formulated
by a cost function as shown in Eq. (1), which adds the
sum of the reconnaissance-dependent helicopter flight
leg costs to the sum of the mission order and threat-
safe landing violation costs, where k is a constant that is
being reduced by the number of UAVs ui that scanned

the leg i with the length li. Cost factors (c) are flight
costs in enemy territory and the different violation costs
(e.g. landing at a threatened site or a site not briefed as
primary choice).

ctotal =
∑

(k− ui)·li·cflight +
∑

cviolation,j (1)

3 Human-automation integration
approaches

In this chapter, we discuss the most modern human-
automation integration approaches. First, the super-
visory control paradigm and the related adjustable au-
tomation approach are described. en our coopera-
tive control approach (related to adaptive automation)
and Cognitive Skill Merging scheme (related to mixed-
initiative interaction) to human-automation integration
are explained. Finally, we have a look at definitions of
the term “initiative”.

3.1 Supervisory control and adjustable automation

e very common human-automation integration
paradigm, in which the human gives tasks to a machine
and monitors the course of action and the results, is
called supervisory control [38]. erefore, giving goals
and constraints to an automated planner and then re-
garding the resulting plan can be seen as supervisory
control [30]. e problem with this is, even if the plan-
ning engine is able to find an optimal or at least suffi-
ciently cost-efficient plan in reasonable response time,
the human quite certainly has differing optimality cri-
teria in mind as opposed to those formulated in a prede-
fined cost function (cf. Eq. (1)). Furthermore, in work-
ing conditions like the cockpit setup described above, in
which a human operator is has to plan under time pres-
sure, it seems not to be a workable approach to let the
human tune such a cost function by adding or deleting
parameters and changing weights and then let him/her
check the result (as it is done in [37]). In fact, there
is always the need for the operator to check and un-
derstand the plan(s) generated by the automation. is
is because he/she has the highest authority concerning
mission planning and execution due to his/her respon-
sibility for the mission and also trust in automation is
often limited. erefore, the human operator should be
more involved in certain planning decisions and some
kind of cooperation between human and machine seems
appropriate. e question is, how this cooperation shall
be designed.
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Adjustable automation means that the human opera-
tor is able to adjust the level of automation [35] (LOA,
we could also say level of autonomy) in the supervi-
sory control relationship. Examples for this are given
by [27] and [2], who suggest that for controlling semi-
autonomous systems (in this case multi-UAV systems),
there is the need for different interaction levels during
operation, i.e. specifying tasks for the vehicles on either
a low or a high level. A more open control loop towards
the human (i.e. low-level task specification) is neces-
sary in situations where there is more unpredictability
in the course of the mission and/or more unpredictabil-
ity in the system behaviour. erefore, different inter-
action levels, which adjust the autonomy level of the
system, may be needed. is approach is also taken
by [30] for the mission planning phase: “e human
user of such a system can express high-level mission
goals or very specific mission plans - or anything in be-
tween” [30]. It is possible to realise such an interface
by allowing the human operator to define constraints
for the multi-vehicle system on different levels of a task
hierarchy [29]. Hence, in our view, supervisory con-
trol can be regarded as mainly giving constraints to a semi-
autonomous system or constraining (and thereby possibly ad-
justing) the autonomy of such a system. e system then
generates solutions and/or acts inside these boundaries
adjustable by the human operator, i.e. it is not adaptive
in the sense that in is allowed to adjust its boundaries
on its own. is makes sense because the system does
not know of the goals the human operator pursues and
the constraints he/she is subject to [we are speaking of
mission-related constraints here, there may well be basic
constraints like that of physics, that are preprogrammed
into the system and possibly unalterable and thus known
to the human operator and to the machine alike], unless
he/she communicates these to the system (in form of
constraints).

3.2 Cooperative control and adaptive automation

As explained in [33] we see the cooperative control ap-
proach as a promising supplement to the supervisory
control paradigm. Cooperative control means that the
human is assisted by an automation component that in
principle needs no supervision, but instead is able to
take over supervision tasks and assist the human op-
erator in a way similar to a human team member (see
Figure 1). is is implemented by making the coopera-
tive automation aware of the overall work objective (in-
cluding mission-related constraints), which can then be

pursued by the automation on its own initiative [33]. It
is important to note that from the human-automation
integration standpoint, the human operator in charge
is fully kept in the supervisory control loop (e.g. con-
trolling/guiding vehicles at a certain automation level).
at means that the human operator is in principle able
to handle all his/her tasks on his/her own. e cooper-
ative assistant system is merely a workload moderator,
whenever the situation demands for it.

Applying this concept to human-planner interaction
results first of all in rather manual planning by the hu-
man operator, in which he/she can be supported to a
certain extent by supervisory controlled automation (e.g.
an agent onboard of the vehicle adds supporting tasks
and performs low-level route planning [45]). An assis-
tant system would only take initiative when the opera-
tor is planning or acting (i.e. defining constraints) erro-
neously or in a significantly suboptimal manner (mea-
sured against the work objective). In these cases such
an assistant system would direct the operator’s attention
to the most urgent task or will provide automated aid-
ing functions. ese action alternatives concerning op-
erator assistance can be seen as different LOAs that are
switched automatically by the assistant system itself. In
this case we speak of adaptive automation, because the
selection or switching of the LOA is initiated by thema-
chine itself. e LOA of a supervisory controlled, ad-
justable automation system can also change over time as
a reaction to situation changes, but this reaction is more
or less explicitly predefined by the human operator’s pol-
icy. It is not adaptive as far as the state of the human
operator (e.g. his/her workload) is concerned which is
an important criterion for adaptive automation [19, 23].

F . e supervisory control and the cooperative control
paradigm. e box represents a work system [33], in which there
is the deciding “operating force” on the left side and the supervisory
controlled “operation supporting means” on the right side.
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3.3 Cognitive skill merging and mixed-initiative
operation

e cooperative control paradigm gives us a conceptual
view of how human and machine can cooperate in order
to conduct an operation. For the performance of the
overall human-machine system, it is important to define
how the cooperation is carried out dynamically.

Outgoing from the fact, that the two partners, hu-
man and machine, have different strengths concerning
their cognitive skills we developed the Cognitive Skill-
Merging MABA-MABA (Men Are Better At - Ma-
chines Are Better At) scheme (CSM3 scheme) [40], in
which we identified certain fields in which the machine
(i.e. computer or artificial intelligence system) is better
and in which humans (i.e. human experts) are better.
For example, an important aspect concerning the role
of the human in human-machine cooperation is that
he/she contributes intuitive and probabilistic reasoning
as well as domain expert and background knowledge,
all of which are very difficult to either extract or opera-
tionalize or implement with sufficient performance into
an artificial intelligence system. On the other hand, the
machine has certain strengths, like calculating times and
costs precisely, reliably and fast. It seems beneficial to
add up these strengths and the question is how has the
collaboration process to be designed in order to achieve
this.

Our concept for the MMP in the MUM-T applica-
tion was to let both the human and the machine rea-
son and work upon the common work objective. is
means that the problem is not divided into subproblems
that are then solved by either human or machine. In-
stead, the two partners reason and work upon the prob-
lem individually, but at the same time they communi-
cate about the problem-solving process and thereby in-
fluence each other. We can view the input of the hu-
man’s (partial) plan into the system as providing con-
straints to the planner. With hard constraints he/she
prunes the search space of the machine and with soft
constraints he/she guides the search of the machine via
its cost-based heuristics. In the other direction, the ma-
chine is able to give hints or advices to the human operator,
e.g. about actions missing in the plan that are needed to
cover mission goals, because it is good at plan checking
(e.g. precondition checking, cost and time calculation)
as well as maintaining and evaluating multiple plans.
ereby, it influences the problem-solving process of
the human. e machine may also add plan elements
by its own initiative. is approach, in which both the

human and the machine can take initiative concerning
the communication as well as the problem-solving task
itself, is called mixed-initiative planning. e idea of
mixed-initiative problem-solving or planning goes back
to [4] and others, but the understanding of the term
mixed-initiative varies widely between the different ap-
proaches and system implementations.

With mixed-initiative redecision we mean that the
semi-autonomous system is able to redecide inside its
given constraint boundaries about how a task shall be
executed. erein, it cannot violate hard constraints but
it may violate soft constraints after negotiating this with
the human operator. Mixed-initiative execution refers
to initiating the execution of a scheduled task. In some
cases a task may be delegated to a system by the hu-
man operator, but it may not be executed without asking
him/her for permission. In principle, both the human
and the machine may initiate a redecision or the exe-
cution of a task, but the machine is bound to policies
whether and how to negotiate with the human opera-
tor in advance (similar to [31]). ese policies have
to be set up by the human operator, and in our view,
it is best to integrate the policy definition step into the
planning phase. Mixed-initiative (re)planning (includ-
ing plan completion), mixed-initiative redecision (in-
cluding plan refinement) and mixed-initiative execution
together constitute our concept ofmixed-initiative oper-
ation.

3.4 Definitions of “initiative”

In [6] four theories are presented concerning the ques-
tion how to define initiative. ere are two underly-
ing principles, one is seeing initiative as the control over
the flow of conversation (human-machine dialog), and the
other is seeing initiative as the control over the problem-
solving task, respectively. eory #1 focuses on initiative
as dialog control, i.e. who is leading the dialog has ini-
tiative. eory #2 instead focuses on initiative as control
over a problem-solving task, i.e. who is actively work-
ing on the problem-solving task has initiative. eory
#3 combines the aforementioned two theories and views
initiative as inducing problem-solving goals into the dia-
log. e agent that defines the goals has initiative, while
another agent may actually solve the problem associated
with the goal. e latter agent would have initiative ac-
cording to theory #2, but not according to theory #3. Fi-
nally, theory #4 builds upon theory #1 but adds the con-
structs of initiative strength and of conversation processes.
e strength of initiative can be defined for every sin-
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gle utterance even if the corresponding agent does not
have initiative according to theory #1. e more distinct
the utterance guides the problem-solving process, the
more initiative strength it has. Regarding conversation
processes allows the tracking different topics in a single
conversation. Each topic is associated with one process.
e processes may overlap during a conversation, and
also multiple conversations (e.g. more than two agents)
may belong to the same process.

4 Design criteria for mixed-initiative
operation systems

From the definitions given in chapter 3 we first derive
three major interaction styles for mixed-initiative op-
eration systems. en, the interactive features of such
systems are explained. After that, we inspect the dif-
ferent levels on which human and machine can interact.
Furthermore, problem-solving, plan reasoning and ex-
planation approaches for mixed-initiative operation sys-
tems are examined. en we point out requirements
posed by operation dynamics. After that, an overview
of user interface aspects will be given.

4.1 Interaction styles

Based on the above-mentioned definitions of initiative
we want to define three main types of interaction styles
concerning mixed-initiative operation systems: Dialog-
focused systems (based mainly on theories #1 and/or #4,
e.g. [11]), delegation-focused systems (based mainly on
theory #2, e.g. [29]) and assistance-focused systems (based
mainly on theory #3 and #4, e.g. [14]). Of course, these
three styles can be intermixed in someway when design-
ing a mixed-initiative operation system.

In dialog-focused systems the interaction is based on
human-machine dialogs in which either of the two
agents can take initiative, e.g. in a more or less natu-
ral language-like dialog as:

• Human agent takes initiative (theory #1): “Let’s
plan the route via Munich.”

• Machine agent responds “OK.” and starts calculat-
ing.

• Machine agent takes initiative (theory #1): “It
would be faster to plan the route via Stuttgart
thereby avoiding a traffic jam.”

Delegation-focused systems do not rely that much on di-
alogs if at all. Instead the human agent delegates tasks to

the machine agent, who may respond to the human (like
“OK.” in the previous example) but the understanding of
initiative here is not dialog-based but problem-solving
task-based. I.e. the initiative of the machine is to begin
or complete the planning task or subtask that the hu-
man has handed over to it. It takes initiative in filling
out the plan details. ere is normally a strong focus
of these systems on human-initiative as far as initiative
theory #3 is concerned (i.e. human brings planning goals
into play) and a strong focus of machine-initiative as far
as theory #2 is concerned (i.e. machine is responsible of
problem-solving).
Assistance-focused systems are characterised by the fact

that the human is the main problem solver (i.e. having
initiative according to theory #2) and the assisting au-
tomation (assistance system) is taking initiative in form
of giving advices concerning problems or (sub)goals (i.e.
having initiative according to theory #3), which is exactly
the opposite role distribution compared to the afore-
mentioned delegation style. When regarding advices
more closely, theory #4 comes into play. It may be neces-
sary to manage different conversation processes and/or
to model advices of different of initiative strength, e.g.
giving general advice that there is a certain problem vs.
giving a specific proposal what the human is supposed
to do.

F . e relation of the three mixed-initiative interaction
styles and the classification of the MMP.

When comparing the three mentioned styles, the
most important differences are first, that the dialog style
and the assistance style can be seen as cooperative con-
trol whereas the delegation style is rather associated with
supervisory control. In the delegation style it might be
even possible for the human to access and override the
system’s world and cost model, whereas assistance- and
dialog-focused systems need a richer, rather inaccessi-
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ble world model in order to aid and communicate con-
cerning the problem. Second, the dialog style seems not
well-suited for online re/planning setups, where the hu-
man has to react quickly to a changing environment,
because the authority over the goal determination and
problem-solving process might first have to be negoti-
ated in a more or less time-consuming process. ird
and finally, changes in the environment can lead to the
necessity of initiating dialogs with the human. Other-
wise, the machine would have to react and replan au-
tonomously. Hence, pure delegation style is not a very
cooperative approach.

Design questions derived from this theoretical back-
ground are:

• Who defines the goals? Human, machine or both?

• Who solves the problem? Human, machine or
both?

• Who initiates dialogs? Human, machine or both?

• What range of initiative strength do human and
machine have?

For the MMP we strived for a cooperative system that
does not bind too many of the human operator’s re-
sources on dialogs, and therefore implemented the as-
sistance interaction style with simple dialogs (see Figure
2). e overall goals are mainly predefined by the work
objective and the human has to break these down into
tasks (subgoals/constraints) for the UAVs as part of the
problem-solving process. e MMP is also able to solve
the problem but leaves the final authority to the human
operator. is is realised by the dialogs that are instan-
tiated by the assistant system. ree different initiative
strengths have been realised for the assistant system: ad-
vice, proposal and task reallocation.

4.2 Interactive features

With interactive features we mean functionalities re-
lated to planning or plan management that can be in-
voked by the human and are designed to improve over-
all system performance. Reference [1] mentions twelve
different interactive features as “examples of problem
solving operations”.

For the MMP we implemented the following inter-
active features:

• Plan completion, due to hard or soft precondition
violation

• Complete replanning, due to change in mission
goals or major change in situation

• Start of action execution, due to schedule violation

For each of these features we can ask: When (initia-
tive timing) and how (initiative strength and interaction
channel) is the machine allowed (initiative authorisation)
or even committed (initiative liability) to take initiative
concerning a certain interactive feature? As an example,
the machine could have the authorization but not the
liability to give advice (strength) via a display (channel)
that the human plan is incomplete (feature) 30 seconds
before this incompletion becomes a problem (timing).

e question, at which point in time the machine
should initiate a monolog or dialog with the human, is
addressed briefly in [40]. A machine that warns early
and is often wrong will certainly not be accepted as a vir-
tual teammate and will not help increasing overall sys-
tem performance, because of nuisance alerts. e same
counts for a machine that is often right but warns very
late. e interaction timing should also consider pos-
sible conflicts that may arise e.g. if the human and the
machine modify the same plan at the same time or if the
human is in high workload situations.

In urgent mission-critical cases (e.g. necessity for
replanning due to threat discovery or reception of a
follow-up order), the MMP initiates a dialog with the
human immediately. If the human operator has to add
details to the plan or has to trigger the execution of a task
by a UAV in order to stay in schedule, a dialog is initi-
ated after a time threshold has passed, i.e. if the human
performs his/her tasks in time, no initiative is taken by
the system. e initiative strength rises during the dia-
log. An example dialog can be found in [41]. We did
not differentiate between initiative authorisation and li-
ability when designing the MMP.

4.3 Interaction levels

During the mixed-initiative problem-solving process,
the human and the machine may interact on different
levels, e.g. they are able to refer to goals, constraints or
plan elements (i.e. complete or partial plans or single
actions). In the following we generalise the approach
to multi-vehicle guidance of [29] by viewing all in-
formation that the human reveals about his/her intent
concerning the mission planning and execution as con-
straints. is allows us to create a simple but universal
language for different interaction levels.
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Reference [29] proclaims five delegation types which
can be seen as mixed-initiative interaction levels. ese
are:

1. Operator provides goal states to the system

2. Operator provides a partial or complete plan

3. Operator provides negative constraints concerning
either states or actions

4. Operator provides positive constraints concerning
either states or actions

5. Operator provides a policy (cost function)

Our approach is to recategorise these mixed-initiative
interaction levels from a different perspective which
stems from the general approach of Automated Plan-
ning [15], which takes into account a) the hard con-
straints that must apply to any valid solution and b) the
soft constraints, which end up in a cost function and al-
low to evaluate the quality of any valid solution. From
this viewpoint every interaction with the system can be
seen as providing, modifying or deleting a constraint¹.
Such a constraint

• can refer to a certain action or state (content) - pos-
sibly defined on different levels of a task or state
hierarchy,

• can be either positive or negative (sign),

• can be either hard or soft (hardness) and

• can be time-constrained or not or refer to the goal state
(temporality).

With this generalised four-dimensional constraint ap-
proach we can realise the aforementioned delegation
type 1 (goal state constraints), type 2 (by multiple posi-
tive action), type 3 (negative action or state constraints),
type 4 (positive action or state constraints) and also type
5 (soft constraints of any kind).

In principle, the Simple Temporal Constraint Inter-
face (STCI) [41], which is used to input constraints
into the MMP, can handle all possible combinations of
the four constraint dimensions. However, the MMP
itself cannot handle all possible combinations. On the
one hand, this is due to pragmatic reasons of implemen-
tation complexity and on the other hand, temporal soft

¹We are disregarding meta-commands, e.g. for plan management,
(examples can be found in [1]).

constraints can neither be modelled in in PDDL (Plan-
ning Domain Definition Language) version 2.2 [9] nor
solved by the LPG-td [16], which is the underlying
problem-solver of the MMP. To be precise, this combi-
nation would require the trajectory constraint and pref-
erences features of PDDL3 [15]. Despite the large
range of interaction levels supported by the MMP, in
the MUM-T application the human operator may only
interact via delegation type 2 with the system. Most of
the other constraints are given by the mission control,
i.e. a person on the ground redefines the work objective
and the corresponding constraints are transferred to the
MMP.

4.4 Problem-solving implementation approaches

Although the selection of the problem-solving ap-
proach (centralised vs. distributed, operator-based
vs. knowledge-based vs. case-based, deterministic vs.
probabilistic, optimal vs. satisficing, different algo-
rithms, continuous vs. brute-force replanning, etc.)
is highly dependent from the domain for which the
mixed-initiative operation system is used, there are
cases, in which the choice may be rather free and/or
multiple approaches may be combined. e design of
the interaction levels may take influence on this choice
because it determines how constraints shall be shaped
and whether multiple interaction levels have to be mod-
elled explicitly, e.g. in a Hierarchical Task Network
(HTN) [17].

e MMP uses a centralised planning approach in
which the actions of all agents are planned in a sin-
gle process. We chose an operator-based anytime (i.e.
suboptimal) planner due to its flexibility and speed that
is needed for online mission replanning. It does not
deal with uncertainties, i.e. it uses a deterministic world
model. Probabilistic planning like “primary helicopter
landing site could be threatened, scanning the secondary
therefore could make sense” as well as domain-specific
planning heuristics are left to the human operator. Be-
cause the probability of a threat near a certain position
is completely unknown at the beginning of the mission,
probabilistic planning might seem hard to implement,
but as our experiments have shown, human experts pre-
fer plans that cover such uncertainties, e.g. one of the
three UAVs flying the alternate route of the manned he-
licopter. e replanning approach of the MMP is brute
force due to missing contingent or continuous plan-
ning functionality. is is not a serious problem for
the human operator, because the assistant system sticks
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to his/her plan and makes only suggestions concerning
minor changes most of the time. However, the mis-
sion continuous planning or plan repair functionality of
the MMP generates a heavy burden on performance,
because the planning process often has to start from
scratch even if there are only minor situation changes.

4.5 Reasoning about plans and explanation

As [7] and [27] point out, the ability of a mixed-
initiative system to make explanations about problems
(e.g. with the current plan) is an important function-
ality. At least dialog-style and assistance-style mixed-
initiative operation systems need to reason about partial
or complete plans generated either by the human or in
a mixed-initiative fashion. In case the goals of the hu-
man agent are not known to the system, plan or goal
recognition may be a useful approach to set up cooper-
ation between machine and human. Otherwise, it may
be sufficient for the machine to complete the plan that
is shared between human and machine and/or evaluate
this plan concerning the common work objective.

To reason about the system plan [41], that is shared
between human and machine, the MMP generates an
assumed human plan by making the best possible com-
pletion of the system plan that fulfils the shared goals.
e assumed human plan therefore allows finding miss-
ing actions on the system plan. In addition to that,
in future experiments, the assumed human plan could
be compared against the MMP’s reference plan that also
fulfils the shared goals but disregards the current sys-
tem plan. ereby, the quality of the system plan could
be evaluated, i.e. violations of soft constraints could
be detected. However, the mere comparison of costs
makes explanation difficult. In addition to that, human-
generated actions that violate the world model of the
MMP (e.g. action preconditions not met) prevent the
evaluation of such plans, because the problem-solver
simply fails without explanation. erefore, in future
implementations explicit validation [22] of the system
plan would be helpful to find and express the root cause
of the problem.

4.6 Operation dynamics

With mixed-initiative operation we address the prob-
lem that the initial plan that is ready at the beginning of
the mission cannot be maintained throughout the op-
eration. is is due to unforeseen changes in the situ-
ation and/or changes in the work objective. In the ad-

justable autonomy approach, the autonomy mode of a
system can be defined by the human operator, thereby
controlling its reaction to an unforeseen event [2]. e
operator may be involved in system decisions through
either management by consent or management by excep-
tion on the one hand, leading to mixed-initiative inter-
action during plan execution. Consent means that the
system will ask for permission to replan and only per-
form this in case the human affirms (corresponding to
LOA 5 [35]). Exception means that the system will
alert the human about its imminent replanning inten-
tion and he/she is given certain time to intervene (cor-
responding to LOA 6). On the other hand, the system
can replan or reallocate tasks autonomously (fully au-
tonomous operation, corresponding to Level of Automa-
tion 7 or 8²). In which situations the system will change
its autonomy mode should in our view be definable as a
policy or inside a (contingency) plan. Generating such a
policy or plan during the mixed-initiative planning pro-
cess seems promising, e.g. if realised via the connection
of autonomy modes to negative soft constraints. An ex-
ample for this is that the operator might set a constraint
“UAV1 should not cross no-fly zone Alpha” with (pos-
sibly implicit) violation costs of 100 if planned, mean-
ing that the system will operate in management by ex-
ception mode if it “wants” to cross the zone neverthe-
less. e similar constraint “UAV1must not cross no-fly
zone Alpha” with costs of 500 could mean that the sys-
tem will instead switch to the more operator-involving
management by consent mode in case it wants to cross
the mentioned zone. Setting a hard negative constraint
would be achieved by “UAV1 cannot cross no-fly zone
Alpha” for this example. In case of a conflict of dif-
ferent user-generated constraints, we can again think of
management by consent or exception behaviour.

Certain planned actions of the semi-autonomous ve-
hicles may involve mandatory tasks to be executed by
the human operator, e.g. target identification. In these
cases it makes sense to schedule and serialise these tasks
in a way that minimises the expected operator work-
load [8] or, if possible, to distribute the tasks proactively
among multiple operators [18].

In our MUM-T application the human operator is
guiding semi-autonomous vehicles. Such systems have
dynamic behaviour during mission execution, i.e. plan
execution. So far, these vehicles are guided in a task-
based mode, which means they quite strictly follow the

²Depending on the feedback policy. LOAs 9 and 10, in which the
machine is allowed to completely deny feedback on execution status
do not seem promising for mixed-initiative operation.
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plan generated in mixed-initiative fashion, with the ex-
ception of minor route replanning. e hard and soft
constraints that are created during the planning phase
could in future implementations be transmitted to the
executing agents in addition to the current plan to al-
low local replanning (redecision) of the agents upon un-
foreseen events, thereby constituting execution policies,
as described above. So far, we have not implemented
this “constraint-based” vehicle guidance mode yet. But
our assistant system already follows the concept of man-
agement by consent when it gives proposals to the hu-
man operator. e consideration of human operator
tasks during the execution of the mission has not yet
been regarded in the world model of the MMP. How-
ever, a simple first approach to this would be defining
actions like “grab-operator-attention(vehicle, operator)”
and “release”, respectively, which block and free the hu-
man operator as a resource.

4.7 User Interface

First of all, the design of the user interface (UI) depends
on the interaction style. Classical graphical UIs (vi-
sual interaction channel) may be useful for delegation-
stylemixed-initiative operation systems, whereas speech
input/output (audio interaction channel) may be more
useful for dialog-style systems. In assistance-style sys-
tems for operators under high-workload it can alsomake
sense to implement different interaction possibilities
such as speech and/or visual interaction [28].

Another important aspect of theUI is how the human
operator manages the constraints or plan elements. In
principle, these can be entered hierarchically [29], incre-
mentally or unordered. In addition to that, there may be
a single current plan represented in the system or multi-
ple (alternate) plans. In the best case the operator is able
to lock and unlock constraints that have either been gen-
erated by him/herself or by the machine. e unlocked
constraints may be manipulated more or less freely by
the machine. In addition to that there might be a clip-
board to temporally store constraints yet unapplied or
disabled [3].

In principle it makes no difference for a planning en-
gine to take constraints from multiple users as input and
compute a consistent solution. But of course there are
implications for the associated user interface to allow for
real-time human-human collaborative work.

e MMP UI allows only for entering a single system
plan by incrementally entering low-level actions as con-
straints. We have also tried to keep the human-machine

dialog interface very basic, i.e. in the current imple-
mentation the machine instantiates the user dialog or
monolog respectively with a speech synthesis output and
a message box in graphical UI (cf. Figure 3). Where ap-
propriate the message box includes one or two buttons
that allow the operator to invoke further aid through the
assistance system or to either accept or reject its propos-
als respectively. It is not possible for the human operator
to initiate a dialog or respond in natural language.

F . Graphical User Interface for UAV guidance with dialog
message from the assistance system.

5 Evaluation of a mixed-initiative
operation system

Reference [7] gives a good overview of evaluation cri-
teria for mixed-initiative systems. e first question is
how the overall problem-solving performance compares
against a completely automated solution. In our case we
also want to compare the performance against a com-
pletely manual solution. en, [7] proposes measuring
quality of interaction, i.e. the user preferences concern-
ing, interaction style, interactive features, level of trust
towards the system, clarity of presentation and usability.
In addition to that, we regard in the following the hu-
man operator’s workload and situation awareness as well
as the brittleness of machine plans and advices. But first
of all the experimental setup is explained briefly.

5.1 Experimental setup

References [34, 39, 21, 14, 7] show interesting experi-
ments on mixed-initiative interaction - it is not possible
to cover any details here.

DOI: 10.2420/AF05.2012.83 91



Acta Futura 5 (2012) / 83-97 R. Strenzke and A. Schulte

For the evaluation of the MMP we conducted a
human-in-the-loop experiment [42] in a full-scale mis-
sion and helicopter cockpit simulation (see Figure 4).
Our test persons were eight German Army helicopter
pilots, i.e. subject matter experts³, treated as a homo-
geneous group, i.e. we did not distinguish further ex-
pertise levels or something like that. Each test person
had to absolve two different MUM-T missions; each
of these similar to the reference mission described in
chapter 2 and had a duration of 30 to 40 minutes. One
mission was flown with assistant system (i.e. mixed-
initiative operation), the other without (i.e. completely
manual UAV planning). As described later on, we mea-
sured overall human-machine system performance, hu-
man operator workload and situation awareness and we
questioned the test persons concerning their subjective
evaluation of the system.

F . Helicopter simulator cockpit used for the MUM-T ex-
periments.

5.2 Overall system performance

e most important measurement for a mixed-initiative
human-machine system is the overall system perfor-
mance. In which way this can be operationalized is
highly application-specific. We first compare the mis-
sion performance of manual planning⁴ (without assis-
tance system) and mixed-initiative operation (with as-
sistance system). en we compare the solution quality

³e term expertise can have different meanings in the context of
mixed-initiative systems. Certainly, most such systems are used by
domain experts, who will also be trained as system experts. Domain
experts can either be seen as experts in the application or problem
domain [24] or as experts in automated planning technologies [7].
In our experiments the test persons were application domain experts.

⁴Also including manual start of UAV action execution in certain
cases.

and planning speed of mixed-initiative planning and au-
tomated planning.

As mentioned before, in the MUM-T application the
exposure of the helicopter is an important cost factor.
erefore, we have measured the time span in which the
helicopter had a position that has not been scanned by
any UAV before. With purely manual planning the ex-
posure time has been three times higher (mean of 132.3
seconds compared to a mean of 34.2 seconds, weakly
significant with p=.100). More detailed measures are
the lead time, i.e. how much in advance the UAV scan-
ning took place, and the up-to-dateness of the scanning.
In these categoriesmixed-initiative operation also seems
to lead to better results compared to manual planning,
but there is absolutely no significance in these results.

Although due to the assistance interaction style the
test persons did not have access to an automated plan-
ning function for the UAV tasks, we are able to com-
pare solution quality and planning speed of our mixed-
initiative planning mode with an automated mode. is
is possible because upon every user input (UAV task
constraint) the MMP started generating an assumed
human plan (transparent to the human operator), which
takes the user constraints into account (i.e. mixed-
initiative planning) and also generating a reference plan
(also transparent to the human operator), which dis-
regarded the user input (i.e. automated planning).
From the data generated during the experiments (395
valid planning requests leading to at least one solution⁵)
we can compare the performances of both the mixed-
initiative and the automated planner, which had the
same software and hardware basis. Table 1 shows how
many times only one of the planners found a solution
fast enough (before the next planning request), the av-
erage time for finding the first solution (including its
quality) and the average cost of the best solution for each
planning request (including its planning duration). Un-
fortunately, the costs are not normalised, i.e. they can
become negative (about -10,000 in most situations).

As we can see, the automated planning puts out a first
plan faster and this plan has in average also lower costs.
e automated planning also generates better plans over
longer time. However, it is important to note that this
evaluation has been done with the cost function that is
partly pre-programmed into the MMP and partly given
by the work objective, both transparent and unalter-
able for the human operator. erefore, we can only

⁵In 43 cases only the mixed-initiative planner found at least one
solution in time and in 117 cases only the automated planner found
at least one solution in time.
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T . Performance results of the MMP for mixed-initiative
and automated planning modes.

Mode and criterion M = SD =
Mixed fastest: time [s] 14.2 19.2
Mixed fastest: cost 14549.9 12970.9
Auto fastest: time [s] 12.8 19.9
Auto fastest: cost 12546.7 70229.4
Mixed best: cost 4541.8 10010.7
Mixed best: time [s] 92.8 145.9
Auto best: cost 8.9 7622.2
Auto best: time [s] 74.5 146.1

conclude that the constraints given by the human did
not help the MMP to find a solution faster or a more
cost-optimised solution. e plan generated in mixed-
initiative interaction can still be better from the view-
point of the human operator, though. One reason for
this is that the MMP does no probabilistic planning
and therefore it generates solutions that concentrate on
scanning one main helicopter route with as many UAVs
as possible. In contrast to this, most of the time the
plans which were generated by the test persons let two
UAVs cover the main route and one cover an alternate
route. For the cost model of the MMP this is a subop-
timal solution, which explains the higher costs for the
mixed-initiative planning approach. e assistant sys-
tem allowed the test persons to generate such plans and
only warned aboutmissing tasks, not about existing sub-
optimal tasks. Hence, the acceptance by the users shows
that this is a workable approach to leave the probabilis-
tic planning to the human. However, in case of com-
paring the assumed human plan to the reference plan to
automatically detect and warn of sub-optimality in the
assumed human plan as described before, the difference
in the world and cost model can become problematic.

5.3 Human operator workload

In working conditions in which critical decisions have
to made under time pressure, especially when the hu-
man operator has multiple roles to fulfil (in our case that
of the mission commander and helicopter commander),
his/her subjective workload can become an important
factor for short- and long-term performance. For ex-
ample, [27] chose the NASA-TLX (Task Load In-
dex) method [20] to assess the multi-UAV operator’s
workload but they also state that the Modified Cooper-
Harper (MCH)Rating [5] has the advantage of seman-
tic information attached to the workload level, which

could be more important than the multi-dimensionality
of the NASA-TLX scale.

In our experiments we also applied the NASA-TLX
method. Our results show that the dimension “tempo-
ral demand” of the subjective workload was significantly
lower when the operator assistant system was enabled
[42].

5.4 Human operator situation awareness

Another interesting measure is the situation awareness
of the human operator, which is defined as “the percep-
tion of the elements in the environment within a volume
of time and space, the comprehension of their mean-
ing and the projection of their status in the near future”
[10]. e question behind this is if the human opera-
tor is able to assess the current situation correctly and
if he/she has all relevant information in order to make
the right decisions to achieve his/her goals. ere are
methods to measure the subjective situation awareness,
e.g. Situational Awareness Rating Technique (SART)
[43], and methods to measure the objective situation
awareness, e.g. Situation Awareness Global Assessment
Technique (SAGAT) [10].

We chose the SAGAT method to assess the human
operator’s situation awareness in our experiments. To
accomplish this, at two points in time during each mis-
sion the test persons had to report in an electronic map
where air and ground vehicles were located and were
asked which tasks the UAVs were currently working
upon and which the next task was for each UAV. Con-
cerning the object locations in the electronic map there
was no significant difference between the two examined
configurations. But the questioning results were better
significantly better with assistant system (score 95.4%
compared to 90.0% with p=.026).

5.5 Subjective Evaluation

e test persons also evaluated the system concerning
its advice usefulness. ese evaluations were realised
via Likert scales (ranging from 1/negative to 7/positive,
with 4 being neutral) and have been applied to the fol-
lowing interactive features: proposal concerning a single
UAV task and proposal concerning completemission re-
planning (see Table 2). e single task advices (mixed-
initiative planning) were rated exclusively positively on
average (making sense, raising efficiency, slightly reliev-
ing). e complete plan proposals (rather automated
planning) were rated only slightly positive on average,
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with high variance due to some occurrences of very brit-
tle solutions (see next subchapter). On average, for this
interactive feature no effect on efficiency was reported,
also with high variance. e quality of the complete plan
proposals was evaluated slightly positive and the gener-
ation speed was evaluated slightly negative. It was not
possible to ask for single task advice generation speed
because the underlying planning process was transpar-
ent to the test persons.

To get a better understanding about the implicit cost
function that the human operators apply during plan-
ning such a mission, we also asked for weighting cer-
tain factors in a questionnaire, such as: Reconnaissance
of helicopter route, primary and alternate landing site,
flight path lengths as well as different violations con-
cerning the mission briefing. is data could be helpful
to tune the cost model of the MMP for similar future
applications.

5.6 Brittleness of machine plans and advices

e advices and plan proposals given by the machine
can diverge from the idea that the operator has con-
cerning the optimal or preferred mission plan. is is
due to suboptimal planning either by the human or by
the machine. e latter can be caused by the limited
world model of the planning component or by optimisa-
tion difficulties that arise from high problem complexity
and time-criticality concerning the solution output. In
real-world scenarios, these factors are inevitable system
imperfections that lead to brittle planning solutions and
thereby to brittle assistance advices. Hence, the human
operator has to be able to handle these problems in more
or less time-sensitive situations, which has to be con-
sidered during system design and to be evaluated thor-
oughly after prototypical implementation of a mixed-
initiative operation system.

e phenomenon of brittleness and its impact on user
performance has been addressed in experiments by [21]
as well as [39]. Both studies examined only a sin-
gle type of brittleness. e first was the generation of
solely fuel-optimal vehicle routing that held risks that
the user would normally not take if he/she generated the
plan him/herself. Nevertheless, the results show that
there was an over-reliance on the automatically gen-
erated plans. In the second study the machine gen-
erated incomplete plans, which did not pose any fur-
ther measurable effects on user performance. e com-
parison of the results leads to the conclusion that the
type of brittleness plays an important role for evaluating

such mixed-initiative operation systems with test per-
sons. is is probably because the violation of soft or
probabilistic constraints is less obvious and seems less
severe than the violation of hard constraints.

One approach to assess the impact of brittle solu-
tions is to measure the time that the operator spends on
the interaction with the assistant system. is time can
be divided into dealing with useful advices that are ac-
cepted, dealing with useful advices that are not properly
understood by the operator (and therefore declined) and
dealing with brittle advices. is analysis has not been
performed for the MMP yet, but we have already iden-
tified seven types of brittleness for the MMP:

• no solution in sufficient time (bug or performance
problem)

• solution violating hard goal constraints (bug)

• single wrong element in the solution (bug)

• unnecessary action, e.g. detour of a vehicle (opti-
misation/performance problem)

• missing action leading to suboptimal solution (op-
timisation/performance problem)

• suboptimal action selection for a vehicle (optimi-
sation/performance problem)

• suboptimal allocation of an action to a vehicle (op-
timisation/performance problem)

6 Future evaluation of the mixed-initiative
operation system

e MMP can be seen as a mixed-initiative operation
test bed due to its generalised constraint-based inter-
faces and its modularity, i.e. the planning backend
and/or the UI can be modified or exchanged in order to
evaluate different approaches to the multi-vehicle guid-
ance and planning problem. As described above, in our
human-machine experiments, so far only two configura-
tions have been compared: manual vs. mixed-initiative
operation. To optimise the mixed-initiative system and
analyse human operator behaviour more thoroughly,
different configurations could be constituted by modi-
fying the interaction timing (especially setting different
cost thresholds concerning plan comparison for subop-
timality checking), the operation dynamics (e.g. relaxed
mission planning or time-critical replanning) and the
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T . Subjective evaluation results for the MMP.
Question #Valid answ. M = SD =
Single task proposal made sense? 7 5.7 1.0
Single task proposal relieving? 7 4.7 1.3
Single task proposal raised efficiency? 5 5.2 0.7
Complete plan proposal made sense? 4 4.3 2.4
Complete plan proposal relieving? 4 4.5 2.6
Complete plan proposal raised efficiency? 4 4.0 2.5
Speed of generating complete plan OK? 4 3.8 1.8
Quality of proposed complete plan OK? 3 4.3 1.7

assistance solution/advice brittleness (e.g. displaying cer-
tain predetermined brittle solutions). Additionally, the
UI could be modified to enable more direct interaction
with the automated planner (delegation-focused interac-
tion style). In this configuration the human operator
might be allowed to work with different interaction lev-
els. Furthermore, scales to assess the human operator’s
trust in the automation could be applied.
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Abstract. is paper introduces a software
prototype called ARPHA for on-board diagno-
sis, prognosis and recovery. e goal is to allow
the design of an innovative on-board FDIR (Fault
Detection, Identification and Recovery) process
for autonomous systems, able to deal with un-
certain system/environment interactions, uncertain
dynamic system evolution, partial observability and
detection of recovery policies taking into account
imminent failures. We propose to base the infer-
ence engine of ARPHA on Dynamic Probabilistic
Graphical Models suitable to reason about system
evolution with control actions, over a finite time
horizon. e model needed by ARPHA is derived
from standard dependability modeling, exploiting
an extension of the Dynamic Fault Tree language,
called EDFT. We finally discuss the software ar-
chitecture of ARPHA, where on-board FDIR is
implemented and we provide some preliminary re-
sults on simulation scenarios for Mars rover activ-
ities.

1 Introduction

Autonomous spacecraft operation relies on the adequate
and timely reaction of the system to changes in its op-
erational environment, as well as in the operational sta-
tus of the system. e operational status of the system

*Corresponding author. E-mail: luigi.portinale@di.unipmn.it

is dependent on the internal system dependability fac-
tors (e.g. sub-system and component reliability mod-
els), on the external environment factors affecting the
system reliability and safety (e.g. thermal, radiation, il-
lumination conditions) and on system-environment in-
teractions (e.g. stress factors, resource utilization pro-
files, degradation profiles, etc.). Combinations of these
factors may cause mission execution anomalies, includ-
ing mission degradations and system failures. To ad-
dress possible system faults and failures, the current
state-of-the-art of the FDIR (Fault Detection, Identi-
fication and Recovery) process is based on the design-
time analysis of the faults and failure scenarios (e.g. Fail-
ure Mode Effect Analysis or FMEA, Fault Tree Analy-
sis or FTA [11]) and run-time observation of the sys-
tem operational status (health monitoring). e goal
is a timely detection of faults and the initiation of the
corresponding recovery action, often using static pre-
compiled look-up tables and basically concerned with
the execution of the safing actions to put the spacecraft
into a known safe configuration and transfer control to
the Ground operations.

e classical FDIR approach however, suffers from
multiple shortcomings. In particular, the system, as well
as its environment, is only partially observable by the
FDIR monitoring; this introduces uncertainty in the in-
terpretation of observations in terms of the actual system
status. Moreover, classical FDIR represents a reactive
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approach, that cannot provide and utilise prognosis for
the imminent failures. Knowledge of the general opera-
tional capabilities of the system (that should potentially
be expressed in terms of causal probabilistic relations) is
not usually represented on-board, making impossible to
estimate the impact of the occurred faults and failures on
these capabilities. Several studies have tried to address
these problems, some by restricting attention to manned
systems [12] or to systems requiring heavy human inter-
vention [9], some others by emphasizing the prognostic
phase and relying on heuristics techniques to close the
FDIR cycle [4]. A more formal approach to on-board
FDIR seems to be needed, having the capability to rea-
son about anomalous observations in the presence of un-
certainty, dynamic evolution and partial observability.
e main issue is to define a unifying formal framework
providing the system with diagnosis and prognosis on
the operational status to be taken into account for au-
tonomous preventive recovery actions. In this paper, a
formal model for knowledge-based reasoning based on
Probabilistic Graphical Models is proposed, with the
aim of enabling on-board FDIR reasoning. While the
final goal of the study will be to develop a demonstrator
performing proof-of-concept case studies for the inno-
vative FDIR element of an autonomous spacecraft, the
paper concentrates on the formal modeling, inference,
specification and design of an on-board FDIR archi-
tecture called ARPHA (Anomaly Resolution and Prog-
nostic Health management for Autonomy), designed
to address on-board reasoning about the impact of sys-
tem and environment state on spacecraft capabilities and
mission execution.
e paper is organized as follows: Sec. 2 discusses is-
sues concerning modeling causal probabilistic knowl-
edge; Sec. 3 describes the functional requirements of
ARPHA included in the off-board and on-board pro-
cess, and introduces the DDN (Dynamic Decision Net-
work) model to be used for the actual FDIR analysis
by ARPHA; Sec. 4 describes the formal software archi-
tecture of ARPHA; finally, Sec. 5 presents a case study
evaluated using ARPHA in terms of diagnosis, progno-
sis and recovery.

2 Modeling Causal Probabilistic
Knowledge

Modeling probabilistic causal dependencies is one of
the main capabilities of Probabilistic Graphical Models
(PGM) like Bayesian Networks (BN), Decision Net-

works (DN) and their dynamic counterparts as Dy-
namic Bayesian Networks (DBN) and Dynamic Deci-
sion Networks (DDN) [5]. From an FDIR perspec-
tive, this class of models naturally captures dependen-
cies and evolutions under partial observability; more-
over, in decision models also the effect of autonomous
actions can be modeled and utility functions can be ex-
ploited in order to select most useful actions. For this
reason, we propose a formal architecture called ARPHA
based on the model of DDNs. DDNs are essentially
DBNs augmented with decision nodes and utility func-
tions. DBNs are, in turn, a factored representation of a
discrete time Markov process, where the global system
state is determined by the Cartesian product of a set of
discrete variables obeying to Markovian state transitions
(see [5, 7] for more details). Solving a DDN means
finding a sequence of decisions maximizing the total ex-
pected utility over a specified horizon; this means that,
in principle every algorithm for solving a Markov De-
cision Process (MDP) [10] can be adopted. However,
from an on-board FDIR perspective, globally optimal
sequences can be too hard to be obtained, both in terms
of time and computational resources. For these rea-
sons, DDNs are proposed as the suitable target model
for ARPHA, by adopting an on-line inference strategy
[10], where observations on monitored parameters are
processed as soon as they become available to the system.
is allows for the choice of a locally (i.e. at the current
time) best recovery action, given the current stream of
observations and the future possible states of the mod-
eled system, providing a tight connection between diag-
nosis, recovery and prognosis. Furthermore, by taking
into account both the current “belief state” of the sys-
tem (summarizing the history of the system uncertain
evolution) and the effects of the recovery actions on fu-
ture system states, the task of preventive recovery can be
addressed.

Even if the ARPHA architecture is designed as an
on-board inference engine, it has to rely on a suit-
able off-board modeling phase, producing the model
on which on-board inference has to take place. As
mentioned before, the target model on which ARPHA
works is a DDN, which is however a class of models
unfamiliar to most reliability engineers; they are usu-
ally more familiar with other formalisms and techniques
supporting classical FDIR task like Fault Tree Anal-
ysis (FTA). However, Fault Trees (FT) [11] are lim-
ited to model systems with independent binary compo-
nents (i.e. characterized by the “ok-faulty” dual behav-
ioral modes, failing independently from other compo-
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nents in the system). For this reason, several extensions
have been proposed, either to address specific stochas-
tic dependencies as in Dynamic Fault Tree (DFT) [3]
or to allow the modeling of “multi-state” components
[2]. Concerning the off-board process of ARPHA we
have proposed to extend the formalism of DFTs to an-
other formal modeling language called Extended Dy-
namic Fault Tree (EDFT) [8]; in this extension, a gen-
eralization of both Boolean components to multi-state
components, as well as a generalization of the stochastic
dependencies allowed by the DFT formalism are intro-
duced. e idea is to provide the modeler with a for-
mal language able to express, in a FT-based style, a set
of complex component interactions, while being at the
same time, suitable for a general FDIR analysis. e
proposed approach is then to compile a DDN (subse-
quently transformed into a DBN for analysis) from the
input EDFTmodel, and then using a suitable algorithm
for on-line inference to perform the FDIR task.

3 Specification of ARPHA

e ARPHA architecture puts emphasis on the on-
board software capabilities; however, as we mentioned
before, an off-board processing phase is necessary, in or-
der to provide it with the inputs and the needed oper-
ational model. Fig. 1 summarizes the basic scheme of
the ARPHA on-board reasoning process, involving the
interactions with the off-board processing phase.

3.1 Off-board process

e off-board process starts with a fault analysis phase
concerning some basic knowledge about the system
faults and failures, together with some knowledge about
environmental/contextual conditions and their effects
and impacts on the system behavior (possibly either

nominal or faulty). is phase is aimed at construct-
ing (by standard and well-known dependability analysis
procedures) a first dependability model that we assume
to be a DFT. Starting from this first analysis, the DFT
model is enriched with knowledge about more specific
system capabilities and failures, with particular atten-
tion to the identification of multi-state components and
stochastic dependencies not captured at the DFT lan-
guage level. e aim is to generate an EDFT repre-
senting all the needed knowledge about failure impacts.
During this phase, both knowledge about external ac-
tions (like plan actions) or control actions (useful to
perform recovery) can be incorporated into the EDFT
model.

e EDFT produced can then be compiled into a
DDN: the compilation process is essentially based on
the compilation of a DFT into a DBN (whose details
can be found in [6]), with the addition of the compila-
tion of stochastic dependencies not captured at theDFT
modeling level (that can be mapped into suitable condi-
tional probability entries of the variables concerning in-
puts and output of the gate), of external actions (that can
bemapped into specific nodes, assumed to be always ob-
served as evidence) and of control actions/policies (that
can be mapped into states of a decision node). To com-
plete the DDN, the analyst specifies the utility func-
tion by identifying the set of relevant variables, and by
building the corresponding utility table taking into ac-
count such variables and the control actions available.
e DDN is then transformed into a DBN for the anal-
ysis, by creating nodes for the actions of the modeled
policies (i.e. each policy will be evaluated by instanti-
ating such nodes, then computing the expected utility
through DBN inference). Next sections will detail such
aspects.

ADDNModel Characterization for On-board FDIR

As introduced in Sec. 2, DDN models are good candi-
dates for addressing the innovative FDIR issues men-
tioned in Sec. 1. For this reason, ARPHA assumes
a particular DDN model as the operational model on
which to implement the whole FDIR algorithm. Since
ARPHA is intended to provide FDIR capabilities to
an autonomous device, interacting with an Autonomy
Building Block (ABB) setting and executing a given
mission plan, we assume the following characterization
concerning DDN nodes:
1) Observable nodes:
- Plan nodes whose values (states) are the possible ac-
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tions the planner can execute: these nodes are assumed
to be always set by the ABB;
- a decision node Recovery whose values (states)
are the possible recovery and control policies the au-
tonomous device can execute¹; - a set of Sensor Nodes
representing possible measurements from the device’s
sensors which in turn can be: ContextNodes representing
contextual or environmental conditions; Finding Nodes
representing monitored device parameters such as mea-
surements of specific system variables.
2)HiddenNodes: representing internal state conditions
of the system which are not directly measurable. A sub-
set of hidden nodes are identified as Diagnostic Nodes
and represent variables target of the diagnostic process
(see in the following).

e network high-level scheme of the DDN model
used by ARPHA is shown in Fig. 2. e scheme en-
codes the following general assumptions: time is as-
sumed to be discrete with a discretization step of∆ time
units; contextual information influences system internal
state within the same time slice; both plan as well as re-
covery actions have influence on the future system state
(i.e. on system variables at the next time slice); system
state transition model is then determined by plan and
recovery actions and the current state²; the utility func-
tion to be optimized, in order to choose the best recovery
action, depends on the chosen recovery action and the
system state determined by the action.

¹For the sake of simplicity, we assume that all possible recoveries
are the values (states) of a single decision node. Actually, such states
can represent recovery policies, that is set of atomic actions. So, setting
a value (or state) of the decision node, means setting a specific recov-
ery policy, which means in turn to set values to every model’s variable
involved in the policy. is will be more clear in the following.

²is is the standard assumption about state transition in MDP.

Inference Approach

In ARPHA, we decided to implement the DDN anal-
ysis by resorting to Junction Tree ( JT) inference algo-
rithms [5]. In this class of algorithms, once the JT struc-
ture is obtained, one can get rid of the original network,
so another role of the off-board process is the genera-
tion of the JT from the DDN. It is worth noting that
a specific instantiation of the decision node will trans-
form the DDN in a DBN; in particular, given the ac-
tions/commands composing a policy, DBN nodes can
be associated to such actions/commands and the instan-
tiation of a given policy (i.e. the state of the decision
node) can be obtained by suitably setting instances of
such DBN nodes. In ARPHA, we implemented a para-
metric JT-based inference strategy: the Boyen-Koller
(BK) algorithm [1]. e algorithm depends on some
input parameters (set of nodes) called “clusters”; accord-
ing to the clusters provided it can produce approximate
inference results with different degrees of accuracy. In
particular, if the input is a unique cluster containing all
the so-called “interface nodes” of the DBN, the BK al-
gorithm performs exact inference (see [1] for the de-
tails). e main reason for implementing approximate
inference is that, in case of network models which are
particularly hard to solve with exact inference, a reason-
able approximation can trade-off time/space complexity
and quality of the results³. Since the inference proce-
dures will be performed on board, the JT will be the
actual operational model undergoing analysis by the on-
board process of ARPHA, with diagnosis, recovery, and
prognosis purposes, as we will see next.

3.2 On-board process

e on-board process operates on a JT as actual opera-
tional model, receiving evidence from both sensors (for
contextual as well as finding information) and the ABB
(for plan actions); it is intended to produce recovery ac-
tions (to be translated into autonomous control action
commands), as well as diagnostic and prognostic indices
(see Fig. 1). We refer to the following characterization
of the FDIR process:
- Diagnosis at time t: a belief state on the set of diag-
nostic nodes D at time t, i.e. the posterior probability
at time t of each d ∈ D given the evidence (from Plan

³e assumption is also that, since the networks used by ARPHA
have a reasonable number of observed variables (i.e. each relevant sys-
tem component is a sensored component and sensors have a high ac-
curacy), then the approximation error is bounded by conditioning on
the next set of observations during a temporal inference.
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F . e UML use case diagram of ARPHA.

F . e UML state-chart diagram of ARPHA.
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and Sensor Nodes) up to time t;
- Recovery at time t: choice of the “best” policy r from
Recovery node at time t, given the evidence up to
time t;
- Prognosis at time t ′ from time t < t ′: the belief state
of set D at time t, given the observations up to time t

(and possibly plan information up to t ′ if available);
We also define the following notions:
- Discretization step: the time interval ∆ between two
consecutive inferences;
- Mission Frame: the time interval concerning the anal-
ysis, starting from an initial time instant t0, ending in
a time instant tf and discretized into intervals of width
∆, i.e. MF = [t0, t0 + ∆, . . . , tf − ∆, tf].

e UML use case diagram in Fig. 3 represents the
main functionalities of ARPHA. e actors that inter-
act with ARPHA are the following:
- System Context: it represents memory area that con-
tains data received from sensors and configuration of
system;
- Autonomy BB: it represents an autonomy building
block dedicated to plan execution and plan generation.
- Event Handler: it represents the manager of events
receiving from ARPHA the id of the policy to be per-
formed to recover the system.

ARPHA cyclically (at each time step) performs the
following sequence of use cases:
- Observation Collection: it periodically retrieves data
necessary for on-board reasoning. More specifically,
ARPHA periodically checks the current mission time:
if the mission has just begun, then ARPHA loads the
initial version of the on-board model from the System
Context; if a new mission frame has just begun, then
ARPHA retrieves the long scale sensor data (available
for the whole mission frame), still from the System
Context. At each time slice, sensor and plan data are
then retrieved from the System Context and the Auton-
omy BB respectively. Both kinds of data are converted
in form of observations concerning the variables of the
on-board model.
- Current state detection: observations are loaded into
the on-board model; then, inference is executed by JT
propagation. Inspection of the probabilities of the di-
agnostic variables can provide the diagnosis at the cur-
rent mission time. e possible system states are Nor-
mal (no anomalies or failures are detected), Anomalous
(an anomaly is detected) or Failed (a failure is detected).
-Reactive Recovery: this kind of recovery is performed if
the current state detection returns a Failed state. After
having incorporated the current evidence in the diag-

nostic phase, for each available recovery policy (i.e. for
each possible state of the recovery node), the policy itself
is loaded (propagated) into the on-board JT; this actu-
ally means to set a specific value to the DBN variables
affected by the policy itself. e expected utility of each
policy is then computed by setting in the JT the cor-
responding evidence and by propagating it. e policy
with the maximum expected utility is then determined;
such policy is converted into a sequence command to be
executed by the actuator components (possibly at differ-
ent times), which are then delivered to the Event Han-
dler for the execution.
- Future state detection: if the current state is Normal,
then the time horizon t ′ for prognosis is determined and
JT inference is performed with a time step of ∆ until t ′,
by considering plan information at each time step as ev-
idence.
- Preventive Recovery: this kind of recovery is performed
if the current state detection returns an Anomalous state,
or if the future state detection provides an Anomalous
or Failed state. e choice of the best recovery policy
follows the same approach applied for the Reactive Re-
covery use case, but according to a certain time horizon
if the preventive recovery is a consequence of the future
state detection.

e operations performed inside each use case are
represented by the UML state-chart diagram in Fig. 4.

4 Design of ARPHA

e software architecture of ARPHA is composed by
the following components represented by the UML
component diagram in Fig. 5:
- Main: it implements the main program capabilities
and controls the other components;
- System_Context_Manager: it implements functions
dedicated to retrieve and manage data contained in Sys-
tem Context;
- Autonomy_BB_Manager: it implements functions
dedicated to interface the Autonomy BB in order to ob-
tain plan data;
- Observation_Generator: it converts sensor data and
plan data into observations to be propagated into the
on-board model (i.e. the JT); in particular, it maps each
sensor with the corresponding variable in the model and
sets the variable value according to the sensor reading
(possibly performing discretization if the sensor reads a
continuous value);
- JT_Handler: it implements propagation of observa-

104 DOI: 10.2420/AF05.2012.99



ARPHA: a software prototype for fault detection, identification and recovery in autonomous spacecrafts

tions and actions into the on-board model, it computes
the expected utility and gives the current or future belief
state;
- State_Detector: it examines the current or future belief
state in order to detect the current or future state of the
system respectively (Normal, Anomalous, Failed);
- Policy_Evaluator: it manages the evaluation of the best
recovery policy;
-Event_Manager: it manages the Event Handler, in or-
der to send the action to be performed;
- Logger: it implements the logger capabilities.
e Main component coordinates the components in-
volved in each use case, while the core of the architecture
is the JT_Handler component: it implements the BK
inference algorithm with the goal of providing the pos-
terior probabilities over the variables of interest to the
other components that need them (e.g. State_Detectors
and Policy_Evaluator). e Logger records all the proba-
bilistic computations performed by the JT_Handler and
can then provide such logs to Ground when requested.

5 A Case study

An example case study we have used to test ARPHA
concerned the power supply system of a Mars rover,
with a particular attention to the following aspects and
their combinations: power supply by the solar arrays,
load, power supply by the battery, a set of possible anal-
ysis scenarios.
Solar arrays. We assume the presence of 3 solar arrays,
namely SA1, SA2, SA3. In particular, SA1 is composed
by two redundant strings, while SA2 and SA3 are com-
posed by three strings. Each solar array can generate
power if two conditions hold: 1) at least one string is
not failed; 2) the combination of sun aspect angle, op-
tical depth, and local time (day or night) is suitable. In
particular, the optical depth is given by the presence or
absence of shadow or storm.

e total amount of generated power is proportional
to the number of solar arrays which are actually work-
ing.
Load. e amount of load depends on the current ac-
tion performed by the rover.
Battery. We assume the battery to be composed by three
redundant strings. e charge of the battery may be
steady, decreasing or increasing according to the cur-
rent levels of load and generation by the solar arrays.
e charge of the battery may be compromised by the
damage of the battery occurring in two situations: all

the strings are failed, or the temperature of the battery
is low.
Scenarios. We are interested in 4 failure or anomaly
scenarios. Each scenario can be recovered by specific
policies:
S1) low power generation while the sun aspect angle is
not optimal. Recovery policies: P1) suspension of the
plan in order in order to reduce the load; P2) suspension
of the plan and change of inclination of SA2 and SA3 in
order to try to improve the sun aspect angle and conse-
quently the power generation (the tilting system cannot
act on SA1).
S2) low power generation while the optical depth is not
optimal. Recovery policies: P3) movement of the rover
into another position in order to try to avoid a shad-
owed area and improve the power generation as a con-
sequence; P4) modification of the inclination of SA2
and SA3, retraction of the drill, and suspension of the
plan.
S3) low battery level while drilling. Recovery policies:
P4) as above; P5) retraction of the drill, suspension of
the plan.
S4) low battery level while the battery is damaged. Re-
covery policies: P4) as above.

5.1 DBNmodel

e off-board processing phase has produced, starting
from an extended fault tree analysis, a DBN model to
be suitably compiled in the operational JTmodel for on-
board reasoning (see again Fig. 1). In particular the final
DBN (Fig. 10.a) has the following features:
Solar arrays. e variables representing the function-
ing or the failure of basic components or subsystems,
are binary; for example, StringSA11 and StringSA12
represent the state of the redundant strings composing
the solar array SA1, while StrinsSA1 represent the state
of the set of strings. e variables modeling environ-
mental conditions are binary in order to represent the
presence or the absence of such conditions; this is the
case of the variables Storm and Shadow influencing Op-
ticalDepth, and the variable Time (day or night). e
variable AngleSA1 representing the sun aspect angle of
SA1 is ternary (good, discrete, bad). e fact that the
combination of OpticalDepth, Time, AngleSA1 allows
or compromise the power generation by SA1, is repre-
sented by the binary variable SA1perf. Such variable,
together with StringsSA1, influences the binary variable
PowGenSA1modelling the presence or absence of power
generation by SA1. e solar arrays SA2 and SA3 are
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F . e UML component diagram of ARPHA.

modelled in the same way. e variable PowGen is in-
fluenced

by PowGenSA1, PowGenSA2, PowGenSA3. e size
ofPowGen is 4 in order to represent 4 intermediate levels
of power generation depending on the number of solar
arrays generating power.
Load. e size of the variable ActionId is 8 in order to
represent 8 actions of interest in the model (in this ex-
ample actions may concern either the plan or the recov-
ery). Such variable influences Load whose size is 5 in
order to represent 5 intermediate levels of power con-
sumption according to the action under execution. e
variable Balance is ternary and indicates if PowGen is
equal, higher or lower than Load.
Battery. e state (working or failed) of each redun-
dant string composing the battery is represented by
BattString1, BattString2, BattString3, while the state of
the set of strings is modelled by BattStrings. e vari-
able Temp is ternary and represents the temperature of
the battery (low, medium, high). Temp and BattStrings
influence BattFail representing the damage of the bat-
tery. e variable Trend indicates if the battery charge
is steady, increasing or decreasing, according to Balance
and BattFail. Four intermediate levels of battery charge
are represented by the variable BattCharge.
Scenarios. e variables S1, S2, S3, S4 are ternary in

order to represent the states Normal, Anomalous and
Failed in each scenario (the Normal state indicates that
the scenario does not currently occur).

In the DBN, each variable has two instances, one for
each time slice (t, t + ∆). If a variable has a tempo-
ral evolution, its two instances are connected by a tem-
poral arc (appearing as a thick line in Fig. 10.a). Still
in Fig. 10.a, the observable variables appear as black
nodes; the values coming from the sensors (and the re-
covery policies) will become observations for such vari-
ables during the ARPHA cycles and the inference anal-
ysis of the model.

5.2 Executing ARPHA

In order to perform an empirical evaluation of the ap-
proach, ARPHA has been deployed in an evaluation
platform composed by a workstation linked to a PC
via Ethernet cable. A rover simulator has been in-
stalled on the workstation. On the PC we installed
the TSIM environment, emulating the on-board com-
puting hardware/OS environment (LEON3/RTEMS),
and the ARPHA executable. Sensors data and plan data
that simulator provides are the following: optical depth,
power generated by each solar array, sun aspect angle of
SA1, SA2, SA3, charge of the battery, temperature of
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*** MISSION STEP: 0 (MISSION TIME 11)***
*** Diagnosis ***

Propagate PLAN STREAM
0:ActionId:1 0 0 0 0 0 0 0 :1:ActionId#:1 0 0 0 0 0 0 0 :2:ActionId#:1 0 0 0 0 0 0 0
:3:ActionId#:1 0 0 0 0 0 0 0 :4:ActionId#:1 0 0 0 0 0 0 0 :
Propagate SENSORS STREAM
0:OpticalDepth:1 0 :0:PowGenSA1:1 0 :0:PowGenSA2:1 0 :0:PowGenSA3:1 0 :0:AngleSA1:1 0 0
:0:AngleSA2:1 0 0 :0:AngleSA3:1 0 0 :0:BattCharge:0 0 0 1 :0:Temp:0 1 0 :0:Time:1 0 :
NO FAILURE Pr{S1=2} = 0.30000000 (0.99000000) NO FAILURE Pr{S2=2} = 0.30000000 (0.59000000)
NO FAILURE Pr{S3=2} = 0.30000000 (0.99000000) NO FAILURE Pr{S4=2} = 0.30000000 (0.99000000)
NO ANOMALY Pr{S1=1} = 0.30000000 (0.99000000) NO ANOMALY Pr{S2=1} = 0.30000000 (0.59000000)
NO ANOMALY Pr{S3=1} = 0.30000000 (0.99000000) NO ANOMALY Pr{S4=1} = 0.30000000 (0.99000000)

STATE SYSTEM ”NORMAL”
## Prognosis ##

NO FAILURE Pr{S1#=2} = 0.38482874 (0.99000000) NO FAILURE Pr{S2#=2} = 0.56793149 (0.59000000)
NO FAILURE Pr{S3#=2} = 0.00720536 (0.99000000) NO FAILURE Pr{S4#=2} = 0.01865137 (0.99000000)
NO ANOMALY Pr{S1#=1} = 0.08852395 (0.99000000) NO ANOMALY Pr{S2#=1} = 0.14727087 (0.59000000)
NO ANOMALY Pr{S3#=1} = 0.10020495 (0.99000000) NO ANOMALY Pr{S4#=1} = 0.27252826 (0.99000000)

FUTURE STATE SYSTEM ”NORMAL”
*** MISSION STEP: 2 (MISSION TIME 63)***

*** Diagnosis ***
Propagate PLAN STREAM
1:ActionId#:1 0 0 0 0 0 0 0 :2:ActionId#:1 0 0 0 0 0 0 0 :3:ActionId#:1 0 0 0 0 0 0 0
:4:ActionId#:1 0 0 0 0 0 0 0 :5:ActionId#:1 0 0 0 0 0 0 0 :
Propagate SENSORS STREAM
1:OpticalDepth#:1 0 :1:PowGenSA1#:1 0 :1:PowGenSA2#:1 0 :1:PowGenSA3#:1 0 :1:AngleSA1#:1 0 0
:1:AngleSA2#:1 0 0 :1:AngleSA3#:1 0 0 :1:BattCharge#:0 0 0 1 :1:Temp#:0 1 0 :1:Time#:1 0 :
NO FAILURE Pr{S1#=2} = 0.00000000 (0.99000000) NO FAILURE Pr{S2#=2} = 0.00000000 (0.59000000)
NO FAILURE Pr{S3#=2} = 0.00000000 (0.99000000) NO FAILURE Pr{S4#=2} = 0.00000000 (0.99000000)
NO ANOMALY Pr{S1#=1} = 0.00000000 (0.99000000) NO ANOMALY Pr{S2#=1} = 0.00000000 (0.59000000)
NO ANOMALY Pr{S3#=1} = 0.00000000 (0.99000000) NO ANOMALY Pr{S4#=1} = 0.00000000 (0.99000000)

STATE SYSTEM ”NORMAL”
## Prognosis ##

NO FAILURE Pr{S1#=2} = 0.31664297 (0.99000000) NO FAILURE Pr{S2#=2} = 0.27930299 (0.59000000)
NO FAILURE Pr{S3#=2} = 0.00421664 (0.99000000) NO FAILURE Pr{S4#=2} = 0.01022689 (0.99000000)
NO ANOMALY Pr{S1#=1} = 0.06083531 (0.99000000) NO ANOMALY Pr{S2#=1} = 0.07766408 (0.59000000)
NO ANOMALY Pr{S3#=1} = 0.09709793 (0.99000000) NO ANOMALY Pr{S4#=1} = 0.24639760 (0.99000000)

FUTURE STATE SYSTEM ”NORMAL”
*** MISSION STEP: 2 (MISSION TIME: 124) ***

*** Diagnosis ***
Propagate PLAN STREAM
2:ActionId#:1 0 0 0 0 0 0 0 :3:ActionId#:1 0 0 0 0 0 0 0 :4:ActionId#:1 0 0 0 0 0 0 0 :
5:ActionId#:1 0 0 0 0 0 0 0 :6:ActionId#:1 0 0 0 0 0 0 0 :
Propagate SENSORS STREAM
2:OpticalDepth#:1 0 :2:PowGenSA1#:1 0 :2:PowGenSA2#:1 0 :2:PowGenSA3#:1 0 :2:AngleSA1#:0 1 0
:2:AngleSA2#:0 1 0 :2:AngleSA3#:0 1 0 :2:BattCharge#:0 0 0 1 :2:Temp#:0 1 0 :2:Time#:1 0 :
NO FAILURE Pr{S1#=2} = 0.00000000 (0.99000000) NO FAILURE Pr{S2#=2} = 0.00000000 (0.59000000)
NO FAILURE Pr{S3#=2} = 0.00000000 (0.99000000) NO FAILURE Pr{S4#=2} = 0.00000000 (0.99000000)
NO ANOMALY Pr{S1#=1} = 0.00000000 (0.99000000) NO ANOMALY Pr{S2#=1} = 0.00000000 (0.59000000)
NO ANOMALY Pr{S3#=1} = 0.00000000 (0.99000000) NO ANOMALY Pr{S4#=1} = 0.00000000 (0.99000000)

STATE SYSTEM ”NORMAL”
## Prognosis ##

NO FAILURE Pr{S1#=2} = 0.40137030 (0.99000000) NO FAILURE Pr{S2#=2} = 0.28233399 (0.59000000)
NO FAILURE Pr{S3#=2} = 0.00411488 (0.99000000) NO FAILURE Pr{S4#=2} = 0.00981223 (0.99000000)
NO ANOMALY Pr{S1#=1} = 0.07227470 (0.99000000) NO ANOMALY Pr{S2#=1} = 0.07607630 (0.59000000)
NO ANOMALY Pr{S3#=1} = 0.09682351 (0.99000000) NO ANOMALY Pr{S4#=1} = 0.24128415 (0.99000000)

FUTURE STATE SYSTEM ”NORMAL”
*** MISSION STEP: 3 (MISSION TIME: 187) ***

*** Diagnosis ***
Propagate PLAN STREAM
3:ActionId#:1 0 0 0 0 0 0 0 :4:ActionId#:1 0 0 0 0 0 0 0 :5:ActionId#:1 0 0 0 0 0 0 0
:6:ActionId#:1 0 0 0 0 0 0 0 :7:ActionId#:0 0 1 0 0 0 0 0 :
Propagate SENSORS STREAM
3:OpticalDepth#:1 0 :3:PowGenSA1#:1 0 :3:PowGenSA2#:0 1 :3:PowGenSA3#:0 1 :3:AngleSA1#:0 1 0
:3:AngleSA2#:0 1 0 :3:AngleSA3#:0 1 0 :3:BattCharge#:0 0 0 1 :3:Temp#:0 1 0 :3:Time#:1 0 :
NO FAILURE Pr{S1#=2} = 0.00000000 (0.99000000) NO FAILURE Pr{S2#=2} = 0.00000000 (0.59000000)
NO FAILURE Pr{S3#=2} = 0.00000000 (0.99000000) NO FAILURE Pr{S4#=2} = 0.00000000 (0.99000000)
Pr{S1#=1} = 1.00000000] >= 0.99000000

STATE SYSTEM ”ANOMALOUS” (1)
## Preventive Recovery ##

Policy to convert: P1
policy_observation_stream : 4:ActionId#:1 0 0 0 0 0 0 0 :5:ActionId#:1 0 0 0 0 0 0 0 :6:ActionId#:1 0 0 0 0 0 0 0
:7:ActionId#:1 0 0 0 0 0 0 0 :8:ActionId#:1 0 0 0 0 0 0 0 :9:ActionId#:1 0 0 0 0 0 0 0 :10:ActionId#:1 0 0 0 0 0 0 0
:11:ActionId#:1 0 0 0 0 0 0 0 :12:ActionId#:1 0 0 0 0 0 0 0 :13:ActionId#:1 0 0 0 0 0 0 0 :
Future inference 13
Utility Function= 0.4736
Policy to convert: P2
policy_observation_stream : 4:ActionId#:0 0 0 0 0 0 1 0 :5:ActionId#:0 0 0 0 0 0 1 0 :
Utility Function= 0.0622
Best policy for Preventive Recovery is P1

F . ARPHA output.
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F . Power generation by the solar arrays during the mis-
sion.

F . Sun aspect angle during the mission.

battery, mission elapsed time, action under execution,
plan under execution.

We provide an example of ARPHA execution during
a simulated mission; for the sake of brevity, we describe
only the initial steps of the mission. In Fig. 7 we show
the profile generated by rover simulator for the power
generated by SA1, SA2 and SA3. Fig. 8 shows the sun
aspect angle related to the generation of the power gen-
eration profile in Fig. 7. Fig. 9 shows a graphical repre-
sentation of the plan.

Fig. 6 shows the ARPHA output assuming such mis-
sion profiles: at each mission step, the current sen-
sor data and plan are retrieved and converted into cur-
rent or future observations for the variables in the on-
board model. Such observations are expressed as the
probability distribution of the possible variable values.
For example, the “wait” action in the plan at the mis-
sion step 0, is converted in the probability distribution
1, 0, 0, 0, 0, 0, 0, 0 concerning the variableActionId in the
same step. e first value of the distribution indicates
that the first possible value of the variable (0) has been
observed with probability 1. is is due to the fact that
ActionId represents in the model the plan action (or the

F . Plan executed by the rover during the mission.

recovery action). In particular, the value 0 corresponds
to the “wait” action. An example about sensor data is the
sensorpwrsa1 providing the value 17.39931 at themis-
sion step 0 (see Fig. 7). is values becomes the proba-
bility distribution 1, 0 for the values of the variable Pow-
GenSA1. In other words, PowGenSA1 is observed equal
to 0 with probability 1 at the same time step, in order to
represent that the solar array SA1 is generating power
in that step (the value 1 represents instead the absence
of power generation).

In the ARPHA output in Fig. 6, we notice that at
mission steps 0, 1, 2, the diagnosis (by model inference
at the current time) detects that the current system state
is normal. In other words, none of the scenarios S1,
S2, S3, S4 is detected. In the same steps, the prognosis
(by model inference at 5 mission steps in the future⁴ )
still detects the normal future state of the system. At
mission time 3, the diagnosis detects the scenario S1,
and in particular an anomaly (low level of power gener-
ation combined with a not optimal sun aspect angle). As
a consequence, the preventive recovery is activated and
the policies P1 and P2 are evaluated according to the
utility function specified in Fig. 10.b. is function as-
signs a coefficient (utility value) to all the combinations
of the variables ActionId and Balance. e computation
of the utility function returns 0.4736 and 0.0622 for the
policies P1 and P2 respectively. erefore the policy P1
is suggested as the best one to be applied.

6 Conclusions

We have presented ARPHA, a formal architecture for
on-board FDIR process for an autonomous spacecraft.
ARPHA aims at keeping as much standard as possi-

⁴e number of time steps for the prognosis can be set by the user.
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F . a) DBN model of the case study. b) Utility function for P1 and P2.

ble the fault analysis phase, by allowing reliability engi-
neers to build their fault models using an intuitive ex-
tension of the DFT language (the EDFT language),
being able to address issues that are very important
in the context of innovative on-board FDIR: multi-
state components with different fault modes, stochas-
tic dependencies among system components, partial ob-
servability, system-environment uncertain interactions.
ARPHA transforms the EDFT model into an equiva-
lent DDN to be used as the operational model for the
FDIR analysis task. On-board analysis exploits JT in-
ference, by transforming the DDN into a corresponding
DBN from which to derive the JT structure to be actu-
ally used on-board for on-line diagnosis, recovery and
prognosis. e formal on-board software architecture
of ARPHA has then been presented through UML di-
agrams. e architecture is currently under validation
on a set of case studies concerning the on-board FDIR
process applied to aMars rover. One of such case studies
has been briefly presented, showing the innovative capa-
bilities of ARPHA with respect to preventive recovery.
ARPHA has been designed as part of the ESA/ESTEC
study TEC-SWE/09259/YY called VERIFIM (Verifi-
cation of Failure Impact by Model checking).
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Abstract. We describe a machine learning ap-
proach to the automated identification and classi-
fication of tracks of ionizing radiation during space
missions. e tracks of ionizing radiation are mea-
sured by the hybrid semiconductor Medipix2 pixel
detector system. Our analysis makes use of data
taken in beams of heavy ions at HIMAC (Heavy
Ion Medical ACcelerator Facility) in Chiba, Japan.
e classification problem consists of predicting
the nature of the source of radiation after analysis
of track structures on pixel images; the track struc-
ture is formed by an incident traversing charged
particle. Our analysis uses different types of learn-
ing algorithms (Decision Trees, Support Vector
Machines, Neural Networks and Bayesian Classi-
fiers); cross-validated accuracy results show an up-
per bound of ∼ 82%. We show how enabling pre-
dictions to include more than one class (i.e., more
than one source of radiation) results in significant
improvement in accuracy.

1 Introduction

While recent advances in hardware technology promise
a major step forward in the development of active
portable space radiation dosimeters, little effort has been
devoted toward software tools for analysis and classifica-

*Corresponding author. E-mail: vilalta@cs.uh.edu

tion of sources of radiation. Coupling radiation dosime-
ter hardware with machine learning tools has the po-
tential to greatly improve current applications on space
projects, future Extra Vehicular Activity (EVA) suits
and lunar habitats, predicting conditions that can dam-
age electronic equipment, and on assessment of radia-
tion environments during solar particle events.

Overall our goal is to provide a local alarm capability
that can be set based on logical combinations of rela-
tively sophisticated dose-related factors. For example,
an astronaut performing a repair task on the Interna-
tional Space Station can receive a prompt warning of the
nature and intensity of any incoming radiation field. e
ability to monitor particle tracks directly with an elec-
tronic device provides the capability to respond within
milliseconds to significant increases in dose. Our fo-
cus, however, is not to measure any dosimetric values
directly, but rather simply to determine the physical na-
ture of the radiation field accurately enough to allow the
subsequent calculation of any dosimetric endpoint; this
would allow to specify a detailed function of the nature
of the radiation field itself.

From a hardware perspective, an instance of a
portable space radiation dosimeter is the MediPix2 chip
device, developed through a collaboration based at the
European Organization for Nuclear Research (CERN)
in Geneva, Switzerland. e MediPix2 chip is a hybrid
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semiconductor pixel detector made of readout CMOS-
based integrated circuit; such technology is able to sur-
vive and perform for extended periods in strong radia-
tion fields, and has an enormous dynamic range in sen-
sitivity (from minimum ionizing muons through very
heavy ions). But despite its advanced sensing capability,
the technology currently lacks a software tool that can
accurately predict the type of source of radiation cap-
tured by the pixel detector device.

In this paper we describe a machine learning tool for
the automated classification of sources of ionizing ra-
diation as captured by the Medipix2 device. Our tool
first uses a segmentation operator that identifies groups
of connected pixels corresponding to a track left by a
charged particle captured by the Medipix2 device. Each
set of connected pixels corresponds to a track that can be
characterized through a feature vector, casting the prob-
lem as one of classification. is paper extends previ-
ous work where we used features capturing properties of
track structures [15], and new features based on how the
charge disseminates throughout the track [14]. Our ex-
perimental results show cross-validated accuracy ∼ 82%
using Decision Trees. We show how enabling predic-
tions to include more than one class (i.e., more than one
source of radiation) shows significant improvement in
accuracy.

e paper is organized as follows. Section 2 describes
the Medipix2 device. Section 3 explains our pattern
recognition tool and our approach to extract features
from tracks structures. Section 4 shows experimental
results. Lastly, section 5 provides our conclusions.

F . A schematic representation of a MediPix2-based par-
ticle detector. A depleted n-type silicon overlying sensitive detector
layer and “solder-bump-bonding” connects theMedipix2 chip to p-
type pads.

2 Background information

We begin by providing a short description of the pixel
electronics circuitry behind Medipix2, and of our ma-
chine learning tool, as described in previous work [15,
14]. e interested reader can extract additional details
from several sources [4, 8, 7].

e Medipix2 Collaboration is the second genera-
tion of a CERN-based consortium of university and
institute-based physicists and electronic particle de-
tector design groups that have evolved a pixel-based
charged sensitive detector technology into devices that
can be used for space applications, medical imaging, as
well as a number of other commercial and research ap-
plications. e basis of the Medipix2 technology is the
Medipix2 chip [9, 10]. It is a 256 x 256 pixel read-
out CMOS-based integrated circuit with 55µm square
pixels in which the readout circuitry for each pixel is
embedded totally within the footprint pixel area. is
property allows multiple Medipix2 chips to be tiled ef-
fectively seamlessly together to create larger sensitive ar-
eas with no gaps.

e electronic chip design is quite versatile and is not
tied to the use of any particular attached radiation sen-
sitive material. Rather, the input to each separate pixel
readout circuit is accomplished through pick-up pads on
the upper surface of the chip. is allows one to over-
lay any desired sensitive material, for example by using
the “solder-bump-bonding” technology to make elec-
trical contact as shown in Figure 1 for the case of an
overlying silicon detector layer.

For use as a charged particle detector, the technol-
ogy behind MediPix2 enables us to employ silicon (Si)
detector layers up to several mm thick. When a pene-
trating heavy ion traverses the Si and produces a core of
charge carriers surrounded by a halo of carriers associ-
ated with the track structure, the diffusion of the col-
lected charge by the time it reaches the Medipix2 pixels
is generally cone shaped with the charge from the most
distant part of the track being disbursed the widest and
that from nearest to the pixel contact remaining closest
to the track itself. Models of this diffusion predict and
measurements confirm that effectively one is seeing an
analog-amplified picture (albeit very non-linear) of the
track structure cross-section.

A schematic view of the formation of a pixel image
of the track structure of an incident traversing charged
particle is shown in Figure 2. e drift cone of charge
is dependent on the Linear Energy Transfer (LET) and
the track structure of the particle, and the footprint of the
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image on the pixels is in general distributed in a conic
section depending upon the angle of incidence of the
particle. Upward moving particles will yield very simi-
lar, but slightly modified footprints, depending on their
energy.

F. A schematic view of the formation of a pixel image of the
track structure of an incident traversing charged particle. e drift
cone of charge is dependent on the LET and the track structure of
the particle, and the footprint of the image on the pixels is in general
distributed in a conic section depending upon the angle of incidence
of the particle.

F . A single frame (right) from a normal incidence beam
taken at HIMAC (11B beamwith a 1 ms shutter time). e frame
on the left is a magnification of one of the track images.

Figure 3 shows an image of a frame from a normally
incident beam taken at HIMAC, along with a magnifi-
cation of one of the individual track images. e visible
features in the track structures can be used to distin-
guish the charge and energy of the incident particles.
Our goal is to automate the identification and classifi-

cation of track images to predict the source of the ion-
izing radiation. In our experiments, we had five classes
corresponding to tracks produced by beams of Si, Fe,
O, N, and Ne. Identifying the right element source is
the task of the machine learning software, which we de-
scribe next.

3 Automatic identification of sources of
radiation

Our pattern recognition tool is designed to take raw data
in the form of images sent by theMedipix2 detector, and
output a prediction for the source of radiation of each
track in the image. e main idea is to select the class
with highest probability of having generated a particular
track, according to the footprints found in the processed
image. e inner mechanism of our software tool di-
vides into two modules: a signal extraction module and
a classification module. We explain each module next.

3.1 Signal extraction module

e signal extraction module identifies all tracks in an
image –generated by a TimePix-based detector– after
exposure to a source of ionizing radiation (see Figure 3).
Using a segmentation operator, our algorithm identifies
clusters of pixels assuming an elliptical form that vary
in size and degree of elongation based on multiple fac-
tors, including the type of radiation source and the an-
gle of incidence. Our algorithm extracts clusters using
resholding [11] and Connected Component Analy-
sis [5]; each cluster becomes a track amenable to analy-
sis. We employ Matlab as the image analysis tool.

Generating relevant features from each track is chal-
lenging because different sources of radiation produce
very similar tracks. Subtle features carry high discrimi-
natory power such as the rate of change of the intensity
cone from inner ellipses to outer ellipses. Our set of
feature descriptors is as follows:

• Area, defined as the total number of pixels within
the track.

• Volume, computed as the sum of the energy of each
pixel within the track.

• Eccentricity of the bounding ellipse of the track.

• Major and Minor Axis of the bounding ellipse of
the track.
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• Mean energy intensity of four bands within the
bounding ellipse.

• Degree of charge diffusion, obtained by counting the
pixels within the track having a certain charge
value.

F . Intensity bands; mean intensity of band 2 includes that
of band 1; mean intensity of band 3 includes that of band 1 and
band 2; mean intensity of band 4 implies mean intensity of the
entire cluster.

All features excluding the last two sets are easily de-
rived once an elliptical boundary is assigned to each
track. For the mean-energy-intensity features, the idea
is to capture the flow of energy (i.e., charge) within the
track. Our algorithm creates four bands for each ellipse,
as shown in Figure 4, and computes the average energy
within each band (band 4 is the average energy for the
entire track, whereas band 1 corresponds to the energy
of the innermost band only). We employed a technique
called distance transform [2] to obtain the bands. Dis-
tance transform involves computing the perimeter pix-
els of the track and then labeling each pixel within the
track with the distance to the nearest perimeter pixel; we
used Euclidean distance as our distance metric. e re-
sult is a new pixel representation within a track where
higher values correspond to pixels farther away from
the perimeter or border (i.e., closer to the center of the
track) and low values correspond to pixels closer to the
border. Such distances can then be used to generate dif-
ferent concentric bands.

Our last set of features captures the degree of charge
diffusion. Different element beams may produce very

similar tracks; looking at the shape of tracks alone seems
insufficient to discriminate among classes. e diffusion
of collected charge produced by a heavy ion penetrating
the particle detector can be used as a relevant signature
to identify the right source of radiation. We mentioned
before how the diffusion of the collected charge is gen-
erally cone shaped (Figure 1), with the charge from the
most distant part of the track being disbursed the widest.
Our goal is to capture properties that can differentiate
among different forms of charge dispersion.

e spread of charge in a track can be captured by
simply counting the number of pixels within the track
that belong to a range of charge values; we then use his-
tograms to capture energy levels within a track. ese
features are easier to compute than the distance trans-
form based energy band features. Our approach sim-
ply divides the amount of charge captured at each pixel
within a track in four non-uniform bins, ranging be-
tween zero and the maximum charge in the track. e
non-uniformity of bins guarantees each bin is likely to
be populated. Bins are created as follows. e first bin
corresponds to the frequency of pixels within the track
with energy or charge values in the top 15%. e second
bin captures the frequency of pixels with charge values
in the top 15% − 50%. e third and fourth bins cap-
ture the frequency of pixels with charge values in the top
50% − 70% and 70% − 100%, respectively.

Figure 5 shows sample histograms for representative
clusters of all five classes. e frequency of pixels on
each bin stands for a new feature. One can see relevant
information captured by the histogram representation.
For example, the 1st bin (top 15%) and 4th bin (70%−
100%) for iron (Fe) tend to be much larger than any
other element. Although there are more complex forms
of capturing the spread of charge on each cluster, in this
paper we assess the usefulness of a simple histogram to
characterize track structures.

3.2 Classification module

e classification module aims at the automatic identifi-
cation of sources of ionizing gas from tracks. We assume
an input training set T = {(x,y)}, where each element
x = (a1,a2, · · · ,an) in the set is a vector of features.
Each vector x ∈ X is attached a label y ∈ Y, |Y| = k.
Our classes are the elements acting as sources of ioniz-
ing radiation Y = {Si, Fe, O, N, Ne}. e outcome of the
classifier is a function f mapping a track (characterized
by a feature vector) to one element class, f : X → Y.
Function f can then be used to predict the class of new
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F . Histograms derived from sample clusters (one for each class).
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unseen tracks.
We considered two different scenarios by varying the

feature space (i.e., by varying the type of feature vec-
tors describing each track). In both scenarios the com-
mon features are area, volume, eccentricity, major axis,
and minor axis. In the first scenario we added mean en-
ergy within band {1,2,3,4}, whereas in the second sce-
nario we replaced those features with histogram bins
{1,2,3,4}. e objective is to decide which set of features
is most informative in describing the energy distribution
per track.

We invoked several learning algorithms to train on
dataset T , including parametric and non-parametric
techniques. In general, we assume a classifier de-
fines a discriminant function for each class gj(x), j =
1, 2, · · · ,k and chooses the class corresponding to the
discriminant function with highest value (ties are bro-
ken arbitrarily):

f(x) = ym iff gm(x) > gj(x) (1)

Within the non-parametric techniques, the first tech-
nique is known as Decision Trees, a technique that
recursively partitions the feature space using bound-
aries orthogonal to the feature axes, searching for class-
uniform regions until a stopping criterion is met (e.g.,
the number of examples left is small, or all examples be-
long to the same class).

e second non-parametric technique is Support
Vector Machines; here a solution to the classification
(or regression) problem uses a discriminant function of
the form:

g(x) =
N∑
i=1

αiK(xi, x) (2)

where {αi} is a set of real parameters, index i runs along
the number of training examples, andK is a kernel func-
tion in a reproducing kernel Hilbert space [13]. We as-
sume polynomial kernels K(x1, x2) = (x1 · x2)

p, where
p is the degree of the polynomial.

e last non-parametric technique is Neural Net-
works, where we assume an architecture with one hid-
den layer; each output node computes the following
function:

gk(x) = f(
∑
j

wkj f(
∑
i

wjiai +wj0) +wk0) (3)

where x is the input parameter vector, f(·) is a nonlinear
(i.e., sigmoid) function, and ai is a component of vec-
tor x. Index i runs along the components of vector x,
index j runs along a number of intermediate functions
(i.e., nonlinear transformations of the input features),
and index k refers to the kth output node.

As a parametric technique, we used a simple Bayesian
classifier. In probabilistic classifiers the discriminant
functions are the posterior probabilities of a class given
the input vector x, P(yj|x). Using Bayes rule:

gj(x) = P(yj|x) =
P(x|yj)P(yj)

P(x)
(4)

where P(yj) is the a priori probability of class yj,
P(x|yj) is called the likelihood of yj with respect to x
or the class-conditional probability, and P(x) is the ev-
idence factor [3]. Since the evidence factor P(x) is con-
stant for all classes we can dispense with it. We make
the simplistic assumption that all features are indepen-
dent, which yields the following discriminant function
used by Naive Bayes:

gj(x) = P(yj)

n∏
i

P(ai|yj) (5)

4 Experiments

Our experimental analysis uses images obtained from
beams of heavy ions at HIMAC. Each of the five classes
(corresponding to tracks of Si, Fe, O, N, and Ne) is
represented by 4,000 tracks, for a final sample size of
20,000. We compute predictive accuracy (i.e., the frac-
tion of all correct predictions) using 10-fold cross val-
idation. Results are shown in Table 1. Numbers en-
closed in parentheses represent standard deviations. e
first column shows the classification algorithms used for
our experiments; the rest of the columns show results
with beams of radiation at various angles: all angles, 0o,
and 60o. Columns 2-4 show accuracy results using the
concentric-bands information as features (see Figure 4),
discarding the histogram bins as features.

Table 2 shows similar results, but columns 2-4 include
histogram bins as part of the analysis, replacing the use
of concentric-bands. An asterisk to the right of a result
indicates a significant difference with the corresponding
entry on Table 1. When comparing Tables 1 and 2, we
can observe a significant¹ increase in predictive accuracy

¹Statistical tests of significance assumed a t-student distribution
with a 95% confidence level.
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T . A comparison of average predictive accuracy using the energy within band features.
Learning Technique Predictive Accuracy

All angles 0 degrees 60 degrees
Decision Trees 80.44 (0.50) 79.41 (0.44) 81.10 (1.47)

Support Vector Machines 71.13 (0.72) 71.24 (1.33) 76.38 (0.78)
Neural Networks 77.20 (1.21) 79.17 (1.19) 81.16 (1.52)
Bayesian Classifier 65.34 (0.79) 67.56 (0.96) 72.58 (1.10)

T . A comparison of average predictive accuracy using the histogram bin features.
Learning Technique Predictive Accuracy

All angles 0 degrees 60 degrees
Decision Trees 82.09 (0.23)∗ 80.92 (0.24)∗ 83.06 (0.23)∗

Support Vector Machines 74.10 (0.33)∗ 74.80 (0.33)∗ 81.72 (0.32)∗
Neural Networks 81.53 (0.22)∗ 80.92 (0.22)∗ 84.38 (0.20)∗
Bayesian Classifier 64.23 (0.28) 70.43 (0.28)∗ 76.08 (0.25)∗

with the new set of histogram-bin features. e differ-
ence goes from 1.51% to 5.32% with an average value
of 2.95%. We take these results as evidence of the rele-
vance behind the histogram-bin feature information.

Regarding the incidence angles, predictive accuracy
reaches a maximum of around 82% when all angles are
used for analysis. As observed in previous work, varying
the incidence angle does produce different results, but
differences with the top performance algorithm (deci-
sion trees) are about the same. Overall an angle of 60o

produces the best setting to discriminate among classes.

4.1 Predicting multiple labels

An additional experiment investigates how to simplify
the original classification problem, by identifying the
most conflictive classes, merging them into a single
class. is entails a loss of information when a pre-
diction points to the new class, but can be useful when
other classes are predicted accurately. We have observed
that three of the five element classes, namely Si, Ne, and
O, produce very similar tracks. Our second experiment
groups these elements into a single class, and proceeds
as before under the new class representation. Table 3
shows our results, where no distinction exists among in-
cidence angles, and the histogram-bin features are in-
corporated. e second column shows results when Ne
and O are merged into a single class (reducing the to-
tal number of classes to four). e third column shows
results when Si, Ne, and O are all merged into a single
class (reducing the total number of classes to three). In
both cases we observe a significant improvement in per-
formance, with the highest gain corresponding to the
case where all three conflictive classes are merged to-

gether.

T . Average predictive accuracy with class merging.
Learning Technique Predictive Accuracy

4 classes 3 classes
Decision Trees 95.63 (0.14) 99.3 (0.06)

Support Vector Machines 92.26 (0.32) 99.19(0.27)
Neural Networks 94.87 (0.14) 99.60(0.04)
Bayesian Classifier 82.50 (0.25) 95.97(0.14)

4.2 Feature relevance

We are also interested to find the relevance of our fea-
tures by measuring the amount of mutual information
between each feature and the target class, using a met-
ric known as information gain [12]. Table 3 shows re-
sults with our set of features (ordered from top to bot-
tom). e high rank of histogram-bin four shows how
the outer part of every track is the most important re-
gion to differentiate among sources of ionizing radia-
tion. is information is relevant to understand effi-
cient approaches to represent class signatures in radia-
tion environments, and complements previous studies
along this research direction [6, 1, 15].

Other features with high score are volume, major axis,
and area, all related to the shape of the track struc-
ture produced by an incident traversing charged par-
ticle. is serves as indication that different particles
leave different footprints that can be characterized and
used for accurate prediction of sources of ionizing radi-
ation.
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T . Features ranked based on information gain.
Features Information Gain
Volume 1.33

Histogram Bin 4 1.24
Major Axis 0.92

Area 0.87
Minor Axis 0.87

Histogram Bin 1 0.67
Histogram Bin 3 0.65

Eccent. 0.45
Histogram Bin 2 0.19

5 Conclusions

is paper describes a machine learning tool to identify
sources of ionizing radiation by extracting useful infor-
mation from pixel images produced by the MediPix2
device. A direct application is to have a local alarm ca-
pability that can be set based on logical combinations of
relatively sophisticated dose-related factors (e.g., during
a mission on the International Space Station).

We describe several features extracted from tracks on
pixel images, with a focus on the diffusion of collected
charge produced by a heavy ion penetrating the parti-
cle detector. In each case, the diffusion of the collected
charge is generally cone shaped (Figure 2), with the
charge from the most distant part of the track being dis-
bursed the widest. Different beams of radiation vary on
the degree of charge diffusion. Our work suggests a set
of features that capture different types of charge disper-
sion by looking at the frequency of pixels within a spe-
cific range of charge values. Empirical results show how
histogram-bin information carries relevant information
to differentiate among sources of ionizing radiation.

Our experiments show accuracy values around 82%
(using decision trees) when classifying tracks produced
by five possible elements. We investigate the perfor-
mance improvement obtained when grouping together
some of the classes, albeit with some loss of informa-
tion. Merging two conflicting classes yields accuracy
values around 95%. Merging three conflicting classes
yields accuracy values around 99%.

As future work we plan to look for additional features
to enhance our track representation, such as long range
δ-ray artifacts surrounding the main footprint images.
We also plan to look for alternative representations of
charge dispersion that provide a more granular descrip-
tion of the change of charge intensity along different
track directions.
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Abstract. In this paper, we show how ac-
tion and motion planning may be strongly im-
bricated when planning for spacecraft, how deci-
sions on actions enforce constraints onmovements,
and how constraint checking and propagation on
movement produce useful information on action
feasibility and effects. We illustrate this imbrica-
tion on the example of planning for agile Earth-
observing satellites where the computation of fea-
sible attitude trajectories plays a central role. en,
we describe the pragmatic solutions we adopted
for this specific problem in order to deal efficiently
with action and motion planning.

1 Introduction

Spacecraft are robots that move in space, on their or-
bit, around their gravity center, and in a more complex
way in case of flexible structures, in order to perform the
actions for which they have been designed, built, and
launched.

Performing an action, such as an observation o for an
agile Earth-observing satellite, requires specific move-
ments: to reach an attitude that allows o to be started
and to maintain an attitude that allows o to be per-
formed during the whole observation duration. Com-
puting possible movements produces information about
o’s feasibility and may limit the domain of its parame-

*Corresponding author. E-mail: Romain.Grasset@onera.fr
†E-mail: Gerard.Verfaillie@onera.fr
‡E-mail: Antoine.Flipo@cnes.fr

ters: for example the time at which it can start. When o

and its parameters have been chosen, computing precise
movements produces information about o’s effects, for
example the time at which it will end, as well as the atti-
tude and the amount of energy produced by solar panels
at o’s end.

As a result, action planning (choice of actions [5]) and
motion planning (computing of movements [9]) may be
strongly imbricated. Deciding upon actions, checking
action feasibility, and computing action effects is impos-
sible without computing movements. Building a com-
plete action plan and then building an associated com-
plete motion plan may be very inefficient because of the
possibly huge number of backtracks between action and
motion planning [8]. In fact, motion planning must be
called as soon as possible, each time a new action is con-
sidered for integration in the current plan, in order to
check action feasibility and to compute action effects.

is is the imbricated approach we designed and im-
plemented for planning the activities of agile Earth-
observing satellites. In addition tomoving on their orbit
around Earth, these satellites are permanently moving
around their gravity center thanks to gyroscopic actu-
ators. ese attitude movements, combined with or-
bit movements, allow observations and rendez-vous be-
tween observations to be performed. However, com-
puting attitude trajectories that are feasible and satisfy
observation constraints requires complex computations
due to combination of the movement of Earth around
Sun, of Earth on itself, of the satellite around Earth,
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and of the satellite on itself. As a consequence, the co-
operation between selection of observations and com-
putation of attitude trajectories must be tuned in order
to allow the whole planning process to produce quickly
high quality observation plans.

After describing the physical system we have to man-
age in Sect. 2 and the resulting planning problem in
Sect. 3, we focus in Sect. 4 on the computing of attitude
trajectories and we describe in Sect. 5 the pragmatic ap-
proach we designed and implemented to integrate the
computing of attitude tajectories in the main process of
observation selection.

2 Physical system

2.1 Satellite constellation

e constellation we consider is made up of two identi-
cal satellites moving on the same orbit (circular, low al-
titude, quasi-polar, and heliosynchronous) with a phase
shift of 180 degrees between the two satellites (see Fig-
ure 1).

z

y

x

i

180 
o

Ω

F . Two-satellite constellation.

Each satellite (see Figure 2) is equipped with
thrusters which allow orbital manoeuvres to be per-
formed in case of a too important drift with regard to
the reference orbit and with gyroscopic actuators which

allow very quick attitude movements (agility, see [10])
useful to perform observations and transitions between
observations.

F . Artist view of a satellite.

A telescope, with two focal planes, allows observa-
tions to be performed in the visible and infra-red spec-
tra, with two images (visible and infra-red) within day
periods (on the ground) and only one image (infra-red)
within night periods. A mass memory allows observa-
tion data to be recorded and a high-rate large-aperture
antenna allows it to be downloaded towards ground
reception stations. Solar panels allow batteries to be
recharged when the satellite is not in eclipse. For the
sake of agility, all these equipments are body-mounted
on the satellite (rigid structure).

2.2 Physical constraints

e physical constraints that must be met can be clas-
sified into six classes : attitude trajectory, observation,
download, memory, instruments, and energy.

Attitude trajectory anks to gyroscopic actuators,
the satellite is permanently moving around its gravity
centre along the three axes (roll, pitch, and yaw). ese
attitude movements allow observations of areas on the
ground to be performed by scanning them. ey also
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allow transitions from the end of an observation to the
beginning of the following to be performed relatively
quickly. ese movements are limited in terms of at-
titude speed and acceleration.

Observation Due to maximum observation angles,
the observation of a given area on the ground must be
performed within one of its visibility windows. Its du-
ration is fixed, because it only depends on the required
scanning speed on the ground.

Download e same way, due to maximum commu-
nication angles, a data download must be performed
within one of the visibility windows of one of the ground
reception stations. However, this does not suffice be-
cause the satellite attitude must be compatible with
download (the target station must remain within the
satellite antenna communication cone). e result is a
set of effective communication windows that depends
on the satellite attitude trajectory. Observation and
download can be performed concurrently. Two images
(visible and infra-red) resulting from the same observa-
tion (within a day period) must be downloaded towards
the same station and during the same station overflight.

Memory e amount of memory available on board
for observation data recording must be never exceeded.

Instruments Concerning the three instruments
(high-rate antenna, visible and infra-red focal planes)
a minimum pre-heating time must be met before use,
as well as a maximum total ON time and a maximum
number of ON/OFF cycles over the planning horizon,
for the sake of reliability. Temperature of the infra-red
focal plane is automatically regulated by a cryothermic
system, but temperatures of both the visible focal plane
and the antenna must remain below a given level.
Moreover, it must be checked that, at every point on
the satellite attitude trajectory, the focal planes are
not dazzled and thus not damaged by the sunlight
(minimum angle between the satellite axis and the Sun
direction).

Energy On-board energy cannot exceed a maximum
level due to battery limitations. For the sake of safety, it
must remain above a given level, particularly when the
satellite is in eclipse and solar panels produce nothing.
When the satellite is not in eclipse, the production of

energy via the solar panels depends on the satellite at-
titude trajectory. On the other hand, energy consump-
tion depends on instrument activations.

3 Planning problem

3.1 User requests

With each user request, are associated a polygon which
has been split into strips, a priority level, a weight, and
a deadline. Typically, three priority levels are available,
from 3 (the highest) to 1 (the lowest). It is assumed
that any request of priority p is preferred to any set of
requests of priority strictly less than p. Weights allow to
express preferences between requests of the same prior-
ity level and are assumed to be additive. In general, user
requests exceed the constellation capacity and choices
must be made using request priorities and weights.

It is assumed that any strip can be observed using
only one strip overflight. With each strip, are asso-
ciated a geographical definition, observation durations
(day or night), image sizes (visible, day or night infra-
red), a maximum observation angle, and a set of triples
⟨satellite, visibility window, weather forecast⟩.

3.2 Management system

It is assumed that user requests arrive at any time and
that, each day, at a given time, a plan is built for the next
day from all the requests that are not out of date and not
fully satisfied yet. is plan is built on the ground and
then uploaded to the satellites for execution. Analysis of
observation data, taking into account the actual cloud
cover, allows satisfied requests to be removed. See [6]
for a complete description of the planning problem in
such a setting.

A more flexible management mode could be consid-
ered, allowing urgent requests to be quickly taken into
account at any time of the day and using several plan up-
loading opportunities from several satellite control sta-
tions. See [7] for a description of the planning problem
in such a setting.

3.3 Problemmodeling

is planning problem can be modeled using for each
satellite the following state variables:

• the current time and thus the orbital position;

• the attitude position and speed along the three
axes;
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• the available memory and energy;

• for each instrument, its status (ON or OFF), the
remaining ON time, and the remaining number of
ON/OFF cycles;

• for the antenna and the visible focal plane, its tem-
perature.

Six types of action are available for each satellite:

1. orbital manoeuvres which are mandatory and char-
acterized by starting and ending times and atti-
tudes and by an energy production (function of the
attitude trajectory during the manoeuvre);

2. observations which are characterized by a strip, a
visibility window, and a starting time;

3. data downloads which are characterized by an im-
age, a reception station, a communication window,
and a starting time;

4. heliocentric pointings (solar panels directed to-
wards the Sun in order to recharge batteries as fast
as possible) which are characterized by starting and
ending times;

5. geocentric pointings (satellite axis directed towards
the Earth centre; default action when there is noth-
ing else to do) which are characterized by starting
and ending times too;

6. instrument switchings which are characterized by
an instrument and a time.

It must be observed that actions of all the types,
but the third and sixth (data downloads and instru-
ment switchings), constrain the satellite attitude and are
thus mutually exclusive. ey must be performed in se-
quence. Only data downloads and instrument switch-
ings can be performed in parallel, at any time for instru-
ment switchings, but only within effective communica-
tion windows for data downloads. As a consequence, a
plan has the form of a sequence of actions of any type,
except the third and sixth, with attitude movements be-
tween consecutive actions and with data downloads and
instrument switchings in parallel.

Any plan must satisfy all the constraints described
above in Sect. 2.2.

e criterion to be optimized is a vector of numbers
vp, one for each priority level p. Two vectors result-
ing from two plans are lexicographically compared. For

each priority level p, vp is the sum of the weights of the
requests r of priority p, weighted by four factors whose
value is between 0 and 1 and which represent (1) the
percentage of realization (observation and data down-
load), (2) the mean percentage of cloud cover, (3) the
mean observation angle, and (4) the mean data deliver-
ing delay, over all the strips of the polygon associated
with r.

4 Attitude trajectories

Computing attitude trajectories is necessary to know the
minimum transition time between the end of an obser-
vation and the beginning of another one (the underlying
continuous optimization problem is detailed in [1]).

It is possible to design efficient routines that compute
the minimum time to go from a satellite attitude a1 to
another attitude a2, taking into account limits on atti-
tude speed and acceleration, due to gyroscopic actuator
limitations. ese routines are based (i) on the decom-
position of themovement into three independent move-
ments along each of the three axes (roll, pitch, and yaw)
and (ii) on the decomposition of each of these move-
ments into three successive phases (maximum accelera-
tion, maximum speed, and maximum deceleration; see
Figure 3). e minimum time is the movement du-
ration (including the three phases) of the slowest axis,
i.e. the maximum duration t2 − t1 over the three axes.
en, movements are synchronized in order to get si-
multaneous phase changes along the three axes. Let
minRDV(a1,a2) be the time computed by this routine.
It must be stressed that, because of the restrictions en-
forced on movement forms, the result produced by this
routine may be not optimum over all the possible move-
ments of any form: usual tradeoff between optimality
and efficiency.

However, the attitude movement that is necessary to
go from the observation o1 of a ground area z1 to the ob-
servation o2 of another ground area z2 depends on the
time t1 at which o1 ends and on the time t2 at which o2
starts, because of the movement of the satellite on its or-
bit and of Earth on itself (see Figure 4 for an illustration
in two dimensions). Let atE(z, t) be the attitude at the
end of z’s observation if it ends at time t and atB(z, t)
be the attitude at the beginning of z’s observation if it
starts at time t. ese attitudes can be easily computed,
knowing the movement of the satellite on its orbit and
of Earth on itself.

In such conditions, if we assume that z1 and
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speed
attitude

time

t1 t3 t4 t2

vm

v2

v1

F . Standard form of an attitude trajectory along an axis,
with its three phases.

the time t1 at which o1 ends are both given, the
minimum time at which o2 can start is the mini-
mum time t2 (within z2’s visibility window) such that
minRDV(atE(z1, t1), atB(z2, t2)) = t2 − t1. We de-
signed a dichotomic search over z2’s visibility window
to get this minimum time. is search assumes that, if
o2 cannot start at time t2, it cannot start at any time
t ′2 < t2. Because such an assumption is not always sat-
isfied, due to gyroscopic actuator dynamics, the result
of the dichotomic search may be not optimum: still a
tradeoff between optimality and efficiency.

5 Planning method

For the sake of simplicity, the planning method is pre-
sented for only one satellite. However, the algorithm
incrementally builds a joint plan on both satellites. It is
in fact able to build such a plan on any number of satel-
lites.

5.1 Decreasing priorities

First, the algorithm we developed works by decreasing
priority levels from 3 (the highest) to 1 (the lowest). At
each priority level p, the starting point is the plan Pl
produced at the previous level p + 1, which includes
orbital manoeuvres, observations (of priority p + 1 or
more), pointings (geo or heliocentric), data downloads,
and instrument switchings. However, what is kept from
Pl is only the sequence Seq of orbital manoeuvres and
observations present in Pl, without their starting times.
Other actions present in Pl, such as pointings, data
downloads, or instrument switchings are disregarded.
At levelp, observations of prioritypwill be inserted into
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z2z1

t2

z2z1

z2z1
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F . How the movement to be performed in attitude (a2 −
a1) to go from z1 ’s observation (o1) to z2 ’s observation (o2) depends
on the time t1 at which o1 ends and on the time t2 at which o2

starts (schematic view in two dimensions).

Seq by moving starting times when necessary. Other ac-
tions, such as pointings, data downloads, or instrument
switchings will be added to build a consistent plan. At
priority level 3, the starting point is the set of orbital
manoeuvres which are imposed on the mission planning
system by the satellite control system and can be classed
as observations of priority 4.

Such an approach is justified by the fact that any re-
quest of priority strictly greater than p is preferred to any
set of requests of priority p. is leads us to consider the
sequence of observations present in the plan produced at
level p+ 1 as being mandatory when building a plan at
level p.

5.2 A forward chronological algorithm

At each priority level p, the algorithm builds a plan in
a forward chronological way, from the beginning Ts of
the planning horizon to the end Te. With any step of
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the algorithm, are associated (i) the current time t, (ii)
the next observation o of priority p+1 or more to be in-
cluded in the plan because it belongs to Seq, and (iii) the
set Os of observations of priority p that can be sched-
uled after t and before o. Determining whether or not
an observation o ′ belongs to Os requires checking the
feasibility of an attitude trajectory from t to the begin-
ning of o that allows o ′ to be performed (see Sect. 4).
At the first step, t = Ts and o is the first observation
in Seq. e algorithm chooses an observation o ′ in Os
as the next observation to be included in the plan and
a starting time t ′ for o ′ (not necesseraly the minimum
time; see Sect. 5.5). If Os = ∅, then o ′ = o (obser-
vation o is chosen and then a starting time for it). At
the next step of the algorithm, t is replaced by the end-
ing time t ′′ of o ′ and, if o ′ = o, then o is replaced by
the observation that follows it in Seq (null when o is the
last observation in Seq). Figure 5 illustrates two succes-
sive steps of the algorithm. e algorithm stops when
o is null and Os is empty (no other observation to be
included in the plan).

o

o

o ′

t

t t ′ t ′′

F . Two successive steps of the forward chronological algo-
rithm.

e choice of a forward chronological algorithm in-
stead of a non chronological one which would insert ob-
servations by decreasing utility anywhere in the plan is
justified by the fact that the satellite state trajectory, par-
ticularly its attitude trajectory, can be built incremen-
tally using a forward chronological approach. On the
contrary, a non chronological approach would require
this complex state trajectory to be computed again from
the time at which insertion occurs each time a new ob-
servation is added to the current plan.

5.3 Decision levels

is is the first decision level (1) of the algorithm (choice
of the next observation to be included). Once this choice
has been made, the algorithm makes other choices over
the temporal horizon from t to t ′′ at other decision lev-
els: (2) possible insertion of geo or heliocentric point-
ings, (3) possible data downloads, and (4) instrument
activations.

At the second decision level, geo or heliocentric
pointings are inserted between t and t ′ when possible.
As for observations, this requires checking the feasibil-
ity of an attitude trajectory from t to t ′ allowing geo
or heliocentric pointings to be performed (see Sect. 4).
Once insertions have been decided, the satellite attitude
trajectory is completely fixed from t to t ′′. Hence, the
production of energy and the effective communication
windows can be computed and the absence of focal plane
dazzle can be checked by simulating trajectories.

At the third decision level, data downloads are in-
serted within the effective communication windows
from t to t ′′ and memory constraints can be checked.
is means that observations (first decision level) have
priority over downloads (third level). is choice is jus-
tified by mission and algorithm considerations: on the
one hand, observation is the main system bottleneck
and, on the other hand, it is necessary to know the ef-
fective communication windows and thus observations
and pointings before planning downloads.

At the fourth decision level, instrument activations
are inserted in order to satisfy the requirements in terms
of observation (visible and infra-red focal planes) and
download (high-rate antenna). Energy and instrument
constraints can be checked.

Figure 6 shows an example of decisions at the four
levels: at level 1, observation o ′, starting at t ′, is chosen;
at level 2, a geocentric pointing followed by a heliocen-
tric one are inserted before t ′; at level 3, data downloads
d1 and d2, followed by d3 and d4, are inserted between
t and t ′′; at level 4, the following decisions are made
concerning instrument activations: at time t, the visi-
ble focal plane was OFF and it is decided to switch it
ON only before o ′; on the contrary, the infra-red focal
plane was ON and it is decided to maintain it ON be-
tween t and t ′′; at time t, the antenna was OFF, and it
is decided to switch it ON before downloading d1 and
to maintain it ON until the end of d4’s download.

Once decisions have been made at the four levels,
a consistent plan is available from t to t ′′, extending
the plan that already exists from Ts to t, and the plan-
ning process can continue from t ′′, starting from a com-
pletely known satellite state.

For the sake of simplicity, we present the algorithm
by assuming only one satellite. However the planning
process is in fact interleaved on the two satellites and
the next planning step is the earliest one over the two
satellites.
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F . Example of decisions at the four levels: (1) observa-
tions, (2) pointings, (3) downloads, and (4) instruments.

5.4 Backtracks

At any decision level, in case of constraint violation,
other choices are made. If no other choice is available,
a hierarchical backtrack at the relevant decision level is
triggered. Figure 7 shows the hierarchical backtrack
mechanisms between decision levels. For example, if,
at the fourth level (instruments), no consistent activa-
tion plan can be built for the antenna, a backtrack at the
third level (downloads) is triggered but, if no consistent
activation plan can be built for one of the focal planes, a
backtrack at the first level (observations) is triggered.

At the first level, if Os = ∅ and thus o is chosen, but
insertion of o is impossible, a chronological backtrack is
triggered to the previous insertion of an observation of
priority p. However, in order to avoid as much as possi-
ble such situations, the latest observation ending times
are propagated from the end to the beginning of Seq be-
fore planning. is is possible thanks to the algorithms
described in Sect. 4 which are able to compute the max-
imum time at which an observation ends before another
one the same way they are able to compute the mini-
mum time at which an observation starts after another
one.

5.5 Heuristics

At all the decision levels, heuristics are necessary to
make choices. ese heuristics are crucial to the pro-
duction of good quality plans because, for the sake of
efficiency, the algorithm backtracks only in case of con-
straint violation and never to try and improve on the
current plan. It may be important to stress the dif-
ference between the global optimization criterion de-
fined in Sect. 3.3 and the local heuristics described be-
low which only aim at guiding the search towards good
quality solutions.
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F . Hierarchical backtracks between decision levels.

e following heuristics have been implemented at
the various decision levels:

1. at the first level, as in the knapsack problem, one
chooses an observation o ′ that maximizes the ratio
between the increase in the criterion resulting from
the insertion of o ′ (gain) and the time consumed by
this insertion (t ′′−t, considering the earliest start-
ing time for o ′; cost); once an observation o ′ has
been chosen, one chooses for it a starting time t ′

that maximizes the increase in the criterion result-
ing from the insertion of o ′ at time t ′ (function of
the observation angle; gain) minus the sum of the
decreases in the criterion resulting from this inser-
tion (other observations that would become impos-
sible and whose quality would degrade because of
too large observation angles; cost);

2. at the second level, an expert rule aims at mak-
ing easier energy production and data download; it
systematically chooses a geocentric pointing when
the satellite is in eclipse; when it is not in eclipse,
it gives priority to a heliocentric pointing in or-
der to recharge batteries, except in case of visibility
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F . Top level interface of the PLANET tool when planning is complete.

of a ground reception station, because a geocentric
pointing always allows data download, whereas a
heliocentric one may prevent it;

3. at the third level, as in the knapsack problem, one
chooses an image of maximum priority that maxi-
mizes the ratio between the increase in the criterion
resulting from its download (gain) and the duration
of this download (cost);

4. at the fourth level, the choice is, for each instru-
ment, at the end of each mandatory activity period,
between switching it OFF and maintaining it ON;
these choices have an impact on four “resources”:
energy, temperature, total ON time, and number
of ON/OFF cycles; the result is a kind of multi-
criteria decision problem; for each resource and for
each alternative a, it is possible to compute a ra-
tio between remaining and maximum quantity, if
a is chosen; finally, as usual in multi-criteria deci-
sion making, one chooses the alternative that max-
imizes the minimum ratio over the four resources.

e main difference between this algorithm and the
one presented in [2] is the use of backtrack mechanisms
in case of constraint violation and of more sophisticated

choice heuristics. In [2], no backtrack was allowed and
heuristics were limited to randomized decision rules.

6 Planning tool

is algorithm is at the core of the experimental plan-
ning tool, called PLANET for PLanner for Agile ob-
servatioN satElliTes, which has been developed for this
mission, on the basis of a previous tool [2].

In addition to a planning algorithm, PLANET in-
cludes tools for specifying physical system parameters
and user requests, for setting algorithm parameters, and
for visualizing planning results, including the timelines
that represent the evolution of the state of the satellites
over the planning horizon. See Figure 8 for the top level
interface of the tool.

7 Experiments

e evaluation of the proposed algorithm and its com-
parison with other ones is problematic because existing
algorithms (see for example [10, 4, 3, 2]) have been de-
veloped for other physical settings and cannot solve the
problem we face today.
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However, we were able to run the PLANET algo-
rithm on a real-size realistic instance, built by CNES
(French Space Agency) and whose characteristics are
the following ones:

• a one-day planning horizon;

• 8 ground reception stations;

• 3 priority levels;

• 1166 observation requests, all of them with poly-
gons limited to one strip and all of them of the
sameweight(1); among them, 377 of priority 3 (the
highest), 419 of priority 2, and 370 of priority 1
(the smallest);

• meteorological forecast built from climatological
data.

On this instance, planning takes a bit more than 5
minutes, using a 3Ghz Intel processor with 2.5Go of
RAM, running under Linux. In the resulting plan,
907 (78%) observations are performed and downloaded,
15 (1%) are performed, but not downloaded, and 244
(21%) not performed at all. Among the observations of
priority 3, 274 (73%) are performed. Results are 355
(85%) for priority 2 and 293 (79%) for priority 1. e
fact that relatively more observations of priority 2 are
performed than observations of priority 3 can be ex-
plained by the fact that, in this instance, observations of
priority 3 are more geographically conflicting with each
other. Moreover, due to the heuristics used at the first
level, the algorithm prefers not to perform observations
of low utility because of too bad meteorological forecast.
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F . Evolution of the value of the current plan during the
planning process.

Figure 8 shows the top level interface of the
PLANET tool when planning on this instance is com-
plete. Observations that are performed appear in blue
on the planisphere, whereas those that are not per-
formed appear in red. In the bottom right corner of
the interface (focus shown in Figure 9), one can see how
the value of the current plan evolves during the planning
process. One can observe the three phases of this pro-
cess, each one associated with a priority level: the first
one with only observations of priority 3 (in red), the sec-
ond one with observations of priority 2 and 3 (in blue for
the former), and the third one with observations of pri-
ority 1, 2, and 3 (in green for the former). Alternations
of increases and decreases in the criterion at the end of
the third phase is due to chronological backtracks fol-
lowing constraint violations on observations of priority
2 or 3 (mandatory in this phase).

Figure 10 is a focus on some timelines that represent
the evolution of the state of one of the satellites, over a
14 minute horizon. In the first column, the first time-
line shows the main activity on board (OBN for night
observation, OBD for day observation, HP for helio-
centric pointing, GP for geocentric pointing, OM for
orbital manoeuvre, and RDV for attitude rendezvous).
Alternation of day observations, geo and heliocentric
pointings, and attitude rendezvous can be observed. e
timeline below shows, in case of observation, the index
of the observation performed. e one still below shows
ON/OFF cycles of the infra-red focal plane, which re-
mains ON for the first five observations, for the follow-
ing four, and then for the last. In the second column, the
first timeline shows, in case of download, the index of
the observation associated with the image downloaded.
e timeline below shows ON/OFF cycles of the high-
rate antenna, which remains ON for all the downloads.
e one still below shows the ground station (in this
case, always the third) towards which downloads are
performed. e bottom two timelines show the evo-
lution of energy and memory. For example, memory
available on board decreases with observations at the be-
ginning of the window and increases with downloads at
the end.

More experimental results can be found in [6, 7], in
a planning setting for [6] and a replanning one in [7].

8 Conclusion

In this paper, we showed (i) that planning for agile
Earth-observing satellites is impossible without consid-
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F . Focus on some timelines that represent the evolution of the state of one of the satellites, over a 14 minute horizon.
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ering complex satellite attitude trajectories and (ii) that
integrating the computation of these trajectories in a
planning algorithm is practical if we take care to use
the result of these computations to remove or to limit as
soon as possible action choices. Such an approach could
be generalized to planning for other kinds of spacecraft
or for planetary rovers, even if movements are far more
complex in the latter case.
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Abstract. Procedures are pervasive in space-
craft operations and are used to control every as-
pect of human spaceflight. Both ground controllers
and crew members use procedures on a daily ba-
sis. Current procedure operations are document-
focused with little computer support. is paper
describes an information-focused procedure repre-
sentation and the development of procedure assis-
tance tools that allow for adjustably autonomous
procedure operations. e procedure representa-
tion is XML-based with direct links to system
sensors and actuators. e procedure assistant
can use the XML representation to execute au-
tonomously a procedure under careful human su-
pervision. is approach allows current operations
to continue while providing a path to increased au-
tomation over time and as the situation allows.

1 Introduction

Procedures are the accepted means of commanding
spacecraft. ey encode the operational knowledge of a
system as derived from system experts, testing, training
and experience. NASA has tens of thousands of proce-
dures for Space Shuttle and the International Space Sta-
tion (ISS), which are used daily by both flight controllers
and crew. In current Space Shuttle and ISS opera-
tions, procedures are stored as Word files or in display-

*Corresponding author. E-mail: scott@traclabs.com
†E-mail: korten@traclabs.com

oriented XML schemas. at is, they are treated as
documents and maintained as such. Procedures are dis-
played to operators using applications separate from the
applications used to display commands and telemetry.
is means that procedures cannot currently interact
with commands and telemetry to help an operator’s sit-
uation awareness. As NASA begins to adopt new com-
manding and display technologies under the Mission
Control Technologies (MCT) project, there is an op-
portunity to rethink procedures and their relationships
with command and display interfaces. e goal is to
treat procedures as information that can be manipu-
lated by computer programs that are integrated with the
spacecraft’s command and data handling systems.

In current operations, procedures are executed man-
ually using pre-defined command and control displays.
Manual execution of procedures can be useful in com-
plex situations or when the state of the spacecraft is un-
known or uncertain. However, it is time consuming
in nominal situations and doesn’t allow for monitoring
procedure execution for safety and training purposes.
We are developing an adjustably autonomous procedure
assistant that can autonomously execute parts or all of a
procedure by checking telemetry and issuing commands
while also allowing for manual execution.
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2 Background

Two key technologies being developed at NASA have
created an opportunity to significantly change the man-
ner in which procedures are managed and executed by
flight controllers. ese two technologies are the Pro-
cedure Representation Language (PRL) and new mis-
sion control telemetry and commanding displays being
developed by MCT. We discuss each of these briefly.

2.1 Procedure Representation Language

PRL is an XML schema that defines a variety of tags
that can be used to describe a procedure [6, 7]. ere
is also an Eclipse-based, drag-and-drop editing envi-
ronment to create PRL procedures [5]. In PRL, the
highest level is a procedure tag that marks the beginning
of a new procedure. Each procedure consists of steps
that describe smaller tasks within the procedure. Steps
themselves have blocks that are containers for instruc-
tions that provide explicit detail about commanding a
system. Each of these components can have automa-
tion data that controls their execution status.

Procedures

A procedure is the top-level entity in PRL. Each pro-
cedure has a human-entered name and number. Each
procedure also has a unique identifier. A procedure can
contain a block of “meta-data” with information about
the procedure such as the author, comments, revisions,
etc. Each procedure can contain parameters that are
passed into the procedure at execution time. A pro-
cedure can also contain local variables that can be used
within the procedure. All procedures can have Automa-
tion Data that controls when and how they are executed.
A procedure has as its body one or more steps.

Steps

A step has a specific purpose or goal within the pro-
cedure. Each step has a human-entered name, a num-
ber that is generated sequentially and a unique identifier.
Each step has an optional information statement, which
is human-readable text that can provide additional in-
formation to a human performing the step. Each step
must end in one of three ways: 1) A conditional branch
in which Boolean expressions are paired with step iden-
tifiers and execution branches to the first step whose
Boolean expression evaluates to TRUE; 2) A goto-step
in which execution continues at the step identified in the

goto-step; and 3) An exit procedure in which execution
ends. Each step can have Automation Data controlling
its execution. Each step has as its body one or more
blocks.

Blocks

Blocks are wrappers that contain the instructions neces-
sary to accomplish the step. e most basic block is an
Ordered Block, which contains one ormore instructions
that are executed one after the other. An Unordered
Block contains one or more instructions that can be ex-
ecuted in any order. Other block constructs offer con-
trol over execution flow such as if-then, repeat-until and
while. Each block contains another block or a group of
instructions.

Instructions

Instructions are the atomic actions of PRL. ere are a
wide variety of instructions, often tailored for different
disciplines. A Command Instruction issues a computer
command (possibly with parameters) to the underlying
system. AVerify Instruction compares a specific teleme-
try item to a target value. If the comparison is TRUE
the instruction succeeds and execution continues. If the
comparison is FALSE then execution halts and the pro-
cedure fails. A Wait Instruction halts execution either
for a specified period of time or until a Boolean expres-
sion becomes TRUE. e Call Procedure Instruction
calls another procedure using the procedure identifier
and passes any required parameters. ose are just a
few of the more important instructions in PRL. Each
instruction can also have Automation Data that controls
its execution.

Automation Data

Automation Data is used to control execution in PRL.
Automation Data includes a pair of gating conditions
called PreConditions and PostConditions. ese are
Boolean expressions that must evaluate to TRUE be-
fore execution of the procedure, step or instruction be-
gins and after execution ends or the procedure execu-
tion fails. Automation Data also includes a pair of wait
conditions called StartConditions and EndConditions.
ese are also Boolean expressions that must evaluate
to TRUE before execution can begin and end. If these
conditions evaluate to FALSE then execution waits un-
til they become TRUE. Automation Data also includes
InvariantConditions that are Boolean expressions that
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must remain TRUE throughout execution of the proce-
dure, step or instruction or execution fails. Automation
Data also includes a description of the resources neces-
sary to execute the procedure, step or instruction. Au-
tomation Data can apply at the procedure, step or in-
struction level.

2.2 Mission Control Technologies

e Mission Control Technologies (MCT) Project at
NASA Ames Research Center is developing tech-
nologies to change fundamentally the way applications
for mission control are designed, constructed and de-
ployed [9]. Rather than building software as mono-
lithic applications, MCT enables software to be built
from fine-grained, end-user composable components
and services from which software functionality may be
assembled and easily modified. e current focus of the
MCT project is on telemetry and commanding displays.
e core concepts of MCT are: user objects, mani-
festations of user objects, user composable groups, dis-
tributed object sharing and a consistent visual style [4].

F . An example MCT display.

User objects User objects are things that users can
manipulate and are designed to reflect their real-world
counterparts. For example, a sensor on ISS might be
represented as an MCT user object that contains its cur-
rent value and can be displayed in many different ways.
User objects are made up of MCT components, which
are the programming implementation of the objects.

Manifestations User objects can be displayed in an
MCT user interface in many different ways. ese dis-
plays of the objects are manifestations or views. Each
view refers to exactly the same underlying object.

Groups MCT displays are compositions of user ob-
jects. at is, different views of different objects can be
placed together in the MCT display at the discretion of
the user. Policies can restrict the kinds of compositions
that are allowed to reflect organizational decisions.

Distributed object sharing User objects can be shared
amongst all operators. A certain set of pre-defined user
objects are always shared. Objects created by operators
themselves may be shared if they want. Any changes to
an object are reflected across all users and all views of the
object.

Figure 1 shows an example MCT display. e left
pane (Directory) is a listing of all user objects (or compo-
nents) available to the operator. e middle pane (Can-
vas) shows groups of composed objects and their views
as arranged by the operator. e right pane (Inspector)
shows details of selected MCT components.

F . An ISS procedure for transitioning MDMs showing
the current display format.

2.3 Running example

roughout this paper, we will use an actual ISS proce-
dure as a running example. A small snippet of this pro-
cedure is shown in Figure 2. is Figure shows the pro-
cedure as it currently appears to both ground controllers
and crew. is procedure transitions an MDM (an ISS
computer) from OFF to STANDBY. e first step ver-
ifies that the MDM is operational by having operator

DOI: 10.2420/AF05.2012.133 135



Acta Futura 5 (2012) / 133-141 S. Bell and D. Kortenkampl

F . An ISS display showingMDM telemetry. is display
is used while performing the MDM transitioning procedure. e
upper left shows theMDMID,FrameCount and Processing State,
all of which are referenced in the procedure.

verify several different telemetry values. e second step
issues some commands to turn off caution and warning
messages that would result from this process. e rest of
the procedure is similar, with a combination of verifying
telemetry and issuing commands. is procedure doc-
ument points the operator to where on their telemetry
displays they need to look for a specific telemetry value
and what the value should be. In the same manner, the
procedure document points the operator to the specific
command they need to issue. Both the telemetry values
and the specific commands are on displays that are sep-
arate from the procedure document. Figure 3 shows an
example of a display for ISS that would be used during
performance of this procedure. us, the operator first
looks at the procedure, then looks at a telemetry display
such as this one to verify that the actual MDM teleme-
try matches that of the procedure.

We have authored this procedure in PRL. e PRL
captures not only the structure of the procedure, but
also captures in a machine-understandable format, the
telemetry identifiers, the comparison operator and the
target value. For example, the “Verify MDM ID - INT
2” instruction in the procedure would have, in PRL, the
unique identifier for the MDM ID telemetry value, a
representation of the equal operator and the target value
of INT 2, which is an enumeration. us, a computer
program could check that indeed the value of the MDM
ID telemetry is equal to INT 2 by comparing the current
telemetry value from the ISS with the expected value in

the procedure. is same is true for commands, which
are represented in the PRL as well.

3 Approach

Our approach to assisting operators in procedure execu-
tion is to leverage the authoring of procedures in PRL
with the new telemetry and commanding displays in
MCT to provide a procedure viewer and assistant in
MCT that seamlessly integrates telemetry, command-
ing and procedures. is approach consists of a proce-
dure viewer that renders the PRL in a human-readable
fashion within the MCT windowing environment and
a procedure execution assistant that understands the
machine-readable parts of the PRL procedure and can
provide automation and other assistance. e key is to
allow the human operator full control over the execution
semantics of the procedure. is is important because
the environment in which the procedure is performed
is quite variable and specific parts of the procedure may
need to be skipped, re-done, verified or altered based on
the current execution environment.

F . A procedure viewer in MCT that supports procedure
automation.

3.1 Procedure viewer inMCT

e procedure viewer needs to render the PRL into
a human-readable representation, ideally as close as
possible to the traditional procedure format shown in
Figure 2. Our procedure viewer implementation also
has significant additional features. For example, live
telemetry is embedded into the procedure display, com-
mand buttons are also embedded, a focus bar shows the
current procedure execution point, collapsable steps de-
clutter the procedure display and annotations about cur-
rent procedure state are displayed. Figure 4 shows our
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MDM procedure in our procedure viewer. e left pane
contains a list of all available procedures. Selecting a
procedure displays it in the right pane. Within that
pane, the procedure steps and instructions are on the
left side, the live telemetry and command buttons are
on the right side and the far right is used for annota-
tions that support adjustable autonomy. Along the top
is a control panel for starting, pausing and stopping the
procedure. e procedure viewer is not especially rel-
evant to a paper about automating procedures, except
that the viewer needs to support a variety of adjustably
autonomous interactions required to allow the human
operator control over procedure execution. ese are all
covered in the next section, which looks at a procedure
execution assistant.

Ontology

telemetry & command definitions

ISS simulation

PRL Library

PAX
MCT 

Procedure 
Display

automated telemetry & command values manual telemetry & command values 

execution control & state RESTful 
Interfaceexecution state

JAXB data binding

F . e overall software architecture

3.2 PAX

e Procedure Assistant for eXecution (PAX) is a soft-
ware process that reads PRL and allows procedures to
be both manually and automatically executed depend-
ing upon the operational constraints and the current sit-
uation. PAX interacts with the procedure display, im-
plemented using the MCT framework, and with com-
manding and telemetry systems to automatically dis-
patch commands and evaluate telemetry under tight su-
pervision of the operator. PAX supports both a manual
and an automated mode, either of which can be chosen
from the control panel at the top of the procedure.

How PAX fits into the overall software architecture
is shown in Figure 5. Procedure are loaded into MCT
from a PRL Library. PAX finds specific command and
telemetry definitions by querying an ontology. e user
starts execution of a procedure by telling PAX which
procedure to execute, and how to execute it. Status of
PAX’s procedure execution are fed both to a RESTful
interface and back to MCT. PAX sends commands to

and receives telemetry from the underlying system, in
this case an ISS simulation.

F . Running a procedure manually

ManualMode In manual mode (see Figure 6), all in-
structions are performed and marked as completed by
the operator. is is almost identical to the current op-
erations, except that live telemetry and commands are
embedded in the procedure display. us, if a com-
mand instruction requires that an operator send a partic-
ular command, the procedure display provides a button
to send the command. However, the command is only
sent if the operator clicks on the command button. PAX
does provide a “bookmark” for the operator to indicate
their current place in the procedure. e marker may be
moved to any element in the procedure by the operator.
Instructions that require telemetry checks (e.g., verifica-
tion instructions) will be computed by PAX and marked
if the telemetry is incorrect. e operator, however, is
still ultimately responsible for performing the teleme-
try check and marking the instruction as finished. For
example, the “Verify MDM ID - INT 2” instruction”
mentioned in 2.3 would be visually verified by the oper-
ator. If the “MDM ID” telemetry item was not “INT
2”, PAX would mark the instruction red. e operator
would then set the instruction as “FAILED” by click-
ing the instruction and selecting “Mark as failed”. If
the “MDM ID” telemetry item was correct, PAX would
mark the instruction green. e operator would then
click the button ”Mark as completed and continue to
next step”

Manual mode is offered as a way for flight controllers
or crew to perform procedures similar to current opera-
tions. All decisions are made by the flight controller or
crew member with PAX providing some support. Pro-
cedure performance is enhanced by embedding teleme-
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try and commands in the procedure. However, flight
controllers or crew can always ignore that feature and
perform the procedure using the existing command and
telemetry displays as shown in Figure 3.

F . Running an automated procedure in MCT

F . A procedure failing

Automated Mode When a procedure is executed by
PAX in automated mode (see Figure 7) , each instruc-
tion is computed and executd by PAX. Commands and
telemetry are automatically issued and checked respec-
tively. PAX detects off-nominal situations that are de-
scribed in the PRL, halts execution, andmarks the prob-
lematic instruction and the procedure as failed (see Fig-
ure 8) . Off-nominal situations include commands that
fail to send, out of bounds telemetry values, etc. In
essence, PAX is acting just as a human operator would
act – checking telemetry and issuing commands. Be-
cause this is such a drastic departure from current pro-
cedure operations, we have designed an infrastructure
in which the operator can have very explicit control over
procedure execution by PAX.While procedures are con-

sidered the standard by which operations occur, the flu-
idity of space missions means that operations will some-
times need to deviate from the standard procedure. PAX
is not designed to recognize these situations. In the next
few paragraphs we outline some of the operator interac-
tion capabilities built into PAX.

F . Adding a breakpoint to a procedure

Breakpoints can be inserted into the procedure at any
location. Breakpoints tell PAX not to proceed with
autonomous execution until an operator gives consent.
Breakpoints are created by simply right-clicking on a
procedure element and selecting a breakpoint. ey ap-
pear as small stop signs in the procedure display (see
Figure 9). Note that setting a breakpoint at every in-
struction in the procedure is not equivalent to manual
execution. Even with breakpoints, PAX is still verify-
ing telemetry and issuing commands, which is not the
case in manual mode. Breakpoints do allow operators
to ensure that the context for the procedure is still valid.

F . Skipping a step in a procedure

Sometimes a part of a procedure may not be rele-
vant in the current context. Rewriting the procedure to
match the context is too time consuming, so in current
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operations a flight note is attached to the procedure by
a flight controller to modify it temporarily. Typically,
flight notes instruct the operator to skip specific parts of
the procedure. To replicate this situation, we allow the
operator to mark specific instructions in the procedure
as ones to be skipped (see Figure 10). PAX will then not
execute those in automated mode. ese notations do
not affect the underlying PRL, which remains intact.

Skipping is the main, run-time alteration of a proce-
dure. Several shorthand operator controls have been de-
veloped to provide easier control over a procedure. For
example, PAX can be told to start from a specific point
in the procedure (equivalent to skipping the prior in-
structions). PAX can also be told to execute only parts
of the procedure (equivalent to skipping all the rest).
PAX can also be told to restart the procedure at a specific
point after it has been stopped, paused or PAX detects
a failure condition. is might be used, for example, to
resend a command that has failed. PAX can be told that
specific instructions are already completed (identical in
functionality to skipping them, but rendered differently
on the display). Each of these capabilities allows an op-
erator to tailor procedure execution using PAX to their
current mission needs.

System Ontology A PRL file contains only part of
the information necessary for autonomously executing
procedures. Commands and telemetry for the underly-
ing system are described in an Ontology Web Language
(OWL) file. e PRL references this OWL file when
describing which command to execute or which teleme-
try item to monitor. For a given command, the OWL
file contains information regarding the ID of the com-
mand, the operational nomenclature, the command ar-
guments, their data types, and what system component.
For a given telemetry, the OWL file contains the ID
of the telemetry, the operation nomenclature, the data
type of the telemetry, and to what system component it
belongs.

Remote access Other software processes may want to
know the current state of procedure execution. us,
PAX publishes all state information of procedure exe-
cution using JAX-RS, a Java implementation of Repre-
sentational State Transfer [3] or REST. e RESTful
interface is essentially a web service running on the same
machine as PAX. e following are valid GET requests
to PAX:

• /available - lists available procedure PAX can
execute

• /available/(id) - returns the PRL of the
specified procedure

• /procedures - lists currently executing proce-
dures in PAX along with their status and runtime
ID

• /procedures(runtime_id) - lists execution
log of specified procedure. For example, when
the procedure started, when a particular instruction
finished, etc.

e above GET requests can also be modified
with date, status, and result filters. Valid sta-
tuses for procedures are UNKNOWN, INITIATED,
FINISHED, PAUSED, STOPPED. Valid results
for a procedure are UNKNOWN, SUCCEEDED,
FAILED, ABORTED. For example, a GET re-
quest to /procedures?date=2010-11-04T21:
55:32.346-04:00&state=FINISHED will re-
turn all the procedures that have finished after April
11th at 21:55. e following are valid POST requests
to PAX:

• /available/(id) - starts execution of a pro-
cedure and returns the new runtime ID

We are currently using this remote access to generate re-
ports of procedure execution metrics, e.g., how long the
procedure took to execute, if it was executed correctly,
and who executed it. We also plan to use remote ac-
cess to drive external web sites and smart phone apps to
monitor procedure execution.

F . Auxiliary system displays integrated with procedure
execution

DOI: 10.2420/AF05.2012.133 139



Acta Futura 5 (2012) / 133-141 S. Bell and D. Kortenkampl

4 FutureWork

Treating procedures as information represented in PRL
opens up a large number of new research directions. Ac-
tivity plans can be built automatically using information
contained in PRL (see [1] for an early version of this).
We are exploring using plan recognition techniques to
detect when procedures have beenmanually started so as
to alert ground controllers to crew activities. Previous
work on plan recognition for procedure execution was
not linked to PRL, but showed the usefulness of the ap-
proach [2]. Efforts are also underway to use procedure
performance metrics to monitor crew fatigue and stress.
Some complex procedures are performed by several op-
erators working in parallel on multiple subsystems. Our
procedure displays can be extended to coordinate these
activities and maintain awareness across the team. We
are also looking to explore the use of procedures in robot
operations and have performed some preliminary inves-
tigations [8]. Lastly, we are working to integrate auxil-
iary system displays with automated procedure execu-
tion for further situational awareness (see Figure 11).
e left pane shows the current procedure as it’s being
executed, while the right pane automatically brings up
existing system displays as the procedure executes. e
existing procedure displays are overlaid with generated
annotations and highlighting (the white box), drawing
the operator’s eye to important information. For ex-
ample, if an executing procedure affects multiple sub-
systems of a piece of equipment, these subsystems are
highlighted in the system display for the operator.

5 Conclusion

Procedure performance consumes a significant amount
of ground controllers and crew time and are a source
of potential human error. We are developing a suite of
tools to replace the current document-oriented proce-
dure approach at NASA with an electronic procedure
approach in which an XML file representing the proce-
dure is interpreted for display, assistance, and execution
by computer programs. e computer programs are de-
signed to interact with the new NASA Mission Control
Center (MCC) software environment. ese new pro-
cedure representations and assistants seek to reduce op-
erator and crew workload and catch performance errors.
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Abstract. e management of distributed satel-
lite systems requires the coordination of a large
number of heterogeneous spacecraft. Task allo-
cation in such a system is complicated by limited
communication and individual satellite dynamics.
Previous work has shown that task allocation us-
ing a market-based mechanism can provide scal-
able and efficient management of static networks;
in this paper we extend this work to determine the
impact of dynamic topologies. We develop a Ke-
plerian mobility model to describe the topology of
the communication network over time. ismove-
ment model is then used in simulation to show
that the task allocation mechanism does not show
a significant decrease in effectiveness from the
static case, reflecting the suitability of distributed
market-based control to the highly dynamic envi-
ronment.

1 Introduction

Distributed satellite systems offer numerous bene-
fits over traditional monolithic satellite architectures,
promising improved mission flexibility and robustness,
as well as decreased cost and development time. Al-
though these benefits are attractive, they come at the ex-
pense of increased system complexity as a large number
of specialised units need to be coordinated. In this paper
we envisage an incoming stream of multi-component

*Corresponding author. E-mail: jgvdh08r@ecs.soton.ac.uk

jobs, e.g., requests to conduct earth observation, and
we focus on one aspect of the coordination problem,
namely task allocation. How do we decide which satel-
lite should be assigned a task, given a dynamic net-
work, heterogeneous individuals and limited informa-
tion about network state? In previous work [10, 11] we
developed a distributed task allocation mechanism and
verified it in terms of efficiency, scalability and robust-
ness to failure. In this paper we extend our analysis to
take the orbital dynamics of a distributed satellite system
into account.

We are specifically interested in using a groups of
low-cost nano- and picosatellites, as we believe that dis-
tributed satellite systems can significantly increase mis-
sion possibilities and the return on investment for these
systems. is will require satellites with different abil-
ities and resources that cooperate to complete mission
objectives. We could, for example, have one class of
satellite that specialises in earth observation and is there-
fore equipped with a camera, while the satellites that are
responsible for communication with the ground station
have high-power transmitters and enough memory to
store data before downloading. However, the modest
capabilities of the individual satellites mean that power
is extremely limited, and the energy cost of communi-
cation will therefore have a major impact on the global
system performance.

e combination of significant communication costs
and the dynamic system topology makes this a hard
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problem, especially for large systems [6]. If we view
the system as a network of computing agents, accurate
task allocation requires the state of individual agents
and their position in the network to be known. How-
ever, maintaining this knowledge requires communica-
tion. We can decrease the energy spent on communi-
cation by using only local inter-satellite links, but this
in turn renders the network topology more sensitive to
the relative positions of individual nodes which change
as they orbit around the earth. Obtaining accurate in-
formation in this environment is expensive; instead we
need a way of coping with imperfect knowledge. In-
stead of transforming the group of satellites into a stable
orbital formation [8], our lack of fine-grained control
forces us to find ways of managing the system, despite
the above sources of uncertainty.

Although multi-spacecraft systems have been much
studied from a control systems perspective, relatively lit-
tle work has looked at their management, especially un-
der dynamic conditions. e System F6 fractionated
satellite project is pursuing a high-connectivity com-
munication model, similar to the internet [2, 7]. is
allows satellite nodes to share resources transparently,
but implies significant communication and power re-
quirements. [9] addressed the problem of limited infor-
mation by having the ground station communicate the
state of the network to satellites. Satellites decide what
to execute based on their own workload, the tasks that
have been earmarked by other satellites for execution,
and the tasks that were executed in duplication during
the previous allocation round. [12] focused on optimis-
ing the routing strategy for a stable formation by us-
ing a multi-objective evolutionary algorithm, but this
assumes knowledge of the positions of all satellites.

e distributed nature of the satellite problem led us
to investigate techniques from distributed artificial in-
telligence, where the intelligence lies not in a power-
ful central authority, but rather in the relatively simple
interactions between agents. Techniques from market-
based control are particularly well suited to this sce-
nario: local communication, heterogeneity and dynamic
topologies are commonly encountered in human mar-
kets too. In the following section we describe our de-
centralised auction mechanism that balances the need
to spread tasks across different agents against the need
to minimise energy expenditure through localised al-
location. By using task-centric routing, the allocation
mechanism avoids the need for global knowledge at any
point in the system. e Keplerian mobility model we
use to capture the dynamics is described in Section 3;

this model is then used in simulation to show that the
task allocation mechanism is resilient to the changes in
the network, and does not show a decrease in effective-
ness from the static case.

2 Task allocation

Tasks consist of multiple components, each of which is
executed on a satellite with specific resources. e result
of the completion of one component (e.g., image data
from a camera) is transferred to the next satellite for the
next step of task (e.g., fusing of multiple images). A task
component is allocated with a reverse, sealed-bid auc-
tion mechanism, i.e., tasks are allocated to the cheap-
est bidder after a single round of bidding. e single
bidding round helps to minimise communication in the
network.

If a node has a task component to outsource, it as-
sumes the role of auctioneer and announces to the task
to its direct neighbours. ey repeat themessage to their
neighbours, up to the packet time-to-live range, thus
flooding the local network. e satellites that receive the
auction announcement form the auction community. If
a satellite in the auction community possesses the nec-
essary resources, it submits a bid to the auctioneer. e
bid value B is calculated using the size of the task z, the
remaining energy erem, the maximum energy the node
can store, plus the expected outsourcing cost, cos:

B = z

(
emax

erem
+ cos

)
(1)

Individuals that do a lot of work will deplete their en-
ergy, forcing them to submit higher bids, thus mak-
ing under-utilised satellites more attractive to the auc-
tioneer. e outsourcing cost is the estimated cost of
outsourcing subsequent components of the task, and is
calculated as a running average of previous outsourcing
costs for similar tasks. e bid message is transferred
back to the auctioneer by routing it along the same path
that originally transferred the auction announcement.
is is accomplished in a distributed manner by hav-
ing a local routing table on every node that provides the
next hop information. At every step along the way, the
intermediate nodes aggregate all bids, and only retrans-
mits the best (i.e., cheapest) bid towards the auctioneer.
e transmitted bid is increased by a “commission” fac-
tor — this adds topological information to the bid value
by making bids from nearby nodes less expensive than
bids from distant nodes. If k is the commission and dbid
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F . Message sequence diagram illustrating the allocation process for a single task component.

the distance between the auctioneer and bidders in hops,
the value of the bid received by the auctioneer is given
by:

Brx = z

(
emax

erem
+ cos

)
(1 + k)dbid (2)

e auctioneer will therefore preferentially allocate to
nearby nodes that are relatively under-utilised.

e use of bid aggregation distributes the calculation
of the winning bids across several nodes; by limiting the
number of packets transmitted, the allocation mecha-
nism is made more efficient. e allocation process ex-

ecutes in parallel across the network, leading to efficient
and adaptive task allocation at a global level. A message
sequence diagram describing the task allocation mecha-
nism is shown in figure 1, for a more detailed discussion
of the allocation mechanism refer to [10].

When allocating task components, we are interested
in the capabilities and resources of the winning bid-
ders, not their names. Instead of routing between two
addresses, we can therefore use a task-centric routing
scheme, where packets are routed according to the tasks
they are associated with. To implement this, every node
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only needs to maintain a list of next-hop neighbours, in-
dexed according to task identifier. e entries in this ta-
ble are set up during the auction announcement and bid-
ding phases, constructing a distributed route between
auctioneer and successful bidder for the time required
for allocation. Tasks are handled by their identifiers,
instead of relying on the addresses of the satellites in-
volved. is task-centric routing mechanism provides a
fully distributed, adaptive routing layer for task alloca-
tion.

Markets are frequently associated with self-interested
agents, intent on maximising their own welfare. How-
ever, in our system the agents work towards an efficient
global state. e auction mechanism allows them to
cope with having only local information; their utility
functions have been designed to align their private mo-
tivations with the desired system-level performance.

3 Keplerian mobility model

In previous work we compared the above distributed al-
location mechanism to a centralised equivalent, to con-
firm efficiency, scalability and robustness to node fail-
ure [10, 11]. e scenarios investigated were, however,
limited to simple, static network topologies. To extend
our analysis to more realistic dynamic networks we re-
quire a representative mobility model for our applica-
tion.

Mobility models are widely used in mobile ad hoc
network (MANET) research to represent the dynamic
behaviour of a communication network composed of
mobile agents [1, 3]. As the agents move around, com-
munication channels are formed between individuals in
physical proximity to each other; these links are broken
again if they move apart. e mobility model allows
researchers to map the physical system to an abstract
communication network that changes over time. Exist-
ing mobility models frequently rely on random move-
ment to generate a dynamic environment. However,
for a group of approximately co-orbiting satellites, in-
dividuals are subject to similar forces, with the variation
in their orbital parameters determining their respective
trajectories. As a result, we can expect a greater spatial
correlation between satellites than can be expected for
random movement. e interactions are also periodic:
approximately the same formation occurs once per orbit.

We treat the distributed satellite system as a group
of satellites whose individual orbital parameters are de-
rived from a reference orbit by adding a small amount

of noise. e similarity in their parameters means the
satellites are roughly co-orbiting, but that formation is
not actively maintained. e small differences in indi-
vidual orbits will cause the satellites to drift apart over
time, which will require correction if the group is to stay
connected.

e mobility model essentially solves the Keplerian
equations to obtain the positions of all satellites at a
specific point in time; the relative distances of between
satellites are then used to find the adjacency matrix of
the communication network. is adjacency matrix de-
fines how nodes are connected to each other. It is con-
venient to use an imaginary point on the reference orbit
to position the satellites around. is reference point or-
bits around the planet alongwith the satellites and serves
as an origin for a local Cartesian reference frame. e
use of this reference point is primarily a conceptual and
visualisation aid, as it focuses the attention on the posi-
tion of the satellites relative to each other, instead of the
planet they are orbiting.

e steps required to determine the connectivity ma-
trix at time t are the following¹:

1. Calculate the Cartesian position uref of the refer-
ence point at time t;

2. Calculate the Cartesian positions ui of all satellites
at time t;

3. Centre the coordinate system around the reference
point by translating all the satellite positions by
−uref;

4. Calculate the distances between all satellites to ob-
tain the distance matrix

5. Apply the connection function to the distance ma-
trix to find the adjacency matrix for the communi-
cation network.

For a detailed discussion of the calculations required
to perform the transformations, refer to [4].

e connection function captures the propaga-
tion characteristics for the underlying communication
medium. In this paper, we use a simple deterministic
radio communication model: if two nodes are within
a specified range of each other, we assume they can
communicate successfully. More realistic connection
functions that incorporate noise and interference can of
course also be used.

¹For optimised calculation of only the communication topology,
steps 1 and 3 can safely be skipped.
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F . Network topology over the course of one orbit for a system of 125 satellites. Note the drastic change in topology, ranging from
tightly clustered to sparse and elongated. e colour of nodes indicate specific satellites. P is the orbital period. e parameters used to
generate these figures are the same as used for the simulation in Section 4.

is model deliberately ignores non-Keplerian per-
turbations, such as geopotential or solar pressure. Al-
though these forces have an important effect on the or-
bits of real satellites, we are primarily interested in the
short term interactions between satellites, over time pe-
riods less than one orbit. e short-term effects of these
perturbations are very small when compared to the Ke-
plerian trajectories. We therefore believe that the com-
munication network dynamics, i.e., how frequently links
are formed between satellites and for how long they per-
sist, are captured with sufficient accuracy.

e mobility model displays an oscillatory move-
ment of satellites around the reference point. e ex-
act behaviour is very much dependent on the orbital
parameters, and variance thereof for individual satel-
lites. e resulting local communication network dis-
plays continuous variation in topology and physical scale
as spacecraft orbit around the earth, ranging from well-
connected to sparse and even disjointed. e topology
is a special case of a random geometric graph [5], where
nodes are connected on the basis of their proximity to
each other. For specific parameter values that suppress
the oscillatory terms, stable relationships between satel-
lites can be found, but the dynamic connections domi-

nate the communication network. When the commu-
nication range is small compared to the average inter-
satellite distance, the network fragments. On the other
hand, if the communication range is comparable to the
diameter of the satellite cluster, a well-connected net-
work results.

In many cases the network topology ranges between
these two extremes within one orbit, as is demonstrated
by the network resulting from a slightly elliptical orbit
in figure 2. is clearly shows how the satellite forma-
tion ranges from tightly clustered, as shown in figure 3,
to being spread over a wide area (figure 3). e local
network around a node allocating a task changes contin-
uously in terms of topology and composition, as shown
in figure 3. To successfully allocate tasks, these changes
need to be detected, or the network mapped at regular
intervals. By using auctions to allocate tasks, and relying
on task-centric routing, these changes are transparently
detected and the latest network information taken into
account.

is mobility model provides the test case for verify-
ing our task allocation mechanism, but it can also serve
as a standalone mobility model for researchers in mo-
bile ad hoc networking to test different management
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F . Orbital dynamics result in continual change of the local neighbourhood of a node, both in terms of the types of nodes and
the topology. e auctioneer is represented by the diamond, while nodes are coloured and labelled according to their capabilities. If the
network was static, the community would instead remain constant.

and routing algorithms.

4 Dynamic performance

We are interested in maximising the task allocation and
allocation efficiency of the system, because the more ef-
ficient the allocation mechanism is, the more energy can
be spent on performing payload operations. For this ex-
periment, we use networks where all tasks can be suc-
cessfully allocated, but the energy overhead due to com-
munication varies. By measuring the communication
overhead, i.e., the total energy consumed by the system
over time minus the energy spent on tasks, we can mea-
sure the impact of network dynamics.

To interpret our simulation results, we need a fair ref-
erence to compare it against. As the cost of allocation is
strongly influenced by the network topology, we need to
select a topology that provides a fair comparison, even
though the dynamic network changes significantly over
time. We therefore determine the topology of the dy-
namic network at a random time t, then use that as a
static network for simulating allocation. If we repeat
this for multiple t values, over a number of networks,
the mean of the results should give a good indication of
the performance without the effects caused by dynam-
ics. is provides the static case.

For additional references we also measure the alloca-
tion overhead in two extreme cases: one when the satel-
lites are spread out to the maximum extent to form the
sparse case, and the connected case, where they are clus-
tered together and well connected.

4.1 Experimental setup

A slightly elliptical, 500km reference orbit is used to
define the orbits of 125 satellites, using the orbital pa-
rameters in table 4. e initial positions and orbits of
the satellites are calculated by adding a uniformly dis-
tributed error to the parameters, as listed in the error

Parameter Reference Error
Semimajor axis a 6878140 ±100 m
Eccentricity e 0.001 ±10−6 rad
Inclination i π

4 ±0.001 rad
RAAN Ω 0 ±0.001 rad
Argument of perigee ω 0 ±π

4 rad
Initial true anomaly θ0 −ω ±0.01 rad

T . Orbital parameters for the simulated distributed satel-
lite system. e reference orbit of the system has the parameters in
the reference column, while the values for individual satellites are
calculated by adding a uniformly distributed noise with the range
shown in the error column.

column in table 4. At t = 0, the satellites are clus-
tered around the perigee of the reference orbit, but as
they travel around the earth they spread out before clus-
tering together again, as shown in figure 2. e con-
nection function uses simple thresholding comparison:
if two satellites are within 4000 m of each other, it is
assumed that both parties can communicate with each
other. A communication delay of 100 milliseconds is
assumed: this is generous enough to include a realistic
transmission and processing time, even for busy or low-
bandwidth nodes.

Five new tasks are introduced to system every 100 sec-
onds, each task consists of five components that are ex-
ecuted sequentially by different types of satellites. All
five components need to be executed for the task to be
considered complete. e system is simulated for one
orbit, during which 280 tasks (1400 task components)
are allocated. Executing a task component uses 1 unit
of energy, transmitting negotiation packets uses 0.005
units, while transferring a task between two nodes re-
quires 0.5 units. Satellite energy regenerates at an av-
erage rate of 0.005 units per second, to represent the
recharging of spacecraft batteries from solar panels. e
maximum energy that can be stored by any spacecraft is
10 units. Careless allocation of tasks could lead to node
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exhaustion, where nodes cannot do work or communi-
cate, while other satellites remain under-utilised. ese
energy values represent a scenario where communica-
tion is cheaper than task execution, but the cumulative
energy cost of communication forms a significant por-
tion of the total energy expenditure.

e skills of the satellites are selected with a uniform
probability from the set of 5 task component types. Ev-
ery satellite has only one skill, so the system consists of
approximately 25 satellites of each class.

e dynamic case uses the Keplerian movement
model to modify the network topology over time. e
static case uses 20 different time values to generate dif-
ferent topologies for every run. As the orbits of individ-
ual satellites are elliptical, the connected case is found by
using the network at t = 0. e sparse topology is found
halfway through the orbit, at t = 2883. Fifty runs were
used to generate the results presented below. Note that
both the composition of the network and the positions
of individual satellites werewere varied between runs.

4.2 Results

e mean energy used in allocation by the negotiation
and transfer packets is shown in figure 4. e dynamic
case required 1323 units of energy, while the static case
required 1347 units, approximately the same amount.
e sparse network used only 1164 units, while the well-
connected case required 1512 units. e standard er-
ror on the measurements ranges from 1.6 to 2.8. For
comparison, task execution required 1400 units of en-
ergy. Approximately half the allocation energy is used
for transferring tasks, while the remainder is required by
the large number of negotiation packets.

e results show that the market-based task alloca-
tion mechanism is not adversely affected by the chang-
ing communication network, with a similar perfor-
mance as the averaged static case. e extreme cases
clearly demonstrate how the cost of allocation can vary
within one orbit. e high cost associated with the well-
connected case can be ascribed to the large auction com-
munity resulting from the small network diameter.

To understand how the allocation mechanism man-
ages to maintain performance in spite of the changes
in the network, it helps to look at the lifetimes of con-
nections in system. As figure 5 shows, connections be-
tween nodes generally last on the order of hundreds of
seconds, orders of magnitude more than the auctions re-
quire. e network state information is therefore valid
for the duration of the auction, allowing allocation to
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F . Mean allocation overhead using dynamic, averaged
static, sparse and well-connected topologies over one orbital period.
e dynamic network requires approximately the same amount of
energy to allocate as the average static case,indicating that the .
Standard error on the measurements ranges from 1.6 to 6.2 (errors
bars are not plotted due to their negligible size).

succeed.
Tests using a different number of satellites, or plac-

ing them in other orbits show similar results, as long
as the component satellites have approximately similar
orbits. Decreasing the communication range decreases
the number of connections made and shortens their du-
ration, thus shifting the distribution in figure 5 to the
left. If we increase the communication distance, the
peak moves to the right, reflecting the increased con-
nectivity of the system. If the communication range
is increased even further, the volatility of the network
topology decreases, until the network is fully connected.

5 Discussion

e similarity in performance between the static and dy-
namic cases can be ascribed to the ad hoc nature of the
task allocation mechanism, as well as the differences in
time scales between allocation and network changes. By
holding an auction for every task component, the cur-
rent state of the local network is always used to deter-
mine allocation. is approach is best suited to scenarios
where the network changes more frequently than tasks
are allocated — the cost of holding an auction should be
less than the cost of incrementally tracking changes in
the local community.
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F . Histogram of connection lifetime for a group of 125
satellites with 4km communication range over the course of one or-
bit. Note vast majority of connection last for hundreds of seconds or
more, thereby allowing auctions to succeed.

Despite the continuous movement of satellites, the
average connection lifetime between two nodes in the
communication network is significantly longer than the
duration of an auction. From the point of view of
the auctioneer, the local network is therefore effectively
static during an auction, thus allowing successful alloca-
tion. If network changes were to disrupt an auction, the
auctioneer can restart the auction to retry, with a high
probability of success.

We have demonstrated that ad hoc, decentralised task
allocation and task-centric routing allow us to success-
fully manage task allocation in distributed satellite sys-
tems with realistic network dynamics. e resilience of
the allocation mechanism to a changing network topol-
ogy implies that the requirements for fine-grained con-
trol of individual spacecraft can partially be addressed
on a network management level: instead of accurate for-
mation maintenance, coarse positioning of spacecraft to
stay part of the network is sufficient.

is makes the use of smaller, simpler and spacecraft
viable in distributed satellite scenarios, making it a more
affordable enterprise.

e Keplerian mobility model presented in this pa-
per also links distributed satellite systems more closely
to existing work on MANETs. is opens the way for
the testing of a number of MANET routing and control
methodologies that could be applicable to distributed
satellite systems. e high cost observed for the well-

connected network suggests that the allocation mecha-
nism can be made more efficient by using an adaptive
time-to-live range. e periodic nature of topologies
produced by the Keplerian mobility model also raises
the question of whether the periodicity can be exploited
to simplify management of the system.
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Abstract. In this paper we discuss the suitabil-
ity and versatility of a computer aided approach for
identification and automatic tracking of sunspots
with the aim to study solar evolution of sunspots
and contribute to advances in models for predict-
ing space weather and its influence on Earth. Our
work crosses the discipline boundaries of AI and
Solar Physics by proposing an automatic sunspot
tracking system based on a combined evolutionary
Swarm Intelligence algorithm and Snake model.
Some illustrative examples of tracking sunspot evo-
lutions are presented to clarify the potential of the
proposed approach.

1 Introduction

Sunspots (dark areas in the Sun’s photosphere, which
are cooler than their surroundings) are the easiest fea-
ture to detect from all manifestations of the solar ac-
tivity. ey generally appear in pairs or groups, and are
associated with very strong magnetic fields. e number
of sunspots varies in a cycle lasting about 11 years. e
powerful magnetic fields around sunspots produce ac-
tive regions on the Sun, which often lead to solar flares
and Coronal Mass Ejections (CMEs). ese are also
called “solar storms” because they are the major drivers
of space weather. Tracking of sunspots is therefore very

*Corresponding author. E-mail: ehs@uninova.pt

important to follow the evolution of solar activity dur-
ing a solar cycle. e evolution of sunspots was tra-
ditionally tracked by manual detections on daily draw-
ings and/or low-resolution images taken by ground-
based telescopes. However, in the last decades high-
resolution data from ground-based and space-borne in-
struments have become available and nowadays we need
more sophisticated tools to analyze huge amounts of im-
ages, hence, intelligent automatic tracking algorithms
are promising tools.

is paper proposes an automatic sunspot tracking
system based on an evolutionary intelligence model.
e model selected is a combination of Particle Swarm
Optimization [16], an emerging and promising algo-
rithm under Swarm Intelligence, and anActive Contour
Model [15], an image processing framework.

Our motivation is to discuss the suitability and versa-
tility of using an intelligent tracking algorithm for iden-
tification and tracking of sunspots with the aim to study
solar evolution of sunspots and contribute to advances in
models for predicting space weather and its influence on
Earth. Measuring and tracking of solar features is a key
task in studies of solar activity evolution, climate change
understanding and space weather prediction. For exam-
ple, Koch andWohl [17] investigated a diurnal variation
of the solar rotation rate as derived from sunspot trac-
ings. Despite the fact that sunspots move on the surface
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of the Sun in accordance to solar rotation, they also de-
pict some proper motion in the solar photosphere [3].

is paper describes the model and the developed
computer-aided software tool for tracking sunspots.
e approach can be applied to image processing of large
image sets such as Solar and Heliospheric Observatory
(SOHO)/Michelson Doppler Imager (MDI) images
and Solar Dynamics Observatory (SDO)/Helioseismic
and Magnetic Imager (HMI) images - that means a
direct application to space weather research. Here we
demonstrated the tool with the tracking of sunspots in
these two types of images to clarify the potential of this
approach. Both the SOHO/MDI and the SDO/HMI
instruments record full-disk photospheric activity, i.e.
evolution of sunspots. e MDI and HMI images are
available on a daily basis (independently from weather
conditions like in case of ground-based solar instru-
ments, therefore they are suitable for sunspot tracking
problem.

e rest of the paper is organised as follows; Section 2
describes the main characteristics of space weather and
explains why sunspots are key elements for studies in
solar physics. In section 3 we discuss the tracking algo-
rithm used in our work. In section 4 we present three
real illustrative cases and discuss the experimental results
obtained. Finally section 5 presents the conclusions of
our work and points directions for future developments.

2 Space weather: Sunspots

2.1 Background

e Sun is our main source of energy but also a dan-
gerous one: radiation, magnetic field disruption, and
solar energetic particles constantly bombard the Earth’s
atmosphere and magnetosphere, as can be observed in
Figure 1. us, the Sun is the main driver of the space
weather [7, 12]. Moreover, the energy of the solar radi-
ation governs a variety of processes in the interplanetary
space, in the Earth’s atmosphere and at its surface.

Adverse solar events can cause power grid and com-
munication failures on Earth, wreak havoc on satel-
lites or put astronauts at risk from radiation exposure,
among other problems. For instance, when Coronal
Mass Ejections (CMEs) take place, we need to worry
about satellites, transformers of electricity systems, train
roads, and pipelines. When we have a huge solar flare
in progress, GPS signals are in danger of being obscured
by solar radiation and hence operating at lower accu-
racy than normal. ese are only a few examples of

F . Earth magnetosphere interacts with solar wind.
(Courtesy of NASA/ESA SOHO mission)

space weather impact on Earth’s environment. To illus-
trate the impact in more specific terms, here are some
incidents related with solar events, worthy of mention-
ing [10]: 1. e solar storm of 1859, also known as the
Carrington Event– if such strong event occurred nowa-
days it would destroy most of the satellites in orbit and
would cause a major technological problem in ground
systems. 2. e Canada blackout in 1989 in Quebec
province– severe space weather events induced ground
currents that knocked out the transformers within sev-
eral seconds, cutting off the power of millions of people
for several hours. 3. e Japanese 640 million dollar
research satellite (ADEOS-II) failed as a result of the
major solar storm that pummelled Earth in the period
of 22nd to 30th October 2003. ADEOS-II also had
the 150 million dollar NASA SeaWinds instruments on
board.

Sunspots are the easiest feature to detect from all
manifestations of the solar activity. ey have been ob-
served by naked eye since ancient times. e usage of a
telescope for sunspot observation by Galileo Galilei in
1610 brought a higher level scientific approach to the
investigation of sunspots. Regular observations starting
in the 18th century enabled us to follow the evolution
of sunspots and movement due to solar rotation almost
on a daily basis. One of many indices of solar activity is
the so-called sunspot number [9]. Long-term statistics
showed that solar activity varies in a cyclic manner. e
best known and documented is the 11-year cycle that
can be based on the variations of sunspots, solar flares
and faculae and other features on the solar surface and in
the solar atmosphere. Tracking of sunspots is therefore
very important to follow the evolution of solar activity
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during its eleven-year solar cycle and also due to its cor-
relation with other solar activity features (e.g. filaments,
CMEs). Advances in understanding other solar activity
processes, such as solar flares, filaments, andCMEs, will
also contribute to improve knowledge about solar evo-
lution, space weather forecasting models and ultimately
designing better early warning systems.

In the last decades a huge amount of high-resolution
data from ground-based and space-borne instruments
(e.g. SOHO, Hinode, STEREO, SDO) have be-
come available and nowadays we need to analyse huge
amounts of images. Future space research will continue
to provide huge numbers of solar images, and we need
tools to manipulate them and perform data analysis;
hence, intelligent automatic tracking algorithms are the
natural next step in this path.

2.2 Related works

ere are already some functional detection tools avail-
able e.g. in the European Grid of Solar Observation
(EGSO) network, http://solar.inf.brad.ac.uk/ (as of 1
July 2011). ese tools allow automated detection of
sunspots, active regions and filaments on full disk solar
images, however, they do not cover the tracking along
time (temporal aspect), which is essential to predict solar
events. Sunspots detection in white-light (WL) from
the MDI instrument aboard the SOHO satellite, has
been developed by Zharkova et al. [30] in the frame
of the Solar Feature Catalogues (SFCs) project. Like
most solar feature segmentation and tracking tools, this
approach is based on classical image processing tech-
niques such as intensity threshold, median filters and
morphological operations. Moreover, the authors de-
veloped some preliminary work but only on the detec-
tion of sunspots using classic image processing tech-
niques such as watershed algorithms [11]. In [28, 27]
the authors propose an approach based on mathematical
morphology to identify sunspots. is non-linear im-
age processing technique uses shape and structure in a
digital solar image, with a morphological top-hat trans-
formation to detect sunspots.

Other proposals such as Bernasconi et al. [6] and
Sobotka et al. [23], developed basic tools for automated
detection, classification, and tracking of solar filaments,
but these approaches are rather rudimentary. In a recent
study, Barra et al. [5], proposed a method for segmen-
tation and tracking solar features from a set of multi-
spectral EIT solar corona images to analyse the spatial
distribution of coronal bright points.

3 Tracking algorithm

e algorithm to be used for identification and track-
ing of sunspots in this study is a merger of a Snake
model and Particle Swarm Optimization [22], hence-
forth called S-PSO. Snake model also known as Active
Contour Model, is an energy minimization algorithm
induced not only by low level image features such as
image gradient or image intensity, but also with higher
level information such as object shape, continuity of the
contour and user interaction [15]. Given an approxima-
tion of the object boundary, the snake model will be able
to find the precise boundary of that object. Snakes are
also widely used as an interesting approach in segmenta-
tion, shapemodelling, stereomatching and object track-
ing [14, 20, 4, 29]. e energy of snake depends on its
spatial positioning on the image and on the changes in
its shape. e idea is to minimize the integral measure
which represents the total snake energy. Original snake
model achieves this minimization by iteratively solving
a pair of Euler equations on the discrete grid, resulting
in a computationally expensive algorithm [14].

ere are two main approaches for snake presenta-
tion; Geometric and Parametric models. Geometric
models use an implicit presentation based on the curve
evolution theory [8] and are usually implemented with
level-set techniques. is approach is specifically more
effective in handling multiple objects and topology al-
teration, but the computational cost is a major draw-
back. In this paper we use the parametric approach,
which is computationally efficient and easy to interact
with users [13]. In the parametric implementations, a
number of discrete points called control points or snaxels
characterize the snake [15]. Snake model is considered
to be a controlled continuity spline under the influence
of internal and external forces which induces the snake
energy.

e second part of the tracking approach is the Par-
ticle Swarm Optimization (PSO) algorithm, which is
an evolutionary optimization technique consisting of a
number of particles, each representing a potential so-
lution to the problem [16]. e Swarm is initialized
with random solutions, i.e. random positions and ve-
locities for the particles. In traditional PSO the num-
ber of particles remains unaltered during the evolution
process. Particles fly through the hyperspace searching
for the global optimum. By sharing information within
the swarm, particles progressively cluster around the op-
tima. e velocity is continuously adjusted according to
the particle’s experience of best position as well as its
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neighbours’. Particles remember the best position they
have discovered according to a fitness evaluation func-
tion. is position and its corresponding fitness value
are stored as personal best, pbest in short, and form the
cognitive aspect of particle evolution. Second principle
of particle evolution simulates social behaviour and is
implemented by tracking the overall best position found
within the particle neighbourhood. More details about
the combined (hybrid) approach can be seen in [22].

e tracking approach used here is built on the au-
thors’ previous work (S-PSO) [21] and combines ad-
vantages of high-level object detection capacities of
the snake model with the PSO algorithm to achieve a
promising system for automatic sunspot tracking. e
main steps of the S-PSO algorithm are as follows:

• Step 1. Initialization. e pre-processing of im-
ages is done if required, i.e. normalizing the size of
images, correcting the orientation and contrast of
images, etc.

• Step 2. Initial Contour. e initial contour
(snake) is drawn, by an operator, around the area
of interest. For most cases a rough estimation of
the initial contour is enough. is step is done only
once when the sunspot appears.

• Step 3. Internal parameters set-up. e weight
parameters for the S-PSO algorithm are initialised
in this step.

• Step 4. Snake force calculation. e external force
(image force) is calculated, once for every image.

• Step 5. Calculation of social and cognitive parts.
In this step we update the pbest value (the best
velocity the snaxel ever experienced) and the lbest
value as average of velocities of neighbouring par-
ticles.

• Step 6. Moving snaxels. For each snaxel its veloc-
ity is evaluated and then each snaxel velocity and
position are updated.

• Step 7. Snake detection. is step checks the con-
vergence of snake contour to the sunspot outline,
i.e. choosing the snake with the lowest total en-
ergy calculated. If the results are not satisfactory,
algorithm goes back to step 5. e outcome of this
step is the sunspot contour for an image frame.
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F . Initial snake on first image.

• Step 8. Tracking sunspots. is step tracks the
same sunspot in the next image by feeding the sub-
sequent image frame to the system as input. e
algorithm loops back to step 4, and passes the spec-
ifications of the detected sunspot.

• Step 9. Stopping tracking. Tracking of a sunspot
ends when a sunspot disappears, e.g. when it
shrinks below a threshold limit, or when it reaches
the solar limb.

e outcome of the detection phase (step 7) is the
sunspot contour. is contour will be fed into the track-
ing phase (step 8) as its initial contour. In step 8 the
snaxels won’t be initialized since they will remember
their position and properties such as speed, direction
and momentum. During running time the operator can
interact with the system adding or removing sunspots to
be tracked.

In some recent works, evolutionary algorithms have
been used with snake models to optimise snake equa-
tions [18, 19, 25]. In [22] the Snake Driven Particle
Swarm Optimization model has been successfully ap-
plied for medical image processing, i.e. to detect abnor-
malities in brain MIR and CT images. In this paper
we extended this work and proposed a tool to facilitate
sunspot detection and tracking.

Other swarm based snake optimisation algo-
rithms [19, 13, 25] determine the next position of the
snaxels by searching all pixels in a predefined radius
of that snaxel, while in our approach the search space
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F . Delineation of sunspot in first image.

is explored according to the PSO trajectory, which
obviates the computationally expensive local search to
be repeated in every iteration.

4 Illustrative examples

In this section the potential and performance of the pro-
posed tracking algorithm is demonstrated with three
simple illustrative examples. First example is just one
sunspot for a period of 8 days. Obviously the proposed
S-PSO approach is capable of tracking more than one
sunspot and also tracking groups of sunspots but for
clarity we only show examples with one sunspot.

e simulations were implemented in MATLAB
2009b software and tested on several MDI Continuum
solar images from the Solar and Heliospheric Obser-
vatory (SOHO) archive [2]. Input images should pass
through a pre-processing phase (step 1) to achieve a
standard orientation and dimension [11]. However,
SOHO images are already corrected and are well ori-
ented so that the top of the solar disk is the solar north
and the right side of the image is the solar west.

Hence, the input to the system is a series of consecu-
tive solar images, taken from the SOHO archive for the
period from 2010/8/27 till 2010/9/4, corresponding to
8 days [2]. e time period between two images can be
from a few minutes up to a few days, in either case the
internal parameters of the algorithm need to be tuned
for that frame delay, because more delay corresponds to
more displacement of sunspot in two successive frames.
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F . Top– Identified sunspot at E38N12 on 2010/8/27,
Middle– Tracked sunspot two days later at E12N12, Bottom–
Tracked sunspot five days later at W22N12.

After pre-processing the images (step 1), at the first
appearance of a sunspot in an image, the user marks the
whereabouts of the sunspot to be tracked (step 2). en
the S-PSO algorithm will evolve this contour to pre-
cisely delineate the sunspot (steps 3-7). e user inter-
action will be only in the first appearance of the sunspot
(step 2). Afterwards, steps 8 and 9, the algorithm will
automatically keep tracking the sunspot in the following
frames to keep pace with its evolution during the period
of study.

Due to the dynamic nature of S-PSO algorithm, de-
tected contours are flexible and can conform to the
changes in shape and size of the sunspots. Tracking a
sunspot stops (step 9) when it reaches the solar limb
and disappears into the other side of the Sun, or when
the sunspot shrinks to a size smaller than a predefined
threshold, according to the size and resolution of image.

Figure 2 illustrates the MDI Continuum image of
Sun on August 27th 2010 at 17:06, taken from [2]. As
mentioned before, the initial green circle is marked by
the user (step 2). As it can be observed in Figure 2, the
system is not sensitive to the user-defined initial con-
tour and the S-PSO only needs a rough estimation of
the regions of interest.

Figure 3 shows the result of the detection and the
convergence of the algorithm to precisely outline the
sunspot in the area defined by the operator (steps 3 to
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F . Sunspot transition from 2010/8/27 till 2010/9/4with
overlaid grid.

7). Figure 4 shows the tracking result of algorithm dur-
ing 5 days, which corresponded to 22 images with an
average of 6 hours interval between consecutive images
(steps 8 and 9). In Figure 4, first we depict the initial
detected sunspot, then we show the tracked evolution
of the sunspot, and in the last image we show the result
after the 5 days test period.

e whole transition of the same sunspot during 8
days is superimposed in Figure 5, under a heliographic
grid with B0 = +7.0 degrees. is view of the results
can help space weather researchers and solar physicist to
detect and track sunspots more conveniently and accu-
rately while being able to work out new features such as
analysing speed of the sunspots or studying their proper
horizontal movement.

To show the usability of this system with other
datasets, another experiment was carried out with SDO
images, taken from [1]. Figure 6 presents an HMI In-
tensitygram image of the Sun on June 18th 2011, at
01:05, with initial markers drawn by operator around
one sunspot of interest. Figure 7 shows the automatic
identification and tracking of the same sunspot from
June 18 till 24 2011.

e next example depicted in Figure 8 is a set of MDI
Continuum images taken from [2] and shows the Sun
on 21 till 27 of October 2003. Figure 8–Top points out
a large group of sunspots in the active region AR484.
It can be seen that in the following days this group
shows high activity. Tracking the changing shape of this
sunspot group is shown in the remaining images of Fig-

 Input image, Initial Contour, and Force

F . Initial step in sunspot identification on HMI image
from SDO.

ure 8.
e algorithm results have been validated by an expert

solar physicist (co-author) and the experimental results
of applying the S-PSO approach to sunspot tracking
shows quite promising results. anks to the concept
of velocity of particles, the S-PSO approach is naturally
well suited for the problem of tracking, and due to the
freedom of particles in their movement it can handle
tracking deformable shapes such as sunspots.

After, having sunspots tracked we can count them,
record their coordinates on the spherical grid of the Sun,
estimate their size by their contour size and also cal-
culate their speed. ese are valuable characteristics of
the S-PSO tool, which can help solar physicists to ob-
tain more knowledge about sunspots in an easier way for
both new images as well as huge old archives.

5 Conclusions and future works

is paper discussed the suitability of using a computer-
aided tool for tracking sunspots features, which includes
a combined optimization process, based on a Snake
model and the PSO evolutionary algorithm. To clar-
ify the potential of this approach we showed three sim-
ple examples. e first one included one sunspot for a
period of 8 days on SOHO MDI images. e second
experiment demonstrated the performance of the algo-
rithm on SDO HMI images, tracking a sunspot for 7
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F . Tracking of a sunspot in SDOHMI images from 18 to
24 of June 2011.

days. On the last experiment, the tracking of a group of
sunspots is shown.

e obtained results confirmed that the proposed ap-
proach constitutes a promising tool for investigating the
evolution of solar activity and also for processing any
solar image archives. At this stage, our approach still
has the limitation of the initial manual contour, where
the user needs to initiate the contour around sunspots
or sunspot groups. In the near future we plan to au-
tomatise this initial manual process and also to perform
more tests to assess the robustness and versatility of the
proposed approach. Moreover, using Stonyhurst heli-
ographic coordinates and applying Carrington adjust-
ments [24, 26] we can also have a more precise posi-
tioning of the sunspots.

From the space weather point of view, we plan to
automatically determine the area of sunspots and/or
sunspot groups, their daily displacement (angular speed
of rotation), proper horizontal motion of individual
sunspots, number of new and decaying sunspot groups
per day, etc. All these parameters will enable space
weather researchers to investigate the evolution of the
solar activity over any number of solar cycles. Further-

Green: Best Snake Green: Best Snake

Green: Best Snake Green: Best Snake

F . Tracking a sunspot group in SOHO MDI images, 21
till 27 of October 2003.

more we also plan to apply the algorithm to the track-
ing of other solar features such as filaments and coronal
bright points.
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Abstract. is work presents lunar crater extrac-
tion based on texture computation on fused im-
ages. Texture is utilized as the key parameter to
identify the crater Candidate Area (CA). resh-
olding of variance and homogeneity derived from
Gray Level Co-occurrence Matrix (GLCM) that
is of industrial standard is used. e highlight and
shadow present in the crater is used as the key fea-
ture to identify the crater edge. Region growing is
performed with appropriate ”seed pixel”. Using the
statistical theory, the edge of the region grown area,
is utilised to fit the ellipse around the crater. e
experiment is performed on individual images of
lunar dataset as well as on fused images. Results in-
dicate that the crater detection algorithm performs
better when high spatial resolution image is used
with low spatial resolution. It is seen that with im-
age fusion, detection rate is significantly improved
from 71.09% to 92.48% between high spatial res-
olution and fused image.

1 Introduction

History of geological processes of moon can be inter-
preted by number of features such as Craters, rilles
and ridges [30]. Impact craters, formed by collision of
comets and asteroids on planetary surface, are essential
source of information about the planetary geology and
their surface characteristics. Age of a planetary body is

*Corresponding author. E-mail: mail4suri@gmail.com

directly related to the density of the craters and the evo-
lution of terrain can be easily interpreted [13]. During
the initial Lunar and Mars exploratory missions, man-
ual counting of crater was performed. But as the num-
ber of missions increased, the technology of the mission
too drastically increased resulting in very high spatial
resolution images with large number of database. is
required hefty amount of man power to perform this
task. In order to overcome these encumbrances, semi
and fully automated crater extraction algorithm came to
existence. ese algorithms were bound to huge amount
of limitation based on the planetary bodies themselves
and due to other factors. Planetary image, particularly
lunar images, reveals low contrast and poor illumination
images which eventually hides the features within them.
Besides, crater extraction mainly dependent on the sun
illumination angle and location of the feature on the
moon. As the sun illumination angle becomes very low,
the highlights and shadows which are the properties of
lunar craters, tends to change highly and also illumi-
nation diminishes and becomes very poor as the images
moves from equator to the poles. In addition, lunar sur-
face itself is an undulating terrain with the features hid-
den within them. us Craters Detection Algorithms
(CDA) worked only for a particular test site and cannot
be generalised. Hence algorithmswhichwere developed
during the early stages did not test on real time images
and further which applied on lunar images, were tested
under good illuminated flat terrain conditions.
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T . Image data properties used in crater detection
Characteristics Chandrayaan-#1 Selene
Sensor Terrain Mapping Camera/ Hyperspec-

tral Imager
Multiband Imager - Selene

Spectral resolution None/ 64 bands Center wavelength at 0.415,
0.75,0.9,0.95,1.0 mm

Spectral range 0.5 to 0.85 nm; 0.4 to 0.9 nm 10 to 50 nm
Spatial resolution 5 m/pixel; 80m/pixel 20 m/pixel
Data type 10 bit 16 bit
Year of acquisition November,2008 2009

2 Background ofe Study

Craters Detection Algorithms (CDA) can be classified
into supervised and unsupervised detection. Supervised
algorithm initially demands the properties of the crater
to be taught by an expert and machine learning con-
cepts to train the algorithms, followed by classification
of the unseen data. Algorithms such as Artificial Neural
Network (ANN), template matching [2, 22, 3] fall un-
der this category. But contradictorily, unsupervised al-
gorithms namely Hough transform, Chord Mid-point
Hough Transform (CMHT) [18], mathematical mor-
phology and texture classifiers [29] tend to recognize the
craters patterns based on the geometric properties such
as shape and size etc. Feature extraction can be broadly
used for applications ranging from Guidance Naviga-
tion Control (GNC) during the Entry Descent Land-
ing (EDL) process, to estimate the age of the planetary
surface. is directly related to crater count and geolog-
ical activities and search for unknown craters on Earth.
Before applying any feature extraction, the images need
to be preprocessed. First, the noise is smoothed by ap-
plying a Gaussian filtering and a median filtering op-
eration in cascade [27]. Craters counts are the only
available tool for measuring the relative ages of geo-
logic formations on planets. For example, the most
comprehensive catalogs of craters on Mars contain in-
formation on 19,308 craters [19], 42,283 craters [4],
and 57,633 craters [20] respectively. ey contain only
craters larger than 5 km in diameter. For the Moon
the most comprehensive catalogue [1] lists 8497 named
craters that are larger than few kilometres in diameter,
and for Mercury the most comprehensive catalogue [10]
lists 6334 craters that are larger than 10 km in diameter.
In addition, much smaller global datasets of large craters
exist [23] for some Galilean satellites of Jupiter; 232
craters are catalogued on Ganymede, and 130 craters

are catalogued on Callisto. No comprehensive catalogue
of smaller, sub-km craters exist for any planetary body.
is is because building such a dataset is a very labo-
rious process, ill-suited for visual detection but well-
suited for an automated technique. In this paper we
present a different approach to auto-detection of craters
in high spatial resolution panchromatic planetary im-
ages. Our focus is on surveys of sub-km craters because
larger craters can be identified either manually [4, 21]
or using a topography- based algorithm [25, 26]. Lunar
images containing craters will appear in different char-
acteristics when conditions are different such as illumi-
nation (solar elevation angle), local terrain condition of
crater (the size and depth of crater) and shooting con-
dition [7]. Image pixel arrays are rotated, translated or
otherwise transformed to match piece of an image [14].
Lunar features also exhibit different structures and vari-
able sizes [8]. DEM based CDAs has become the key
interest to research since craters which are hidden in vi-
sual images can be visible in DEM. But the elevation
data are manipulated using interpolation rather than di-
rect laser measurements and perhaps are smudgy in na-
ture. Due to this craters which are visible in optical
imagery will not be clear in DEM [22]. In the pro-
posed technique, a very high spatial resolution image has
been used and eventually a large number of very small
craters will be visible ranging from (20 m to 400 m) are
attempted to be detected by the proposed algorithm.
Since CDAs involving exhaustive search in the image
will result in higher computational time. erefore, we
propose a crater Candidate Area (CA) to detect a crater
based selection or rejection of the particular area that can
identify even the degraded craters. Supervised learning
performs well with cases where training and testing are
carried out under similar landforms. Instead, when the
testing is performed on a totally different image cap-
tured under different solar illumination angle results in
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poor classification accuracy and tested to perform in less
computation [6]. Image fusion using wavelets have been
used in the last few years, to improve the spatial and
spectral details of the image [12]. With several advance-
ments in fusion, several modified versions of wavelets
were proposed. Improved fusion technique by combin-
ing a-trous and empirical mode decomposition has been
used to combine panchromatic and multispectral quick-
bird images [24]. Wavelet has also been combined with
other fusion techniques such as IHS and PCA [16, 31].
In this paper, we aim to demonstrate the effectiveness
of texture based feature extraction on fused images. Ini-
tially, we test the algorithm on poor resolution images
and extract the number of craters. Later, by combining
two images by fusion technique, we test the algorithm
for the extraction of craters.

3 Image Data Set

e image data used for testing the crater detection al-
gorithm are from Chandrayaan-1, Indian moon mis-
sion satellite and Selene of Japanese Moon mission. Im-
ages are taken at high spatial resolution of 5m/ pixel and
20m/pixels and at different types of terrain and illumi-
nation conditions. e Table 1 lists the properties of
image data used.

4 Methodology

e flow chart of the proposed methodology is shown in
Fig 1. Unlike terrestrial images, lunar images are com-
posed of very less number of features and hence the tonal
variation (texture) is considered for feature extraction
from lunar images.

4.1 Texture Computation

Texture is defined as the frequency of tonal variations,
which is widely used in the feature extraction processes.
In particular, spatial texture measures like Gray Level
Co-occurrence Matrix (GLCM), Gray Run Length
Matrix (GRLM) are of industrial standards due to their
computationally less intensive nature. e GRLM is
a method of extracting higher order statistical texture
features. A set of consecutive pixels with the same grey
level, collinear in a given direction constitute a grey level
run. e run length is the number of pixels in the run
and the run length value is the number of times such
a run occurs in an image. e Grey Run Length Ma-
trix(GRLM) is a two-dimensional matrix in which each

element p(i, j/θ), gives the total number of occurrences
of runs of length j at grey level i, in a given direction
θ. e θ can take four different directions (θ=0, 45, 90
and 135 degrees). For example a 4X4 sub-image with
4 different grey levels and its corresponding run-length
matrix p(i, j/θ = 0) is shown in the figure 2. A moving
window, termed as kernel, is traversed through the input
image where n=3,5,7,9. Here n is chosen as 3 with d=1
and θ applied in all direction. Texture parameters such
as Variance and Homogeneity are computed in order to
select the Candidate Area (CA). Variance captures the
sudden change in the pixel and Homogeneity measure
the maximum value at the similar area. Hence by se-
lecting the appropriate threshold, these two images are
thresholded.

4.2 Candidate Area processing

Older craters have rims faded out and hence the above
mentioned technique captures only the inner areas in
such craters. Also, craters in which ejecta materials
present, this CA selection technique captures the ex-
cess area and these two conditions are depicted in Fig
3 and Fig 5. In order to overcome this problem, the
box is expanded or shrinked based on the concept of re-
gion growing on both the highlight and shadowed re-
gion. Depending on the grown area, the CA is modified
accordingly. If there a sharp rise or a dip in the terrain
then it is captured as a CA, as per the above procedure.
By using a particular threshold, false detection of craters
is overcome (4).

4.3 Region Growing

e highlight and shadow becomes the properties of the
crater, specifically for the images captured with low sun
angles. is phase plays an important role in determin-
ing the shape of the ellipse to be fitted. Region grow-
ing, a image segmentation procedure, is a process of
grouping similar pixels is performed till the difference
of image pixels to the seed pixel is less than threshold
which is depicted in Eqn. 1. |gs − gc| < threshold

(1) Since the input is the panchromatic image, max-
imum and minimum pixel values are chosen as the seed
pixels for the highlight and shadow respectively. Op-
timized threshold value is chosen which is invariant of
the input image capturing scenarios. After region grow-
ing, canny edge is obtained for the region grown area.
For clearer visualization, a single crater is chosen and its
corresponding region grown area and its edge image is
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F . Methodology for crater detection using CDA algorithm

shown in Figure 6.

4.4 Ellipse fitting

Ellipse fitting procedures basically involves estimation
of the variables in the parameter space such as Hough
Transform (HT) and GA based techniques, which is a
time consuming and a complex procedure. Hence a sta-
tistical procedure is adopted, which is computationally
simple involving geometric variables of the craters to de-
tects and fit the ellipse. is technique is chosen since
the aim of the paper is to create a database of small and
minute craters which hence involves a larger processing
time. Detailed description of the ellipse fitting proce-
dure is described in [28, 15] is adopted in this paper.

5 Image Fusion

Image fusion is the process of combining information
from two or more images, to obtain complementary in-
formation by a certain fusion rule [17]. ere has been
many fusion techniques used in the past such as Inten-
sity hue Saturation (IHS), Principal Component Anal-
ysis (PCA), Brovey, Multiplicative and wavelet fusion.
In this study, we aim to combine information from high

spatial resolution image and high spectral resolution im-
age from different sensor. Here, we take image dataset
from Hyperspectral Imager (HySI) of Chandrayaan-1
and Multiband Imager (MI) of Selene. Compared to
conventional fusion techniques, PCA combined wavelet
fusion method exhibits best spatial and spectral fidelity
of the fused image [11]. Hence in our study, we demon-
strate the effectiveness of feature extraction algorithm
using the fused image of PCA combined wavelet.

5.1 Traditional Principal Component Analysis

Principal Component Analysis is a mathematical and
orthogonal transformation that converts the linear data
into a new coordinate data exhibiting maximum vari-
ance, along first principal component, second principal
component and so on [9]. is transformation is also
called as Karhunen-Loéve (KL) transformation since it
transforms the set of correlated variables into uncorre-
lated variables. e method of fusion using PCA in-
volves the first principal component of the low spatial
resolution image to be combined with high spatial reso-
lution image. In fusion, we consider only the first prin-
cipal component of low spatial resolution image since
the first PC image contains almost 98% of the total im-
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T . Statistics of crater detecton in images captured under two different illumination and terrain conditions
Images Craters Detected Not det. False det. Det. rate False det. rate

Chandrayaan - TMC 1 (8a) 384 358 31 5 93.23% 1.39%
Chandrayaan - TMC 2 (8b) 320 293 35 8 91.56% 3.04%

Chandrayaan - TMC 3 245 222 29 6 90.61% 2.70%
Chandrayaan - TMC 4 12 10 3 1 83.33% 10.00%
Chandrayaan - TMC 5 14 11 4 1 78.57% 9.09%

Selene - MVA 1 30 24 8 2 80% 8.33%
Selene - MVA 2 193 185 10 2 95.85% 1.08%

F . Sub-image and its run-length matrix p(i, j/θ = 0)

age data. is method of fusion is believed to eliminate
data redundancy and preserve much spectral informa-
tion [5].

5.2 Wavelet image fusion

Wavelet is a frequency domain operation that decom-
poses the image into detailed and approximate compo-
nents at level 2j. e approximate coefficient is pro-
duced at level j+1, also called low frequency component
and detailed coefficients along horizontal, vertical and
diagonal. e approximate component contains much
information and it is used for fusion while the detailed
components contain much of noise and less informa-
tion. Wavelet decomposition is performed by passing
the input images using low and high pass filter and the

F . Enlarging the CA to its edges

F . Results of crater detection after CA rejection

rows of the image are decimated by a factor of 2. Again,
the two outputs are passed through the low and high
pass filter and the columns of the image are decimated
by factor 2. Reconstruction of discrete wavelet trans-
form (DWT) is performed by passing the columns of
the wavelet coefficients to be interpolated by a factor
of 2. e high frequency component is passed through
the low pass filter and low and diagonal components are
passed through high pass filter. e components are
again added by interpolating along the rows using the
appropriate filter to obtain the fused image.

5.3 PCA combined wavelet fusion

is technique combines fusion techniques of Principal
Component analysis and wavelet to obtain fused im-
age that has greater details of spatial and spectral in-
formation content. e methodology for PCA com-
bined wavelet fusion is as follows and illustration of the
method used is seen in Figure 7.
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F . Shrinking the CA to delete the excess area

F . Highlighting and Shadow detection followed by region
growing

1. Two input images high spatial resolution image
HR (MI of Selene) and high spectral resolution
imageXS (HySI of Chandrayaan-1) are considered
for image fusion.

2. For high spectral resolution image XS, principal
component analysis is performed as stated in sec-
tion 5.1. e First principal component of XS (ie.,
PC1) is considered since it is said to contain max-
imum amount of information representing the en-
tire image data.

3. e high spatial resolution image HR and the first
principal component PC1 is decomposed using
discrete wavelet transform into two sets of one ap-
proximate components and three detailed compo-
nents (Lσ, LHσ, HLσ and Hσ from HR and Li,
LHi, HLi and Hi from PC1).

4. e low frequency component Lσ and Li are fused
and detailed coefficients from high spatial resolu-
tion image (LHσ, HLσ and Hσ) are used dur-
ing wavelet reconstruction or inverse wavelet trans-
forms.

5. is gives a new fused produced P and to obtain
original image it is essential to perform inverse
PCA. us, the fused image will have spatial reso-
lution as that of HS and spectral resolution (num-
ber of spectral bands) as that of XS.

6 Results And Discussion

e ultimate aim of this paper is to prepare a database of
very small craters which demands a greater man power
if performed manually. e study areas chosen to test
this algorithm were taken under totally different illumi-
nation conditions with different terrain conditions and
illumination angles, which is very important for the val-
idation of the performance of the algorithm. Hence by
this methodology, craters with pixels greater than 4 pix-
els in diameter and with the maximum size of 100 pix-
els can be captured using this methodology. It can be
seen from Fig 8(a), that many craters are left out, which
are omitted during the rejection phase. is is because
a sudden rise and a fall might be captured as crater in
CA identification process. Hence CA which doesn’t
satisfy the threshold conditions in both highlight and
shadow are rejected. erefore, this algorithm is crafted
in such a way to detect craters with less false detection
rate rather than having higher detection rate with high
false detection. Total number of craters present in an
image is counted manually since there was no database
available at this resolution to validate the results. Ta-
ble 2 tabulates the statistics of crater detection in which
even though the two images portrayed in the figure 8(a)
and (b) are totally different, the detection rate shown
in table 2 is constant which is greater than 90% with
very less false detection rate around 2%. Images cap-
tured from Selene MI- MVA are also tested to verify
the performance at different image resolution too. It is
seen that images with number of craters less than 30,
has detection rate which is around 80%. is might
be due to less variance to distinguish between features
(highlights and shadows) in the image. As stated, false
detection rate is kept very low in all the images, which
is also the reasons for less detection rate in image with
craters less than 30. Besides, since the total number of
craters is very low, a less false detection decreases the
detection rate. Hence his method performs very well
for images with crater greater than 200. e thresh-
olds selected in the rejection phase are obtained using
the trial and error technique. When applied to different
image, they are found to be values which yielded maxi-
mum detection rate. Even thought the algorithm is de-
signed in avoid false detection, an average of 2% arises
in all the scenarios. is might be due to the reason
that reduced quantisation of the GLCM computation.
GLCM is computed on the image which is reduced
from 11 bit to 6 bit in order to perform faster compu-
tation. is might have resulted some information loss.
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F . Methodology for image fusion using PCA combined wavelet transforms

F . Crater detection in the Chandrayaan TMC image captured under two different illumination and terrain conditions

Further, crater detection algorithm as proposed in Sec-
tion 4, is implemented individually on low spatial reso-
lution image (80m/pixel), high spatial resolution image
(63m/pixel) and on the fused image using PCA com-
bined wavelet fusion. is fusion was chosen based on
the literature [11] and since this fusion technique gave
greater spatial and spectral correlation coefficient. Fur-
ther, the fused image is given to Principle Component
Analysis (PCA) to extract information from multi-band
and to convert multi-spectral image into a single band.
Results indicate number of craters detected in the origi-
nal high spatial resolution image is less when compared
to the crater detection algorithm applied on the fused
image. is might be due to the reason that the fused
image has both the spatial and spectral content (9). In
this experiment, the low spatial resolution image from

Chandrayaan-1 (HySI) is rich in spectral information,
as it contains 64 spectral bands. But, the problem with
the image is that it lacks spatial details or clarity. us,
to combine the spatial details into Chandrayaan-1, we
perform image fusion with Selene that has better spa-
tial resolution. Finally, the fused image will poses the
sensor attributes of Chandrayaan-1 and Selene. From
the results, the detection rate is improved from 71.09%
to 92.48% with image fusion and false detection rate is
very low (3).

7 FutureWork

Highlight and shadow are obtained as the maximum
and minimum pixel value in the image which is an as-
sumption at some point. Hence when multi spectral lu-
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T . Results of crater detection on fused and non-fused image data
Craters Input image Detected Not detected False detection Detection rate False detection rate

Input XS 58 117 2 33.52% 3.44%
173 Input HS 123 62 12 71.09% 9.76%

Fused image 160 23 10 92.48% 6.25%

F . Texture based crater extraction on low spatial resolution image, high spatial resolution image and fused image by PCA
combined wavelet technique

nar image are used, the spectral bands can be used to
identify the highlight and shadows. In addition to crater
count, their depth information is needed to be recorded,
which can be done by the size of highlight and shadow
incorporating the illumination angle.
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